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ABSTRACT

Laser Doppler vibrometry (LDV) can recover speech from vibrating
surfaces with high precision, yet the prohibitive cost of research-
grade LDV hardware ($10,000–$100,000 per unit) has kept the field
starved of training data, leaving laser-based automatic speech recog-
nition (ASR) and reconstruction far behind their radar counterparts.
In this paper, we introduce LaserSpeech, a large-scale synthetic
dataset and open-source benchmark designed to close this gap. Our
physics-based synthesis pipeline transforms clean speech into realis-
tic laser-like recordings by modeling the five principal degradation
mechanisms of optical vibrometry: low-pass bandwidth limiting,
frequency-dependent (purple) sensor noise, broadband measurement
noise, Nyquist anti-aliasing, and multipath frequency smearing. Ap-
plied to the 460 hour LibriSpeech train-clean-460 split, the
pipeline yields 460 hours of paired clean/synthetic-laser speech at no
hardware cost. We validate the synthetic data by measuring PESQ,
STOI, and Whisper [1] WER on the synthesized LibriSpeech utter-
ances relative to their clean originals and compare those metrics to the
same measurements on real LDV recordings across 2 experimental
sessions. A systematic joint parameter ablation over 18 configura-
tions, evaluated on 1,585 LibriSpeech utterances (4.3h), identifies
the synthesis operating point whose acoustic quality profile best
matches the real LDV target distribution across two surface condi-
tions (Wooden Box and Kappa), and reveals which parameters control
degradation difficulty versus speech preservation. The synthesis code
and the real LDV recordings are released publicly to support research
on cross-speaker and cross-domain generalization and on pre-training
for laser-based speech sensing.

Index Terms— Laser Doppler vibrometry, speech recognition,
data synthesis, dataset, benchmark, PESQ, STOI

1. INTRODUCTION

Sound is not merely what we hear; it is a mechanical footprint left
upon the physical world. Every spoken word propagates through
the air as acoustic waves, inducing microscopic, invisible vibrations
on the surfaces of everyday objects. For decades, the prospect of
recovering these acoustic signals from a distance, without using
traditional microphones, has captivated researchers. Non-acoustic
speech sensing has advanced significantly in recent years, enabling
applications such as long-range eavesdropping, dual-channel noise
reduction, and keyword spotting in noisy environments, particularly
where traditional microphones fail (e.g., through physical barriers or
at extreme distances).

This research was supported by the Israel Science Foundation (grant no.
1449/23) and the Pazy Research Foundation.

Within this domain, two sensing modalities dominate the litera-
ture: millimeter-wave (mmWave) Frequency-Modulated Continuous-
Wave (FMCW) radar and Laser Doppler Vibrometry (LDV). While
mmWave radar has been widely adopted for non-line-of-sight sens-
ing, LDV offers finer displacement sensitivity (nanometer-scale de-
tection), a higher Signal-to-Noise Ratio (SNR), and longer sensing
ranges under line-of-sight conditions [2,3]. Despite these advantages,
LDV research has progressed considerably more slowly than radar
research.

This disparity is largely economic. Commodity 77 GHz radar
modules (e.g., TI AWR1642, IWR6843) cost $15–$50 and are com-
paratively easy to deploy, which has catalyzed an ecosystem of open
challenges, publicly released datasets, and samples. Deep-learning
models for reconstruction and, more recently, ASR [4–6]. Even
within this ecosystem, however, results are difficult to reproduce and
to compare across studies: each measurement campaign uses a dif-
ferent target object, standoff distance, and acquisition setup, and no
standardized benchmark exists, leaving the field largely exploratory.
For LDV, the situation is more acute: research-grade systems (e.g.,
Polytec PDV-100, VocalZoom VZoom780) typically cost between
$10,000 and $100,000, placing them out of reach for most academic
groups and limiting large-scale data collection.

This hardware cost has resulted in a data gap. Deep Neural
Networks (DNNs) require large training sets. Yet, there exists no
large-scale, publicly available paired dataset of laser recordings and
reference speech, nor a standardized benchmark for laser-based ASR
or reconstruction. Existing physical LDV speech datasets are con-
strained by their collection costs and are typically limited to a handful
of speakers, a few hours of audio, and tightly controlled laboratory
conditions. Consequently, models such as Whisper [1] cannot be
adequately fine-tuned for optical sensing. With limited data, work
has relied on traditional digital signal processing (DSP) pipelines or
shallow neural networks, which generalize poorly across vibrating
materials, reflection angles, atmospheric turbulence, and in-the-wild
deployment conditions.

To address this data gap, we introduce LaserSpeech: a synthetic
dataset and an open-source, physics-informed synthesis benchmark.
Rather than relying on costly hardware to collect large amounts of
physical data, we use first-principles acoustic and optical physics to
transform standard microphone recordings into realistic LDV mea-
surements. Our physics-informed synthesis pipeline systematically
models the five primary degradation mechanisms inherent to real-
world optical vibrometry: (1) mechanical low-pass filtering, dictated
by the mass, stiffness, and resonance properties of the vibrating target,
with a material-dependent cutoff in the range 1–4 kHz; (2) frequency-
dependent colored (purple) sensor noise, characteristic of optical
demodulation; (3) broadband optical and electronic measurement



noise; (4) Nyquist anti-aliasing effects associated with hardware dig-
itization and velocity limits; and (5) multipath frequency smearing,
resulting from laser speckle patterns and surface roughness. Exposing
each phenomenon as an interpretable parameter allows the pipeline to
be tuned to approximate a range of target materials, sensing distances,
and hardware conditions.

Applying this pipeline to the 460-hour LibriSpeech
train-clean-460 split [7], we generate 460 hours of
paired clean and synthetic-LDV speech. This expands the available
data by roughly two orders of magnitude over existing physical
LDV datasets, at zero hardware cost. We present an empirical
validation of the synthetic distribution against a set of real LDV
recordings acquired in a laboratory, spanning 2 distinct physical
sensing sessions. Using objective speech quality metrics (PESQ
and STOI) alongside downstream Whisper Word Error Rate (WER)
evaluations, we conduct a systematic joint parameter ablation study
across 18 configurations on 1,585 utterances. This comparative
analysis isolates the synthesis operating points that best match two
real LDV conditions (scale-normalized PESQ/STOI/WER distances
of 0.14 and 0.15). It reveals the fundamental trade-offs between the
severity of physical degradation and the preservation of speech.

Main contributions. This paper addresses the data gap directly
with three core contributions:

1. A Physics-Informed Synthesis Pipeline: An open-source
framework that models the five principal optical and mechani-
cal degradations of LDV sensing via interpretable parameters,
enabling controlled domain randomization.

2. The LaserSpeech-460 Corpus and Real Data Release: A
460-hour paired clean/synthetic-laser corpus derived from
LibriSpeech train-clean-460. We release the synthe-
sis code together with the fixed operating point, so that the
corpus can be regenerated locally from the public LibriSpeech
release. We additionally release the real LDV recordings used
in this study.

3. Empirical Validation: A comparative study mapping the syn-
thetic acoustic space to real LDV measurements using PESQ,
STOI, and Whisper WER. Through an 18-configuration joint
parameter ablation across 1,585 utterances, we identify operat-
ing points matching two distinct real LDV surface conditions
and reveal that speech preservation weight (w) and Gaussian
noise weight (β) are the primary degrees of freedom governing
degradation severity.

2. RELATED WORK

2.1. Laser-based speech sensing

Classical LDV speech recovery relies on band-pass filtering and
phase demodulation algorithms [8–10]. At the same time, more re-
cent deep-learning approaches learn end-to-end mappings from LDV
spectrograms to clean speech [11]. Although GAN and CNN-based
frameworks have shown promising performance for LDV speech
enhancement and bandwidth extension, they may introduce artifacts
or reconstructed speech components that are not directly supported
by the underlying measurements [12–14].

Beyond laser sensing, multimodal speech processing has shown
that combining complementary sensing modalities improves the ro-
bustness of speech-related tasks. Bone-conducted and air-conducted
microphones have been fused for speech enhancement and emotion
recognition [15, 16], while multimodal learning has also been applied

Algorithm 1 Physics-based laser speech synthesis
Require: Clean waveform x[n], sample rate fs=16 kHz, parameters

flpf , fnyq, α, β, w, σ
1: x1 ← ButterworthLPF(x, flpf) // bandwidth limiting
2: x2 ← RobustNorm(x1) // level normalisation
3: ηp ← PurpleNoise(|x|)
4: ηg ← N (0, 1)|x|

5: x3 ← w x2 + αηp + β ηg // noise injection (w: speech
preservation weight)

6: x4 ← ButterworthLPF(x3, fnyq) // anti-aliasing cleanup
7: x5 ← FreqSmear(x4, σ) // multipath smearing (STFT mag

blur)
8: x̂← x5 · (ρtarget/∥x5∥rms) // RMS normalisation to −24 dB
9: return x̂

to voice activity detection and sound source activity detection using
audio and visual information [17, 18].

Within the LDV domain, laser signals have also been used as aux-
iliary features in hybrid LDV+microphone ASR systems, improving
robustness compared with acoustic-only baselines [19]. Other optical
sensing modalities, such as LiDAR, have likewise demonstrated the
feasibility of remotely recovering speech-related information [20].

Together, these works demonstrate the broader potential of multi-
modal and sensor sensing to improve robustness in speech processing,
motivating continued exploration of emerging sensing modalities.

2.2. Data synthesis for vibration-based sensing

Generating synthetic training data to overcome hardware-induced
data scarcity is an established strategy in the radar literature: mm-
Speech [5] trains an end-to-end DNN entirely on synthetic radar–
audio pairs. mmWave-Whisper [6] similarly synthesizes radar speech
data by low-pass filtering clean speech, injecting estimated radar
noise, and matching the radar sampling characteristics. In the laser
domain, Nakano et al. [21] propose speech enhancement for rough-
focused optical laser microphones, effectively synthesizing degraded
data from real recordings. In contrast, our pipeline jointly models
five dominant degradation mechanisms while scaling to a 460-hour
dataset validated against two real recording sessions.

3. THE LASERSPEECH SYNTHESIS PIPELINE

3.1. Pipeline description

Algorithm 1 summarises the eight-step pipeline.
The robust normalization in step 2 computes the mean and stan-

dard deviation only over frames whose energy exceeds −25 dB rela-
tive to the signal peak, avoiding silence-driven normalization artifacts.
Frequency smearing (step 7) applies a 1-D Gaussian blur with stan-
dard deviation σ (in frequency-bin units) to the STFT magnitude and
then reconstructs via the inverse STFT, preserving phase.

The exact mathematical definitions of each noise and normaliza-
tion operation are as follows.

Purple noise (step 3). Let u[n] ∼ N (0, 1) be i.i.d. white noise.
The purple noise sequence is the first-order difference, normalized to
unit variance:

ηp[n] =
u[n]− u[n− 1]

σ∆u
, (1)

where σ∆u is the standard deviation of the raw difference sequence.
The power spectral density of ηp satisfies Sηp(f) ∝ f2 (violet/purple
spectrum).



Gaussian noise (step 4).

ηg[n] ∼ N (0, 1) i.i.d. (2)

Robust normalisation (step 2). Define the active-frame index
set

A =
{
n : x1[n]

2 > max
m

x1[m]2 · 10−25/10}. (3)

The normalized signal is then

x2[n] =
x1[n]− µA

σA
, (4)

where µA and σA are the mean and standard deviation computed
over A only, suppressing silence-driven normalisation artefacts.

Frequency smearing (step 7). Let X[k, t] = STFT(x4) with
window length 400 and hop 160. The smeared magnitude is computed
by 1-D Gaussian convolution along the frequency axis:

|X̃[k, t]| =
∑
k′

gσ[k − k′] |X[k′, t]|, (5)

where gσ is a discrete Gaussian kernel with standard deviation σ bins.
The output is reconstructed as x5 = ISTFT

(
|X̃[k, t]| ej∠X[k,t]

)
,

preserving the original phase.
RMS normalisation (step 8).

x̂ = x5 ·
ρtarget
∥x5∥rms

, ρtarget = 0.065 ≈ −23.7 dBFS. (6)

ρtarget was set to match the measured mean RMS of real laser record-
ings.

3.2. Parameter selection

The pipeline exposes six interpretable parameters. Of these, β (Gaus-
sian noise) and w (speech preservation) are the two primary degrees
of freedom governing ASR difficulty and signal intelligibility, re-
spectively; σ (frequency smearing) contributes secondarily to ASR
difficulty, but it reproduces the multipath spreading that is visible in
the real measurements (Section 5.3). The operating point chosen for
LaserSpeech-460 is: flpf=2000Hz, fnyq=2500Hz, α=0.5, β=0.5,
w=0.4, σ=0.5. This configuration was selected by searching for the
joint configuration whose PESQ, STOI, and Whisper WER profile
most closely matches the real LDV recordings. (Section 5.3).

Selecting parameters for a new deployment. The optimal pa-
rameters depend on the target surface, sensing distance, and hardware.
A single operating point is unlikely to generalize across all recording
conditions. For a new setup, a small calibration set can be recorded
on the target surface and evaluated against a simultaneous close-talk
reference using PESQ, STOI, and WER. The operating point is then
selected as the configuration minimizing the normalized distance
defined in (7). When real recordings are unavailable, the ablation
groups (Table 2) act as a lookup: w controls intelligibility and β con-
trols overall difficulty, so a stiffer surface or longer range corresponds
to lower w and higher α, β, whereas an easier surface corresponds to
higher w.

4. DATASET DESCRIPTION

4.1. LaserSpeech-460 (synthetic)

We apply the synthesis pipeline to every utterance in LibriSpeech
train-clean-460 (460 hours, 1,172 speakers, 130K utterances

Table 1. Real LDV recording quality vs. close-talk microphone
reference. B1: Batch 1, Wooden Box surface (hard condition). B2:
Batch 2, Kappa surface (easier condition). Clean WER computed with
Whisper large-v3 for a stronger reference baseline. Laser channel
WER is evaluated with Whisper small.en, as all recordings are in
English.

Session Ch. PESQ ↑ STOI ↑ WER (%) ↓

B1
clean 4.50 1.00 < 2
ch x 1.14 0.47 101.0
ch y 1.12 0.44 100.6

B2
clean 4.50 1.00 < 2
ch x 1.16 0.54 77.4
ch y 1.16 0.53 84.2

at 16 kHz) [7]. Each utterance produces three files: (i) the origi-
nal clean waveform, (ii) the synthetic-laser waveform, and (iii) the
ground-truth transcription. The full dataset occupies approximately
20 GB in 16-bit, 16 kHz WAV format.

4.2. Real laser recordings

The real laser recordings were acquired in an acoustically treated
laboratory using a Polytec PDV-100 digital laser vibrometer. Lectures
by two male speakers from the Open Yale Course collections [22, 23]
were reproduced through a loudspeaker at the target surface, and the
resulting surface vibration was measured. The vibrometer observes
the target along two orthogonal measurement axes, X and Y, which
view the same surface simultaneously and differ only in the direction
along which the surface velocity is measured; neither is a primary
nor a secondary channel. Each recording, therefore, yields three
synchronized tracks at 16 kHz: channel clean, a simultaneous
close-talk microphone reference, and channel x, channel y, the
two laser axes.

We focus on two representative recording sessions that bracket
the range of LDV difficulty observed across 2 batches:

Batch 1: Wooden Box (a wooden box, hard condition).
Recorded at a distance of 5 m from the vibrating target, in an environ-
ment with a background fan noise level of 85 dBA 590 utterances per
channel, duration of all laser recordings is≈31 s, yielding≈5.1 hours
of laser audio per channel (≈10.2 h across both channels). Whisper
small.en WER reaches 100–101% on the laser channels, close to
the random-guess ceiling, reflecting near-total loss of speech intelligi-
bility.

Batch 2: Kappa (a plastic bottle, easier target). Recorded
at a distance of 3 m from the vibrating target in an environment
with a background of white noise level of 85 dBA 609 utterances per
channel, duration of all laser recordings is≈31 s, yielding≈5.2 hours
of laser audio per channel (≈10.5 h across both channels). Whisper
small.en WER is 77–84%, indicating that a substantial fraction of
speech content is preserved.

Surface variation and its effect on ASR difficulty. The two
surfaces bracket the difficulty range because their mechanical re-
sponse to acoustic pressure differs. The Kappa target (Batch 2) is a
thin, lightweight, compliant surface: It vibrates readily in response
to speech pressure, so more of the speech modulation is transferred
to the laser signal, yielding a higher effective SNR and lower WER
(77–84%). The Wooden Box target (Batch 1) is heavier and stiffer.
Its greater mass and rigidity damp the surface velocity and lower the
effective mechanical low-pass cutoff, suppressing speech modulation



Table 2. Full parameter ablation on 1,585 LibriSpeech dev-clean utterances. α: purple noise weight; β: Gaussian noise weight; w:
speech preservation weight; σ: frequency smearing (bins). PESQ and STOI vs. original clean waveform; WER with Whisper small.en.
⋆ LaserSpeech-460 op point (match B2, dist 0.14). † Closest match to B1 (dist 0.15). Real LDV columns are target references.

Group (A) Near-clean (B) w sweep (C) β and σ sweep (D) Hard regime Real Target

Config ID A1 A2 A3 B1 B2 B3 B4 C1 C2 C3 C4⋆ C5 C6 D1 D2 D3 D4 D5† B2⋆ B1†

α (Purple) 0.0 0.0 0.0 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 1.0 1.0 1.0 1.0 1.5 – –
β (Gaussian) 0.0 0.1 0.1 0.3 0.3 0.3 0.3 0.3 0.3 0.5 0.5 0.5 0.5 0.5 0.5 0.3 0.3 0.5 – –
w (Speech) 0.8 0.6 0.6 0.8 0.6 0.4 0.2 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.4 0.2 0.2 0.3 – –
σ (Smear) 0.0 0.0 1.0 0.5 0.5 0.5 0.5 0.0 1.0 0.0 0.5 1.0 2.0 0.5 1.0 0.0 1.0 1.0 – –

PESQ ↑ 3.40 1.40 1.30 1.13 1.10 1.08 1.06 1.08 1.07 1.06 1.06 1.06 1.05 1.06 1.06 1.07 1.07 1.06 1.16 1.13
STOI ↑ 0.98 0.83 0.81 0.74 0.70 0.65 0.55 0.65 0.64 0.59 0.58 0.57 0.56 0.57 0.56 0.54 0.53 0.52 0.53 0.45
WER (%) ↓ 1.9 10.1 10.7 25.8 33.8 50.4 87.4 49.9 53.6 74.3 74.8 78.1 87.5 78.5 82.6 92.8 94.4 97.0 80.8 100.8

and driving WER to 100–101%. This ordering is consistent with
the pipeline’s bandwidth-limiting and speech-preservation parame-
ters: harder surfaces correspond to a lower flpf and a lower w. We
emphasize that optical transparency is not the dominant factor here:
LDV recovers vibration from light reflected by the surface, so me-
chanical compliance and standoff distance (3 m for Batch 2 vs. 5 m
for Batch 1) govern intelligibility more than the material’s optical
properties.

5. EXPERIMENTS

5.1. Evaluation metrics

We report PESQ [24] (perceptual quality, −0.5–4.5, higher is bet-
ter), STOI (intelligibility, 0–1, higher is better), and WER (Whisper
small.en, lower is better).

5.2. Real laser target distribution

Table 1 characterizes the acoustic quality of the real laser channels
relative to the simultaneous close-talk microphone reference, across
2 recordings sessions. These values define the target distribution that
the synthesis pipeline should match.

Across both real LDV targets, the laser channel incurs a large
perceptual quality drop versus the close-talk reference (PESQ
4.50→1.12–1.16, STOI 1.00→0.44–0.54) and Whisper small.en
WER on the laser channels reaches 77–101%, confirming the substan-
tial acoustic domain gap that the synthesis pipeline must replicate. A
qualitative spectrogram comparison of a real laser recording against
the synthetic signal generated from its own clean reference is provided
in the released repository.

5.3. Parameter ablation

To identify parameter roles and select operating points, we eval-
uate 18 configurations across 1,585 utterances from LibriSpeech
dev-clean. Because PESQ, STOI, and WER have differ-
ent scales, we match each configuration to the real LDV target
with a scale-normalized Euclidean distance: every metric m ∈
{PESQ,STOI,WER} is expressed as a fractional deviation from
its real-target value m∗,

d =

√∑
m

(
m−m∗

m∗

)2

. (7)

Dividing each metric by its own target places the three on a common
dimensionless scale, so the large numerical range of WER does not
dominate the match.

Results. Table 2 shows the 18 unique configurations. Group B
(w sweep): decreasing w from 0.8 to 0.2 raises WER from 25.8%
to 87.4%, confirming w as the primary intelligibility knob. Group
C (β and σ sweep): doubling β lifts WER from 50.4% to 74.8%;
increasing σ to 2.0 adds 13 points, secondary to w. Group D (high-α):
purple noise alone adds modest WER, but combined with w=0.3
reaches 97.0%, the closest match to Batch 1 (dist. 0.15, marked †).
The LaserSpeech-460 operating point (marked ⋆) matches Batch 2
at dist. 0.14; the ablation’s closest configuration (α=1.0, σ=1.0)
reaches 0.10, indicating that this harder LargeKappa recording is
better matched by stronger purple noise and smearing.

6. DISCUSSION

LaserSpeech is a practical tool, not a replacement for actual mea-
surements. Its operating point is calibrated to match a measured
LDV distribution, enabling assessment of a model’s convergence
under realistic laser conditions before purchasing a vibrometer and
initiating a measurement campaign. This enables the cost-effective
screening of architectures and training recipes. Being reproducible
and standardized, LaserSpeech also serves as a common reference
for large-scale method comparisons, which are currently lacking in
the field. Additionally, it offers 460 hours of support for pre-training
and fine-tuning across tasks and models, especially when real LDV
data is scarce.

Future work will extend the synthesis framework to additional
recording scenarios and investigate the transferability of models
trained on LaserSpeech to real LDV recordings across different sens-
ing conditions.

7. CONCLUSIONS

We introduced LaserSpeech, the first large-scale synthetic dataset
and benchmark for laser-based speech recognition. Our physics-
based synthesis pipeline models the main LDV degradations using
six interpretable parameters. This approach generates 460 hours
of synthetic laser speech sourced from LibriSpeech at no hardware
cost. An evaluation involving 18 configurations in a joint ablation
study was conducted on 1,585 LibriSpeech utterances, comparing
them to clean audio. This study identified parameters w and β as
the primary degrees of freedom. It established two operating points
that align with real LDV hardware: LaserSpeech-460 (⋆, dist. 0.14 to
Batch 2 Kappa) and a more challenging variant (†, dist. 0.15 to Batch 1
Wooden Box). The synthesis code, which allows adjustments of
parameters for different surfaces and hardware based on the reported
operating points, along with the real LDV recordings, can be found
at https://github.com/EmilyBederov/LaserSpeech.

https://github.com/EmilyBederov/LaserSpeech
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