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ABSTRACT

Foreign accent conversion (FAC) aims to transform a speaker’s ac-
cent while strictly preserving their linguistic content and unique
voice identity. Despite its growing importance in language learning
and cross-cultural communication, the field suffers from a lack of
open-source, reproducible baselines, hindering fair comparisons be-
tween emerging models. In this paper, we propose an interpretable
and modular cascaded FAC framework built from off-the-shelf au-
tomatic speech recognition (ASR), text-to-speech (TTS), and voice
conversion (VC) components. We introduce two distinct architec-
tures: a fundamental ASR→TTS→VC pipeline and an enhanced
version that incorporates a text-correction (TC) module to miti-
gate error propagation from the ASR stage. Our system is eval-
uated using a comprehensive suite of objective metrics—including
speech intelligibility, accentedness, naturalness, and speaker similar-
ity—alongside subjective listening tests and real-time factor (RTF)
analysis on both CPU and GPU. Results demonstrate that these cas-
caded pipelines achieve high intelligibility and robust accent trans-
formation while offering practical quality–speed trade-offs for real-
world applications. To foster community progress and provide a
transparent reference, we have open-sourced our code and config-
urations1.

Index Terms— Foreign accent conversion, cascaded pipeline,
speech synthesis

1. INTRODUCTION

Foreign accent conversion (FAC) is a speech-to-speech transforma-
tion task that modifies the accent-related characteristics of an in-
put utterance—such as pronunciation, rhythm, stress, prosody, and
intonation—without changing the linguistic content or the speaker’s
voice identity [1].

FAC is related to several neighboring speech tasks but funda-
mentally differs from each. Unlike voice conversion (VC) [2], which
mainly changes speaker-dependent vocal characteristics such as tim-
bre, FAC keeps the speaker identity fixed and instead modifies only
accent-related cues. FAC also differs from accented text-to-speech
(TTS), which synthesizes accented speech from text input and there-
fore requires text–speech paired supervision. By contrast, FAC op-
erates directly on speech input and performs accent transformation
without text input. Compared with speech translation, FAC changes
the accent within the same language. Even though some FAC sys-
tems may use components from ASR, TTS, or VC tasks, FAC re-
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mains a constrained speech-to-speech transformation task whose
main goal is to produce natural target-accented speech while pre-
serving intelligibility and the source speaker’s identity.

FAC has practical potential across several domains. In language
learning, it can support pronunciation correction and accent adapta-
tion for second-language (L2) learners [3]. In communication sce-
narios, such as international call centers and online meetings, it can
reduce accent-related barriers and improve intelligibility. In mul-
timedia applications, FAC can enable movie dubbing, multi-accent
audiobooks, and cross-regional speech services [4].

Recent deep-learning-based FAC methods can be broadly cate-
gorized into three types. Sequence-to-sequence (Seq2seq) models [5,
6] adopt encoder–decoder architectures that decompose speech into
disentangled representations of content, speaker identity, and ac-
cent. Next, a seq2seq accent transformation module maps source-
accent features to target-accent counterparts; a decoder then pre-
dicts the converted mel spectrogram; and finally, a vocoder gener-
ates the output waveform. TTS-guided models [7–11] leverage pre-
trained native-accent TTS systems as teachers to guide an acoustic
model in learning accent-agnostic linguistic representations. In in-
ference, the acoustic model extracts linguistic features from accented
speech, which the TTS decoder converts into native-accented out-
put. Discrete speech token-based models [4, 12] discretize speech
into semantic or acoustic tokens, decoupling linguistic content from
speaker timbre. Generative engines such as large language models
(LLMs) or diffusion models then map non-native token sequences to
native equivalents, followed by waveform reconstruction.

Despite this methodological diversity, FAC research faces sig-
nificant challenges in reproducibility and comparability [1]. First,
most FAC systems do not release their source code [6,8,13–15], and
even when code is available, it is often no longer maintained [5, 16],
making faithful replication difficult. Second, different studies em-
ploy different evaluation metrics, scales, and protocols [5, 9, 12, 17],
making direct cross-paper comparison of results nearly impossi-
ble. Third, some baseline comparisons lack transparency—for in-
stance, using self-designed baselines [8,10,14,18,19], cherry-picked
demo-page samples [17], unverified reproductions of prior work or
non-clear specification of the baseline settings and configurations
[11, 15]. Finally, the evaluation scope is often narrow: most studies
assess accentedness, naturalness, and speaker similarity, but com-
putational cost analysis is largely absent, despite its importance for
latency-sensitive applications such as real-time communication.

To address these gaps, the contributions of this paper are three-
fold: (1) We propose a straightforward, open-source cascaded FAC
pipeline that combines state-of-the-art ASR, TTS, and VC models,
serving as a reproducible reference system for the FAC community.
(2) We conduct a comprehensive evaluation covering objective met-
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rics, subjective listening tests, and computational cost analysis via
real-time factor (RTF) profiling on both CPU and GPU. (3) We ex-
periment with multiple model combinations to identify configura-
tions that balance perceptual quality and computational efficiency.

2. CASCADED FAC PIPELINE

2.1. Pipeline 1: ASR → TTS → VC

The basic cascaded FAC pipeline consists of three stages. Given
an input L2 speech utterance, the ASR module first transcribes the
speech into text, thereby extracting the linguistic content. The TTS
module then synthesizes speech from the transcribed text using a
model trained on native (L1) English speech, effectively converting
the accent by generating native pronunciation, prosody, and rhythm.
Finally, the VC module transforms the voice characteristics of the
TTS output to match the original L2 speaker’s identity, using a ref-
erence utterance from the source speaker. This pipeline leverages
the natural separation of concerns: ASR preserves content, TTS per-
forms accent conversion, and VC restores speaker identity.

2.2. Pipeline 2: ASR → TC → TTS → VC

A known limitation of Pipeline 1 is that ASR transcription errors
propagate through the entire pipeline, degrading intelligibility. To
mitigate this, Pipeline 2 inserts a text correction (TC) module be-
tween ASR and TTS. The goal of the TC module is to take ASR pre-
dictions as input and produce a more accurate transcription, which is
then passed unchanged to the downstream TTS and VC modules. We
implement the TC module using a fine-tuned character-level ByT5-
base model [20]; implementation and training details are provided in
Section 3.4.

3. EXPERIMENTS

3.1. Model Choices and Configurations

We experiment with the following model components:
ASR: Faster Whisper [21] (large-v3), an optimized CTranslate2

implementation of OpenAI’s Whisper that provides faster inference
with equivalent accuracy.

TTS: (1) CosyVoice2 [22], a zero-shot TTS model supporting
voice cloning with a native English reference; (2) Kokoro [23],
a lightweight English TTS model (82M parameters); (3) Open-
Voice [24], a versatile voice cloning framework with a base English
TTS.

VC: (1) OpenVoice [24] tone color converter (V2), a lightweight
model using a single forward pass for tone color transfer; (2) Seed-
VC [25], a diffusion-based zero-shot voice conversion model with
high speaker similarity. For each L2 speaker in L2-ARCTIC [3],
we build the VC speaker reference by concatenating several of that
speaker’s utterances into a single 10–14 s audio clip, which gives
the VC model enough context to capture the source speaker’s voice
characteristics.

Among the six TTS–VC combinations, we highlight two recom-
mended configurations: the Quality Pipeline (QP), Faster Whisper
+ CosyVoice2 + Seed-VC, and the Fast Pipeline (FP), Faster Whis-
per + Kokoro + OpenVoice.

TC: ByT5-base [20] fine-tuned on L2-ARCTIC and native
ARCTIC ASR error pairs (Pipeline 2 only); training details are given
in Section 3.4.

3.2. Baseline Models

We compare against three baseline FAC systems. TokAN [4] is a re-
cent discrete, token-based FAC model; we evaluate it on our test set
using its open-source code 2 for a fair comparison. TTS-Guided [7]
and ZS-NoRef [5] are evaluated using their publicly available demo-
page audio samples 3,4; our pipelines are run on matched speaker–
sentence pairs.

3.3. Datasets

All experiments use the L2-ARCTIC corpus [3], a non-native En-
glish dataset of 24 speakers across six L1 backgrounds: Mandarin,
Arabic, Korean, Spanish, Vietnamese, and Hindi. For fair compari-
son with baselines, we use matched test samples: 20 utterances per
speaker (480 total) for TokAN evaluation, and the specific demo-
page samples for TTS-Guided (12 samples across 4 speakers) and
ZS-NoRef (6 samples across 2 speakers).

3.4. Text Correction Training

The TC module of Pipeline 2 is a ByT5-base [20] model (580M pa-
rameters) fine-tuned to map noisy ASR hypotheses to clean ground-
truth transcripts. Training pairs are generated by transcribing L2-
ARCTIC and CMU ARCTIC [26] (speakers BDL, SLT, RMS, CLB)
with Faster Whisper large-v3 and aligning each hypothesis with the
reference text. Each pair is tagged with the speaker’s L1 accent
category (e.g., Mandarin, Arabic, Native), and during training, an
accent-conditioned prefix (e.g., “correct [Mandarin]:”) is
prepended to the input. To discourage over-correction, we mix in
∼60% identity pairs (clean→clean) and discard error pairs whose
WER exceeds 0.35. Utterances arctic a0001–a0020 are held
out from training as they overlap with our evaluation test set. We
train with AdamW (learning rate 5 × 10−5, effective batch size 32,
bf16) with WER-based early stopping on a 10% validation split; the
full configuration is in our repository.

3.5. Evaluation Metrics

3.5.1. Objective Metrics

We evaluate four complementary objective metrics: (1) WER:
Word error rate computed via Whisper large-v3 transcription against
ground-truth text using jiwer, measuring intelligibility. (2) UT-
MOS: Predicted naturalness MOS from UTMOS [27], assessing
speech quality on a 1–5 scale. (3) SECS: Speaker embedding co-
sine similarity between converted and original L2 speech using Re-
semblyzer [28, 29], measuring speaker identity preservation (0–1).
(4) ACC: US-accent classification probability from CommonAc-
cent XLSR [30], measuring the degree of native accent in converted
speech (0–1).

3.5.2. Subjective Metrics

We conduct three listening tests, each comparing QP with all three
baselines (TokAN, TTS-Guided, ZS-NoRef). (1) AB Accentedness
Preference: raters hear two utterances of the same sentence and
choose which sounds more native-like, with a “no preference” op-
tion. (2) XAB Speaker Similarity: raters hear a reference clip X

2https://github.com/P1ping/TokAN
3https://vcsamples.github.io/SPL2022AC/
4https://warisqr007.github.io/demos/

zero-shot-reference-free-ac/
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Table 1: Objective evaluation results on the TokAN test set (480
utterances). P1: Pipeline 1 (ASR→TTS→VC); P2: Pipeline 2
(ASR→TC→TTS→VC). Best in bold; ↓/↑: lower/higher is better.
QP/FP denotes the recommended quality/fast configurations.

System WER↓ SECS↑ UTMOS↑ ACC↑

TokAN [4] 0.338±0.24 0.87±0.04 3.08±0.37 0.66±0.42

Pi
pe

lin
e

1

CosyV2+SeedVC (QP) 0.295±0.20 0.83±0.05 3.21±0.39 0.98±0.11

CosyV2+OpenV 0.297±0.21 0.71±0.07 3.00±0.38 0.96±0.18

Kokoro+SeedVC 0.297±0.19 0.81±0.06 3.31±0.38 0.98±0.12

Kokoro+OpenV (FP) 0.289±0.19 0.66±0.06 3.32±0.35 0.93±0.23

OpenV+SeedVC 0.290±0.19 0.83±0.05 3.16±0.34 0.92±0.25

OpenV+OpenV 0.286±0.19 0.69±0.07 2.99±0.35 0.81±0.36

P2

QP + TC 0.287±0.21 0.83±0.05 3.16±0.38 0.99±0.09

FP + TC 0.307±0.20 0.68±0.07 3.01±0.35 0.94±0.22

(original L2 speech), then two clips A and B from either our pipeline
or from one of the three baselines, and pick the one that sounds more
like X. (3) 5-point Naturalness MOS: raters score individual utter-
ances on a 1–5 scale. Systems rated include original L1 and L2 au-
dio, QP, and the three baselines, with randomized presentation order.

3.5.3. Computational Cost

We measure the real-time factor (RTF) for each pipeline compo-
nent and the full pipeline on both CPU and GPU. RTF is defined as
RTF = tproc/taudio, where tproc is processing time and taudio is input
audio duration. RTF < 1.0 indicates faster-than-real-time process-
ing, and vice versa. All experiments were conducted using an Intel
Xeon Gold 6338 CPU and a single NVIDIA A40 GPU.

4. RESULTS AND ANALYSIS

4.1. Objective Evaluation

Table 1 presents the objective evaluation results on the TokAN test
set (480 utterances, 24 speakers). We evaluate all six Pipeline 1 (P1)
combinations of three TTS and two VC models. QP (Sec. 3.1) tar-
gets overall perceptual quality and gives the best speaker similarity
among our pipelines; FP targets speed while keeping strong native
accentedness, intelligibility, and speech naturalness. For Pipeline 2,
we additionally report results with the text correction module in-
serted between ASR and TTS.

All six Pipeline 1 configurations outperform TokAN in WER
and ACC. The QP configuration (CosyVoice2+Seed-VC) achieves
near-perfect accent conversion (ACC = 0.98) and the highest speaker
similarity among our pipelines (SECS = 0.83), reflecting Seed-VC’s
diffusion-based generation, which iteratively refines speaker char-
acteristics over multiple denoising steps. The FP configuration
(Kokoro+OpenVoice) achieves the best naturalness (UTMOS = 3.32)
and competitive WER (0.289), though with lower speaker similarity
(SECS = 0.66). This gap is attributable to OpenVoice’s lightweight,
single-pass tone-color transfer, which applies a learned linear trans-
formation to shift speaker embeddings without iterative refine-
ment, trading speaker fidelity for substantially faster inference (Sec-
tion 4.2). TokAN achieves the highest SECS (0.87), likely due
to its non-autoregressive token-to-Mel synthesizer, which uses flow
matching to progressively recover Mel spectrograms conditioned on
speaker embeddings.

Comparing TTS models within each VC group, CosyVoice2
yields the highest ACC due to its zero-shot voice cloning capabil-

Table 2: Comparison with additional baselines on matched demo-
page samples. TTS-Guided: 12 samples (4 speakers); ZS-NoRef: 6
samples (2 speakers). Values are averaged across matched samples.

Test Set System WER↓ SECS↑ UTMOS↑ ACC↑

TTS-Guided
(12 samples)

TTS-Guided [7] 0.20±0.13 0.55±0.07 2.46±0.44 0.77±0.40

QP 0.23±0.12 0.75±0.06 3.35±0.59 1.00±0.00
FP 0.16±0.09 0.62±0.07 3.37±0.62 1.00±0.00

ZS-NoRef
(6 samples)

ZS-NoRef [5] 0.31±0.19 0.87±0.03 2.48±0.34 0.84±0.35

QP 0.23±0.14 0.79±0.02 3.18±0.37 1.00±0.00
FP 0.29±0.09 0.61±0.04 3.77±0.10 0.82±0.40

Table 3: Real-time factor (RTF) analysis. RTF < 1.0 = faster than
real-time. Values are mean±std. TC column for Pipeline 2 only.

System Device ASR TC TTS VC Total

TokAN [4]
CPU — — — — 11.21±1.61

GPU — — — — 0.80±0.28

QP (P1)
CPU 3.61±1.38 — 0.87±0.22 5.46±3.58 9.94±4.76

GPU 0.13±0.05 — 0.88±0.22 4.97±2.22 5.97±2.45

FP (P1)
CPU 2.22±0.92 — 0.03±0.02 1.42±0.44 3.67±1.21

GPU 0.14±0.05 — 0.03±0.02 0.03±0.02 0.19±0.08

QP (P2)
CPU 3.46±1.22 0.47±0.67 1.11±0.96 5.39±2.51 10.43±4.89

GPU 0.15±0.06 0.25±0.35 1.20±1.07 5.47±2.51 7.07±3.72

FP (P2)
CPU 3.70±2.05 0.54±0.78 0.03±0.03 0.20±0.17 4.47±2.53

GPU 0.14±0.06 0.23±0.33 0.03±0.02 0.03±0.02 0.44±0.40

ity with a native reference, while Kokoro achieves the best UTMOS
scores. The OpenVoice TTS produces lower ACC and UTMOS
scores, suggesting that its base English speaker may exhibit resid-
ual non-native prosodic patterns.

Table 2 compares the QP and FP configurations against two ad-
ditional FAC baselines using their publicly available demo-page au-
dio on matched speaker–sentence pairs. Despite the limited sample
sizes, the results are consistent with the TokAN comparison: Both
QP and FP achieve substantially higher ACC and lower WER than
the baselines, indicating stronger accent conversion toward native
English and better intelligibility preservation. QP maintains com-
petitive speaker similarity (SECS) while FP trades speaker fidelity
for speed, as observed in Table 1.

4.2. Computational Cost Analysis

Table 3 presents the RTF analysis for baseline TokAN, and the QP
and FP configurations. The FP achieves faster-than-real-time GPU
throughput (RTF = 0.19). This reflects offline throughput rather than
conversational latency: all modules process complete utterances, so
output starts only after an utterance of duration T is captured and
processed, i.e., after about (1+ RTF)T ≈ 1.19T for FP. Live com-
munication would thus require streaming-capable components (Sec-
tion 5). QP is slower due to its diffusion-based Seed-VC module but
remains practical for GPU-based inference.

The results reveal a clear quality–speed trade-off between QP
and FP. On the CPU, FP is approximately 3× faster than both QP
and TokAN. On GPU, FP is approximately 31× faster than QP and
4× faster than TokAN, while maintaining competitive perceptual
quality. This trade-off is primarily driven by the VC component:
OpenVoice performs a single forward-pass tone-color transfer us-
ing a lightweight encoder-decoder that maps mel-spectrograms via a



learned speaker-embedding shift, whereas Seed-VC in QP employs
an iterative diffusion process with multiple denoising steps to pro-
gressively refine speaker characteristics. The higher RTF of Seed-
VC (4.97–5.47 on GPU) reflects this iterative generation, but the
additional computation yields substantially better speaker similar-
ity (SECS 0.83 in QP vs. 0.66 in FP). The ASR component Faster
Whisper is efficient across both configurations due to its CTranslate2
optimization, contributing only 0.13–0.15 RTF on GPU.

4.3. Subjective Evaluation

We recruited 12 listeners (2 native English speakers and 10 non-
native speakers with professional English proficiency). While the
listener panel is modest, each comparison aggregates 24–144 trials
and is accompanied by significance tests. Each listener completed
all three tests of Section 3.5.2 in one web-based session with head-
phones, rating 30 AB pairs, 12 XAB triads, and 36 MOS utterances
in randomized order.

AB Accentedness Preference. Figure 1 shows the preference
results. Two-sided binomial tests (excluding no-preference trials)
show that listeners prefer QP significantly over TTS-Guided (61.8%
vs. 23.6%, p < 0.001) and TokAN (57.6% vs. 18.1%, p < 0.001),
but not over ZS-NoRef (37.5% vs. 31.9%, p = 0.67). The smaller
ZS-NoRef gap is consistent with ZS-NoRef’s relatively high objec-
tive accent probability on its demo-page samples (ACC = 0.84, Ta-
ble 2).

XAB Speaker Similarity and MOS Naturalness. Table 4
summarizes subjective speaker similarity and naturalness. In XAB
speaker similarity, QP is preferred over TTS-Guided (68.8%, p =
0.013) and is on par with TokAN (52.8%, p = 0.72). ZS-NoRef is
preferred in 91.7% of trials (p < 0.001), consistent with its higher
objective SECS (0.87 vs. 0.79, Table 2); ZS-NoRef retains more of
the original L2 timbre by design.

For MOS naturalness, QP obtains the highest mean score (3.92),
followed by L1 Native (3.80), TokAN (3.79), L2 Original (3.51),
and ZS-NoRef (3.17). TTS-Guided performs worst (2.47). Welch
t-tests against QP (Table 4) show that QP significantly exceeds TTS-
Guided, ZS-NoRef, and L2 Original, but does not differ from L1 Na-
tive or TokAN, so QP should not be interpreted as more natural than
human speech. Raters judged audio quality rather than accent, and
the ARCTIC recordings contain microphone coloration and back-
ground hiss that neural resynthesis reduces. The MOS results thus
suggest that QP reaches natural-speech-level audio quality.

4.4. Pipeline 2 Ablation

We ablate the effect of the TC module by inserting it into QP and
FP (bottom block of Table 1). For QP, TC yields a marginal WER
reduction (0.295 → 0.287) and a small ACC gain (0.98 → 0.99)
but slightly lowers UTMOS (3.21 → 3.16); for FP, TC is net-
negative, increasing WER (0.289→0.307) and decreasing UTMOS
(3.32→ 3.01), with a slight gain of SECS (0.66→ 0.68) and ACC
(0.93 → 0.94). Two factors likely explain this limited and non-
uniform benefit: (i) the ByT5 corrector occasionally over-corrects
or introduces lexical paraphrases that still diverge from the reference
transcript, therefore reducing intelligibility; and (ii) CosyVoice2 is
already robust to residual ASR noise, leaving little headroom for TC
in QP, whereas the lightweight Kokoro in FP is more sensitive to
corrector-induced artifacts. TC alone adds substantial latency with-
out commensurate quality gains (0.23–0.25 RTF overhead on GPU
and 0.47–0.54 RTF overhead on CPU; Table 3). We therefore retain
Pipeline 1 as the main system.

Table 4: Subjective results on 12 raters. Top: XAB speaker sim-
ilarity (% of trials in which QP or the baseline was judged more
similar to the original L2 reference). Bottom: 5-point MOS natural-
ness (mean± std). N = number of ratings. p: two-sided binomial
test (XAB) and Welch t-test vs. QP (MOS).

XAB Speaker Similarity
Comparison QP Baseline N p

QP vs. TokAN 52.8% 47.2% 72 0.72
QP vs. TTS-Guided 68.8% 31.3% 48 0.013
QP vs. ZS-NoRef 8.3% 91.7% 24 <0.001

MOS Naturalness (1–5 scale)
Condition Mean±Std N p

L1 Native (GT) 3.80±0.99 108 0.36
L2 Original 3.51±1.48 108 0.016
QP (ours) 3.92±0.93 108 —
TokAN 3.79±0.84 48 0.39
TTS-Guided 2.47±1.04 36 <0.001
ZS-NoRef 3.17±0.99 24 0.002

0% 25% 50% 75% 100%
Listener preference

QP vs. TTS-Guided
(N=144)

QP vs. TokAN
(N=144)

QP vs. ZS-NoRef
(N=72)

61.8%

57.6%

37.5%

14.6%

24.3%

30.6%

23.6%

18.1%

31.9%

Prefer QP No preference Prefer baseline

Fig. 1: AB accentedness preference: share of trials in which listeners
preferred QP, had no preference, or preferred the baseline. A longer
blue bar means QP sounds more native-like.

5. CONCLUSIONS AND FUTURE WORK

We presented a simple, open-source, cascaded FAC pipeline built
from readily available ASR, TTS, and VC components, organized
in a modular architecture. Despite its simplicity, the proposed sys-
tem achieves accent-conversion performance that is competitive with
strong FAC baselines while maintaining good intelligibility and nat-
uralness, and offers flexible quality–speed trade-offs. In particular,
the quality-oriented pipeline QP (Faster Whisper + CosyVoice2 +
Seed-VC) achieves strong accent conversion (ACC up to 0.98), is
significantly preferred over TokAN and TTS-Guided in the AB test,
and reaches an MOS of 3.92, statistically on par with L1 ground-
truth recordings. The fast pipeline FP (Faster Whisper + Kokoro
+ OpenVoice) further reaches faster-than-real-time throughput on
GPU (RTF = 0.19), a promising basis for latency-sensitive scenar-
ios once streaming components are integrated. Overall, these results
show that a straightforward cascaded design can serve as a strong,
reproducible reference FAC system when existing baselines are un-
available or hard to reproduce.

Future work includes: extending the system to support addi-
tional accent pairs, streaming operation for true real-time FAC, and
end-to-end fine-tuning to reduce cross-stage error propagation.
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