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Abstract—We address the problem of multichannel speech
enhancement in reverberant and noisy environments with mul-
tiple interfering sources. We propose a new subspace method
that involves estimating the relative transfer function (RTF).
Specifically, we propose an RTF estimator that relies on both
the sample correlation matrix, typically used in the absence of
interfering sources, and the Riemannian mean of correlation
matrices, which has recently been shown to excel at rejecting
interfering sources. We begin by considering the Riemannian-
based RTF estimator, and then apply subspace filtering by pro-
jecting it onto a data-adaptive subspace of the sample correlation
matrices. We incorporate the proposed RTF estimation into the
minimum variance distortionless response (MVDR) beamformer
and demonstrate that our approach consistently outperforms
both conventional and Riemannian-based MVDR beamformers
under various challenging acoustic scenarios.

Index Terms—Speech enhancement, subspace filtering, Rie-
mannian geometry, RTF estimation

I. INTRODUCTION

Multichannel signal enhancement using microphone arrays
has been a longstanding and active area of research in audio
signal processing [1], driven by a wide range of applications
such as hearing aids, and automatic voice recognition [2], [3].
Despite significant advancements, extracting the desired signal
from noisy, reverberant environments with multiple interfering
sources remains challenging. A widely adopted approach to
addressing these challenges is to estimate the relative transfer
function (RTF) of the target source [4]. Once estimated, the
RTF is used to steer the beamformer toward the desired
source, thereby enhancing the extraction of the desired signal.
Numerous RTF estimation methods have been proposed, in-
cluding covariance subtraction [5], covariance whitening [6],
and approaches based on the power spectral density (PSD)
and cross-PSD of the desired signal [4], [7]–[9]. However,
these methods assume prior knowledge of sources’ activity or
rely on estimating the probability of speech presence, both of
which are challenging in practice.

In this work, we focus on the problem of speech enhance-
ment (SE) in a noisy, reverberant environment with multiple
interfering sources that may be stronger than the desired
source. The desired source is assumed to be constantly active,
while the interfering sources are intermittently active. The
sources’ temporal activity, positions, and power are unknown.
Our goal is to estimate the desired signal as received at a
reference microphone. Such scenarios with strong interfering
sources pose a challenge to the methods mentioned above.

To address these challenges, recent works have proposed
leveraging Riemannian geometry in array signal processing
[10]–[12]. In particular, the sample correlation matrix, which
is a Hermitian Positive Definite (HPD) matrix, is viewed as
a point on the HPD manifold. Equipped with the Affine-
Invariant (AI) metric [13], it forms a Riemannian manifold
[14]. The Riemannian mean of HPD matrices has been shown
to preserve shared spatial components while attenuating un-
shared ones [15], [16]. For example, this property is used
for suppressing intermittent interfering sources for direction
of arrival estimation [11], and for RTF estimation for SE
[12]. However, the performance of the Riemannian approach
is degraded as the signal-to-interference ratio (SIR) increases.

We propose a robust subspace-based approach for RTF
estimation that combines Riemannian averaging with data-
adaptive subspace projection. The method computes the prin-
cipal eigenvector of the Riemannian mean to obtain an
interference-robust RTF estimate [12]. Then it projects this
vector onto a subspace of the sample correlation matrix, which
is not necessarily spanned by the principal eigenvectors, to
suppress noise while preserving signal energy. This contrasts
with conventional methods that rely on a single principal
eigenvector and are therefore highly sensitive to strong in-
terfering sources. By jointly exploiting subspace structure
and Riemannian averaging, the proposed approach achieves
robustness to both interference and noise.

We demonstrate that the proposed approach outperforms
competing methods in various scenarios with varying SIR,
signal-to-noise ratio (SNR), reverberation time, and number
of interfering sources. Although focused on minimum variance
distortionless response (MVDR) beamformer [17] for speech
enhancement, the framework is generalizable to other beam-
forming techniques and other types of wideband signals.

II. PROBLEM FORMULATION

We consider an M -microphone array in a reverberant, noisy
environment with a single desired source and N interfering
sources. All sources are static. The goal is to estimate the sig-
nal of the desired source received at one of the microphones in
the array (designated the reference microphone) by processing
the multichannel signals received at the array.

We assume that the desired source is continuously active,
while the interfering sources are intermittently active with no
prior knowledge of their activity periods. Moreover, we as-



sume that all sources and the noise are mutually uncorrelated.
The noise is also considered spatially white.

We analyze the received signals in the time-frequency
domain by applying the short-time Fourier transform (STFT)
with a window of K samples. We define the RTF vector of the
desired source with respect to a reference microphone chosen,
without loss of generality, as the first one following [4], by

rd(l, k) =

[
1

hd
2(l, k)

hd
1(l, k)

. . .
hd
M (l, k)

hd
1(l, k)

]⊤
, (1)

where hd
m(l, k) denotes the acoustic transfer function (ATF)

between the desired source and the mth microphone, for the lth
time frame and kth frequency index. The RTF vector of the jth
interfering source, denoted by rij(l, k), is defined analogously.
Since all sources are static, the ATFs and RTFs are assumed
time-invariant, and the frame index l is omitted for brevity.

We arrange the received signals from all microphones into a
vector, defined as z(l, k) = [z1(l, k), . . . , zM (l, k)]⊤ ∈ CM×1.
Using the RTF formulation, the multichannel model becomes

z(l, k) = xd(l, k)rd(k) +

N∑
j=1

xi
j(l, k)r

i
j(k) + v(l, k), (2)

where xd(l, k) ≜ sd(l, k)hd
1(k) and xi

j(l, k) ≜ sij(l, k)h
i
j1(k)

correspond to the desired source and the jth interfering source
received at the first microphone. The term v(l, k) ∈ CM×1

contains the noise components vm(l, k) from all microphones.
The goal is to estimate xd(l, k) using z(l, k), for all time

frames l and frequency indices k.

III. PROPOSED APPROACH

The proposed approach is motivated by our observation
that current practice uses a single eigenvector of the sample
correlation matrix for RTF estimation, which may be subopti-
mal. On the contrary, when considering the Riemannian RTF
[12], all the eigenvectors of the sample correlation matrix are
considered, as a spanning basis, which could also be sub-
optimal; e.g., they could contain noise. Therefore, we propose
to consider a subspace of this basis, which is not necessarily
spanned by the principal eigenvectors.

Specifically, we propose to divide the received signal into
L non-overlapping segments, each containing W consecutive
STFT windows. For each segment, we compute the sample
correlation matrix Γ̂p(k) ∈ CM×M at frequency k by

Γ̂p(k) =
1

W

p·W∑
l=(p−1)·W+1

z(l, k)zH(l, k). (3)

The number of STFT windows per segment W is set to be at
least the number of microphones M , ensuring that the sample
correlation matrix Γ̂p(k) remains full rank. Each correlation
matrix Γ̂p(k) is a point on the manifold of HPD matrices.
We compute the Riemannian mean of the set of L correlation
matrices {Γ̂p(k)}Lp=1, denoted by Γ̂R(k), considering the AI
metric [13]. This choice is motivated by the demonstrated
ability of the AI metric to more effectively preserve the desired

source subspace while suppressing interfering sources than
other metrics [11, App. D]. The Riemannian mean is defined
using the Fréchet mean, i.e., as the matrix that minimizes

Γ̂R(k) = argmin
Γ∈M

∑
p

d2R(Γ, Γ̂p(k)), (4)

where M represents the Riemannian manifold of HPD ma-
trices, and d2R(Γ1,Γ2) denotes the squared distance between
the matrices Γ1 and Γ2 induced by the AI metric in our
case. While the AI metric offers desirable properties, a closed-
form expression for the Riemannian mean exists only for
two matrices. Therefore, we employ the iterative algorithm
described in [18, Alg. 1] to compute Γ̂R(k).

We continue by computing the Euclidean mean of the set
{Γ̂p(k)}p, which we denote by Γ̂(k), as follows

Γ̂(k) =
1

L

L∑
p=1

Γ̂p(k). (5)

We note that the Euclidean mean of the sample correlation
matrices can be recast as the sample correlation matrix over
the entire interval without dividing into segments. For conve-
nience, we omit the frequency index k from Γ̂R and Γ̂.

We define the ith eigenvector of Γ̂, corresponding to the
ith eigenvalue λi according to the Courant–Fischer–Weyl min-
max theorem [19], in descending order, as

γi(Γ̂) = argmax
ϕ∈CM :∥ϕ∥=1

ϕ⊥{γj(Γ̂)}j<i

ϕHΓ̂ϕ. (6)

The definition of the eigenvectors of Γ̂R follows similarly.
The eigenvectors of Γ̂R and Γ̂ are used to estimate the RTF

of the desired source. The estimated RTF is computed by

r̂d =
1

α

∑
i∈C(k)

ρi(k)γi(Γ̂), (7)

where α is a normalization scalar, ensuring that the first
element of the resulting RTF vector equals 1. The selected
subspace considered for the estimation C(k) is the set of
indices of the eigenvectors estimated as the desired source
subspace. The coefficients ρi(k) are the expansion coefficients
of γ1(Γ̂R) in the basis {γi(Γ̂)}Mi=1, which are computed by

ρi(k) =

〈
γi(Γ̂),γ1(Γ̂R)

〉
∥∥∥γi(Γ̂)

∥∥∥∥∥∥γ1(Γ̂R)
∥∥∥ =

〈
γi(Γ̂),γ1(Γ̂R)

〉
, (8)

where ⟨·, ·⟩ is the standard inner product. The last equality
holds because the eigenvectors have a unit norm.

The set of indices C(k) functions as a frequency-dependent
parameter that determines the subspace on which γ1(Γ̂R)
is projected. Given a predefined threshold value, δ ∈
[0,max |ρi|2), we find the set of indices satisfying

C(k) = {i| |ρi(k)|2 > δ)}. (9)

For brevity, we omit the frequency index k from ρi and C.



Algorithm 1 Proposed desired signal enhancement

Input: the received signal {z(l, k)}l,k, threshold value δ
Output: the enhanced desired signal x̂d(n)

1: for each frequency k do
2: Divide {z(l, k)}l into L consecutive segments
3: Compute {Γ̂p(k)}Lp=1 using (3)
4: Compute Γ̂R, Γ̂ by [18, Alg. 1] and (5), respectively
5: Compute γ1(Γ̂R) and {γi(Γ̂)}Mi=1 using (6)
6: Compute {ρi}Mi=1 by (8), and find C by (9)
7: Compute r̂d by (7)
8: Compute wmvdr(k, r̂

d) using (10)
9: Compute x̂d(l, k) using (11)

10: end for
11: return the ISTFT of x̂d(l, k), i.e. x̂d(n)

We note that δ indicates the degree of energy preservation
of the vector; a lower value yields a higher-dimensional
projection subspace, bringing the proposed approach closer
to the Riemannian approach.

The MVDR coefficients [17] are obtained using the esti-
mated RTF by

wmvdr(k, r̂
d) =

Γ̂−1r̂d

r̂d
H

Γ̂−1r̂d
, (10)

and the estimation of the desired source is given by

x̂d(l, k) = wH
mvdr(k, r̂

d)z(l, k). (11)

The proposed approach is summarized in Alg. 1.
We note that if the RTF estimator r̂d is replaced by γ1(Γ̂R)

or γ1(Γ̂), normalized by the reference microphone element
according to (1), then the beamformer coincides with the
beamformer proposed in [12] and the conventional MVDR
beamformer [17], respectively. Moreover, we note that our
method is distinct from subspace intersection, as demonstrated
in [11] for the Riemannian framework.

We conclude this section with two remarks. First, to de-
termine the subspace C, we use the expansion coefficients
{ρi}Mi=1 in (8), rather than the common practice of considering
the eigenvalues [20], [21]. The reason is that the eigenvalues
do not necessarily provide information about the desired
source. For example, an eigenvector associated with a high
eigenvalue may correspond to an interfering source. This
eigenvector should not be considered in the ATF estimation of
the desired source. Second, the proposed approach is general
and can be incorporated with beamformers that utilize the RTF.

For theoretical support, we observe that every arbitrary
estimated RTF, denoted by r̃d, can be expressed as an expan-
sion of {γi(Γ̂)}Mi=1 with corresponding coefficients {µi}Mi=1.
Therefore, the MVDR coefficients are given by

wmvdr(k, r̃
d) =

∑
i
µi

λi
γi(Γ̂)

r̃d
H

Γ̂−1r̃d
. (12)

The MVDR beamformer typically considers the dominant
eigenvector, i.e. i = 1 in (12). However, in the presence of

interfering sources, relying on a single eigenvector could yield
an estimated RTF that primarily reflects an interfering source.
The Riemannian method [12] typically considers the contri-
bution from all the eigenvectors. However, considering all
eigenvectors may include contributions from those unrelated
to the desired source. This could lead to noise enhancement,
especially when their eigenvalues are small. The reason is
that in (12), these eigenvalues are in the denominator, thus
they have a greater effect on the MVDR coefficients. We note
that this holds for any beamformer that involves the inverted
correlation matrix.

In contrast, the proposed approach considers only a subset
of the eigenvectors according to condition (9). This enables
us to discard components that are unlikely to be related to
the desired source, as indicated by their sufficiently small
expansion coefficients. This follows the fact that γ1(Γ̂R)
provides a reasonable estimate of the desired source’s ATF.

IV. EXPERIMENTAL RESULTS

We showcase the performance of the proposed approach
and compare it with the Riemannian approach [12] and
with the conventional MVDR beamformer1. We consider an
experimental setup of a reverberant room with dimensions
of 8m × 6m × 3.5m and a reverberation time of β = 150ms.
The microphone array consists of M = 16 microphones that
are arranged in a uniform linear configuration. The leftmost
microphone is positioned at (3.7m, 1m, 2m), with a spacing of
4.26cm between adjacent microphones along the x-axis. The
AIRs between the sources and microphones are synthesized
using a Room Impulse Response (RIR) generator [22], which
is based on the image method [23]. The speech signals are
sourced from the TIMIT corpus [24]. The signal duration is
4.096s. The sampling rate is set to 16KHz, and the AIRs have
a length of 2048 samples. The STFT is computed using a
Hanning window of size K = 1024, with 50% overlap.

We consider a single desired source and N = 2 interfering
sources. All sources are positioned along an arc of radius 2.7m
from the arrays’ center on the XY plane at a height of 1.5m.
The desired source is placed uniformly at random within the
sector [65◦, 115◦], while the interfering sources are fixed at
{31.5, 141.1}◦. For conciseness, we present the results for
this setting, noting that other tested configurations exhibited
analogous performance trends.

We evaluate the performance using NMSE, defined as

NMSE [dB] = 10 log10

(∥∥x̂d − xd
∥∥2 / ∥∥xd

∥∥2) .

To evaluate the interference rejection and the noise reduction,
we also use ∆SIR and ∆SNR, given by

∆SIR [dB] = oSIR − iSIR,
∆SNR [dB] = oSNR − iSNR,

where iSIR and iSNR denote the input SIR and SNR at z1,
and oSIR and oSNR denote the output SIR and SNR at x̂d,

1The code is available at https://github.com/orronai/SpeechEnhancementSubspaceMethod

https://github.com/orronai/SpeechEnhancementSubspaceMethod
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Fig. 1: (a, b) NMSE, (c, d) ∆SIR, and (e, f) ∆SNR, vs. SIR
with SNR of 20dB (left column), and vs. SNR with SIR of 0dB
(right column), obtained by the proposed approach (solid blue), the
Riemannian approach (dashed red) and the conventional MVDR
(dotted green).

respectively. In the following, we refer to SNR and SIR as the
SNR and SIR of z1, respectively.

The performance is assessed over 100 Monte Carlo iter-
ations. At each iteration, the position of the desired source
is generated uniformly at random between [65◦, 115◦]. The
signals are selected from the TIMIT corpus with equal proba-
bility, and the noise is generated as white Gaussian noise with
SNR of 20dB. The received signal is divided into L = 2 equal
segments. The desired source remains active during the entire
interval, while each interfering source is active during only one
of the segments. For the proposed approach, we use δ = 10−3.
We note that the results are robust to small perturbations in δ.

Figure 1a presents the NMSE of the proposed approach in
blue, the Riemannian approach in red, and the conventional
MVDR in green, for different SIR values. At low SIR values,
where interfering sources dominate, the proposed and Rieman-
nian approaches outperform the conventional MVDR, yielding
similar results. At high SIR values, the proposed approach
and the conventional MVDR outperform the Riemannian ap-
proach. For SIR values between −3dB and 15dB, the proposed
approach outperforms both the Riemannian approach and the
conventional MVDR, yielding lower NMSE values. This can

TABLE I: PESQ and STOI for SIR of 8dB, SNR of 20dB.

rd(Γ̂) rd(Γ̂R) r̂d

PESQ 2.93± 0.22 2.83± 0.20 3.19± 0.15

STOI 0.94± 0.03 0.96± 0.02 0.97± 0.02

be explained by examining the ∆SIR and ∆SNR, presented
in Figs. 1c and 1e, respectively. In the Riemannian approach,
attenuation of interfering sources comes at the expense of in-
creased noise. In contrast, the conventional MVDR reduces the
noise. However, its performance decreases in the presence of
dominant interfering sources. On the other hand, the proposed
approach reduces noise similarly to the conventional MVDR
and rejects interfering sources similarly to the Riemannian
approach. We observe that by combining the advantages of
Riemannian and Euclidean geometries, the proposed approach
yields improved results that outperform both the Riemannian
approach and the conventional MVDR across a range of SIR
values. We have empirically observed that different subspaces
of varying dimensions are selected for different frequencies.
Additionally, for lower SIR values, the dimensions are higher
than for higher SIR values. We also note that we repeated the
evaluation using the Linearly Constrained Minimum Variance
[25] and Kronecker MVDR [26], and observed similar trends.

Figures 1b, 1d and 1f are the same as Figs. 1a, 1c and
1e, respectively, only for different SNR values and for SIR of
0dB. We observe that the proposed approach outperforms the
baseline methods, yielding lower NMSE across different SNR
values. From Fig. 1d we see that the proposed approach rejects
the interfering sources similarly to the Riemannian approach.
Additionally, as the SNR increases, the rejection of interfering
sources also increases. This is in accordance with [11]. From
Fig. 1f we see that the Riemannian approach amplifies the
noise, as the ∆SNR is negative for all SIR values. In contrast,
the proposed approach significantly reduces noise, similar to
the conventional MVDR. The reason is that by projecting the
Riemannian ATF onto a properly selected subspace, we omit
eigenvectors that have a negligible effect on the final RTF.
These eigenvectors are not related to the desired source, and
then lead to noise amplification (see Sec. III).

Next, we examine the NMSE for different reverberation
times and for varying array sizes (M ), both with an SNR
of 10dB and an SIR of 6dB. The results are presented in
Fig. 2. From Fig. 2a we can see that the proposed approach
outperforms the baselines for all β values. As illustrated
in Fig. 2b, the proposed approach consistently outperforms
the baseline methods, with the performance gain becoming
more pronounced as the array size increases. Since ∆SIR and
∆SNR exhibit similar trends as in Fig. 1, we omit these results.

To evaluate the proposed approach both quantitatively and
qualitatively, we consider the perceptual evaluation of speech
quality (PESQ) and the short-time objective intelligibility
(STOI) [27]. The results are presented in Tab. I, evaluated with
the same setting as in Fig. 1a for an SIR of 8dB. The proposed
method evaluated with δ ∈ [0.75, 2.5]× 10−3. The results
indicate that the proposed approach achieves higher PESQ
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Fig. 2: NMSE vs. (a) β (with M = 16), and (b) M (with β =
150ms), with SNR of 10dB and SIR of 6dB, obtained by the proposed
approach (solid blue). The baselines are the Riemannian approach
(dashed red) and the conventional MVDR (dotted green).
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Fig. 3: (a) Activity pattern for 5 interfering sources simulation.
(b) Same as Fig. 1a, but for 5 interfering sources.

and STOI scores than the baseline methods, demonstrating
improved speech quality and intelligibility. Paired t-tests, with
significance level a = 0.05, confirm the statistical significance
of these improvements – all p-values are at most 5× 10−4.

Additionally, we consider N = 5 interfering sources, posi-
tioned along an arc of radius 2.7m from the arrays’ center on
the XY plane, fixed at {33.9, 41.0, 44.6, 152.9, 159.9}◦. The
signal duration is 8.192s divided into L = 4 segments. The
randomly chosen activity pattern is presented in Fig. 3a. We
examine the NMSE for different SIR values, at an SNR of
20dB. Figure 3b presents the results. We see that the results
exhibit similar trends as in Fig. 1a. The ∆SIR and ∆SNR
results are omitted, as they follow trends consistent with those
in Fig. 1.

V. CONCLUSIONS

We proposed a subspace-based RTF estimator that effec-
tively combines the interference-rejection capabilities of the
Riemannian mean with the noise-suppression properties of the
sample correlation matrix. We demonstrated that the noise
amplification phenomenon in the Riemannian method [12]
results from its sensitivity to low-power eigenvalues of the
sample correlation matrix. Simulations using the MVDR
beamformer show that the proposed approach outperforms
both conventional and Riemannian methods that use a single
eigenvector to estimate the RTF.
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