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Cocktail Party
Effect

« Naturally isolates a specific
speaker while suppressing
complex background noise

 Maintains selective attention
even in dynamic, moving, and
reverberant environments

* Replicating this capability
with low-latency wearable
arrays remains a major
challenge

o
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—

Interference / Noise




Speech Source Separation
iIn Wearable Devices

* |solates specific speakers from multi-
channel recordings

« Enables dynamic selection of any
source as target or interference

» Wearables demand ultra-low latency
and computational complexity for real-
time

 Beamforming provides an effective
spatial filtering solution
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* Project Aria

Applications « Meta Ray Bans
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Microphone Array

« Assume a far-field source where the signal arrives at each
sensor as a plane wave with a relative time delay

* The steering vector represents the phase relationship
across the array based on the inter-element delay
d(f, Hd) — [1 e—janrocosed e—jan(M—l)Tocosed]T

Tg = —
C

» Acoustic propagation in real rooms deviates from this
model mainly due to reflections



Beamforming

» Exploit spatial and spectral characteristics to
enhance the target source and suppress
interference

* Apply complex weights to each sensor output via
a frequency-dgmain filter-and-sum structure
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« The system's spatial response is defined by the
beampattern
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Minimum Power Distortionless Response

« Minimize the total output power while passing the target signal without
distortion

« Optimization problem

min h ()@, () s.t. KA =1 @,(f) = E[y(y" ()]

« Which yields the beamformer
-1
h(f) = @51 (N () (d" (H@;(Hd(f))

« Performance degrades significantly in the presence of steering errors,
leading to desired signal distortion



Linearly Constrained Minimum Power

» Extend spatial control by enforcing multiple linear constraints to
handle multiple directions

h(f) = &, 1(HC(f) (C‘L’(f)fby‘l(f)‘f(f))_1 [H

« Adjusting the parameter  enables either multi-speaker separation
or directional suppression
« =1 for a multi-target scenario
« [ — 0 for directional interference attenuation



Region-of-Interest Beamforming

« Wearable devices in dynamic environments suffer from steering errors

« Region-of-Interest beamforming improves robustness by focusing on a
spatial sector

* The least distortion criterion minimizes the distortion across the region Q

Fd,Q (f )h(f ) = bg (f ) Desired

speaker

1
Fd,.Q(f) = ﬁ jj d(f, 0, ¢)dH(f, 0,¢)Sln9d¢d9
(0,9)EQ

1
bQ(f)zﬁ ﬂ d(f,0,¢p)sin0d¢pdo
(6,9)eq




Acoustic Path in a Room

Room Impulse Response //N\ s

‘)))) Direct Path /X ; Eed

* The noise-free reverberant signal
decomposes into three components:

» Direct path
 Early reflections (aid intelligibility)
- Late reverberation (degrades intelligibility)

Early Reflections Late Reverberation

Raw Room Impulse Response (RIR) Waveform

Direct Sound
Early Reflections

/ Late Reverberation Tail
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* The late reverberation component must
be suppressed to improve intelligibility
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Dereverberation

« Standard beamforming exploits spatial diversity but is
often insufficient for suppressing late reverberation

« Since dereverberation algorithms are sensitive to

additive noise, this stage is applied post-beamforming : )
. . . Zh(eaf) > I S(f,f)
« Accomplished by subtracting the reverberant signal e arer L ) : o
components estimated by a linear prediction filter P 2 g
. ' | 0 P :‘z—(Lru; Estimated
_ H R - — ate Rever
S f) =Znes) — 9 Znee-ay) T % ‘ )
. —_ . 8o 81 811
» Ais the prediction delay, ensuring only late REA
12|

reverberation is subtracted while preserving short-term
speech correlations



Dereverberation Example

Clean signal Reverberant signal Signal after
dereverberation



The SPEAR
Challenge Scene

4 People: {1,2.4,6}

_ 5 People: {1,2,3,5,7}
« Conversations among 3-6 people
around a table 6 People: {1,2,3.4.6,7}

 Person #2 is deemed the “listener”
and is wearing a head-worn array

« Background noise: 10 loudspeakers
around the room at different heights
create diffuse, uncorrelated
restaurant-like noises

« Room dimensions and acoustics:
6.11x7.74%x3.44 meters, reverberation
time of 645 [ms]



Dataset

» Real recordings from mounted-glasses microphone array and in-ear
binaural microphones (EasyCom)

 Direction of arrival for each person sampled at 20 Hz (azimuth and
elevation)

« Array impulse response file

« Since clean isolated speech is unavailable in real-world recordings,
reference signals were generated using VAD-guided MVDR



Microphone Array

» Features a 6-channel microphone array
embedded in a wearable headset,
capturing audio at a 48 kHz sampling rate

« Consists of 4 microphones on the glasses
frame and 2 binaural microphones placed
at the entrance of the ear canals

Channel/Mic #
1
2

3

X (mm)
82
-1
-77
-83

N/A

N/A

Y (mm) Z (mm)
-5 -29
-1 30
-2 11
-5 -60
N/A N/A

N/A N/A




Array Impulse Response

« 3D array mapping impulse responses for
array microphones to specific directions

* Impulse responses were measured on a
mannequin in an anechoic chamber

« Enables computation of head-related
transfer functions via STFT



Performance Measures

« PESQ - perceptual evaluation of speech quality
« STOI - short-time objective intelligibility
« SI-SDR - scale-invariant signal-to-distortion ratio
« AMC - average maximum correlation
szax Yn=o X (M)x; j(n + 1)
EEEIOM =G




Challenges

Acoustic Scene Wearable Device Real World
Long reverberation time Strong self voice No clean ground truth
Moving sources Low latency & complexity Sparse & noisy DOA

limits estimates



SPEAR Challenge Data
Mode of Work

Raw multi- Resampled
channel multi-channel
recording 48kHz recording 16kHz

Steering vector
Direction 20Hz measured/ Algorithm
geometric based

Evaluate
PESQ, STOI,
SNR, SI-SDR,

AMC




Past Solutions

*MVDR: Excellent separation, but impractical without ideal VAD
*MPDR: Practical, but highly sensitive to steering errors
*Neither addresses late reverberation

Deep Learning

«State-of-the-art accuracy, but prohibitive time complexity
+Qverfitting to specific acoustic environments

Combination of beamforming with dereverberation

+High time complexity

wMPDR-WPE

*Achieves good time complexity via the Kronecker product approximation
«Suffers from poor source separation capability in complex, multi-talker scenarios



L
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Problem Formulation

 The observation in the STFT domain is as follows:

y&, =S -dlt.f)+r{,.f) +v(,f) +zm(i)(f,f)

« Where y(¢,f) = [Y.(£, ) - Yy (£, f)]" is the observation in the sensors,
S(?, ) is the desired signal at the reference sensor, d(¥, f) is the relative
transfer function, (¢, f), v(¢, f) and m(?¢, ) are the vectors of the late
reverberation, background noise, and directional interference, respectively



Combination of Temporal Filter with
Spatial Filter

* The multichannel prediction filter is approximated as the Kronecker
product (®) of a spatial and temporal filter

* This decouples the problem into two smaller sub-problems
» Therefore, the algorithm can work efficiently online
S() = Zny — hIY(E — N g*= Zppy) — (8QN) Y (£ — 1)

e WhereY(# — A)=[y({—-A4)-yf{—-A—-L+1)]andy(f—A)isa
column stack of Y(¥ — A)



Real-Time Implementation

« To enable real-time processing, we define two RLS cost functions
'4

JIR@lge - Dl = >« R (OF g1~ D)

i=A+1

£ N . oH = - 2

Jlg@®)|h(£ - 1)] = z ot |Zh(€—1)(l) gﬂ((gyh(g_l)(l A)
i=A+1

« lteratively updating the spatial filter h while keeping the temporal filter g
fixed, and vice-versa

- A acts as a time-varying regularization term proportional to the desired
signal power, low values encourage aggressive reverberation suppression



Proposed
Algorithm

» Latency is defined by the
parameter A

» Avoids computationally expensive
matrix inversions by applying the
matrix inversion lemma

* Incorporates a regularization to
maintain desired signal
preservation

Algorithm 1 MPDR-WPE Bilinear Framework

l:

2:
3:
4

N

11:

Initialization g(0), h(0), R; ' (0), R, '(0), e *

g

yg({’ 1) (f —A)=y() — (gl — l) @ L)yl — A)
Yh z—l)(f ~A)= (I, @h(t—1)"y(-A)

A() = [n" (0~ 1)37g(fi—1)(€ —A)

N (f 1)Yg(f 1)(f ._‘\)

ke(l) =
=(0) at+yH 20— 1)({’ —\)R_l (—1)ygp—1)({—A)
k; (f) — Rh (*? 1)Vh(€ 1)(€ A)
o aANO+5H ;) (- A)R— ((=1)Fn(e—1)(£—A)
R_l(f’) RN —kg(O)(RZ N (I—1)ygp_1) (L~ _\))
g ) r'k'
R (() = Le—1)—kn () (Ry L (0= D31y (=)
h )T fa"
g(() = g(t - 1) X7 (0
R (0) 1
I _ . _ —1 1/ o _ )

—R;'(¢) - RZ'(0) ((-_ 1y +Rg1(4:-)) R;!(0)
h(¢) = R, L (0)d(e)

dH (0)R; 1 (0)d(0)

12: end for




« The forgetting factor (o) determines the adaptation rate

Forgetting Factor
Analysis

The algorithm was found to diverge for a < 0.99

« We chose the lowest stable « to maximize tracking speed, as
higher values yield performance degradation

« Results represent the performance difference between the
algorithm and the reference microphone

Metri MPDR [48] wMPDR-WPE [37] x = 0.994 « = 0.9994
e ID4 IDé6 ID4 ID6 ID4 IDé6 ID4 IDé6

APESQ —-073+£112 —-059+1.34 0.61 =0.74 0.28 +0.74 0.77 £ 1.42 0.16 +=0.99 0.23 +£0.53 0.47 +£0.99
ASTOI 0.11 £0.02 0.13 £ 0.02 0.22 £0.03 0.19 £ 0.04 0.17 = 0.02 0.16 = 0.04 0.08 £0.02 0.11 £0.03
AfwSegSNR 0.24 4+ 0.09 0.81 +0.55 0.82+0.33 1.43 +0.75 0.54 +0.11 144 +1.12 0.11 £ 0.07 0.92 +1.00
ASI-SDR 991 + 3.97 10.28 +=1.99 10.13 +3.23 9.85+2.72 9.29 +4.74 9.70 + 3.42 741 +3.05 7.85+1.89
ASNRseg 0.97 £0.39 1.72+0.72 1.83 £0.78 2.68 =1.20 1.58 £ 0.50 2.72+143 0.72£0.32 1.73 £1.17
AAMCip; —022+0.06 —0.27+0.03 —0.27 £ 0.06 —-0294+0.03 —-033+0.06 —-035+0.05 —0.09+0.05 —0.14 +=0.03
AAMCipy 0.16 +0.03 —0.12 +£0.04 0.31+0.03 —0.03 +0.04 0.27 +=0.03 —-0.12 4+ 0.03 0.12+0.03 —0.12 +0.04
AAMCipg —0.13 = 0.02 0.18 +0.04 —0.05+£0.05 0.27 £0.07 —0.13£0.05 0.25 +=0.07 —0.11 £ 0.05 0.16 £+ 0.05




Regularization
Analysis

» Zero regularization yields the highest performance
with the cost of desired signal distortion

» Diagonal loading broadens the main beam and
improves target preservation with the cost of
performance degradation

€e=10 e = 0.01 € =01
Metric
ID4 ID6 ID4 ID6 ID4 ID6

APESQ 0.84 +1.26 0.27 +0.91 0.77 £1.42 0.16 =0.99 0.77 £1.27 —0.09 £0.59
ASTOI 0.18 +£0.01 0.16 = 0.04 0.17 = 0.02 0.16 = 0.04 0.14 +0.01 0.14 + 0.03
AfwSegSNR 0.61+0.12 1.50 +=1.15 0.54 +=0.11 1.44+1.12 0.39 =0.10 1.25+1.03
ASI-SDR 9.17 1 4.82 9.49 £ 3.55 929 £4.74 9.70 £3.42 9.33 £4.55 9.80 = 3.08
ASNRseg 1.62 + 0.50 2.72+1.43 1.58 +0.50 2.72+1.43 1.41 +£0.47 253 +1.35
AAMCipy —0.33 £ 0.06 —0.35+0.05 —0.33 = 0.06 —0.35 £ 0.05 —0.29 £0.07 —0.324+0.05
AAMCipy 0.29 £ 0.03 —0.12 £+ 0.02 0.27 =0.03 —0.12 £ 0.03 0.12 +0.03 —0.12+0.03
AAMCpg —0.14 £ 0.05 0.25 +0.07 —0.13 +0.05 0.254+0.07 —0.12 = 0.04 0.22 +0.06




Results -
Trade Offs

« Diffuse noise reduction vs. source
separation

» Desired speaker preservation vs.
source separation
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Figure 4. Spectrogram comparisons for (a) the reference microphone, (b) MVDR-VAD (ground truth),
(c) MPDR-WPE, and (d) an ROI-based MPDR-WPE.



Region-of-Interest
Impact

» At low frequencies, the steering
vector varies slowly with direction,
making the beamformer naturally
robust to mismatch

« At high frequencies (> 3 kHz), the
ROI constraint explicitly broadens
the main lobe, acting as spatial
regularization against rapid phase
variations

(c) (d)

Figure 5. Example beampatterns at 1 kHz (top row) and 4 kHz (bottom row). The beamformer is
steered toward a speaker at approximately 327° (green line with dot). The blue lines represent the
resulting spatial beampatterns. Figures (a,c) show a point-source MPDR-WPE, while (b,d) illustrate
the ROI-based MPDR-WPE.



Sensitivity
Analysis

ID4 D6

« Synthetically introduced azimuth
errors to simulate steering vector

mismatch / \
« Configured a single-target

scenario where one speaker is the
desired source and the other is
interference

D2
- Evaluated the robustness of the
Figure 6. Schematic illustration of the azimuth-error experiment. The microphone wearer (ID2) is

proposed ROI model agalnst the located at the bottom, with two potential target speakers (ID4, ID6) in front. The dashed lines indicate
Standard pOInt-SOU rce base“ne possible DOAs under varying steering errors: green (no error), yellow (12°), and red (18°).



Sensitivity
Analysis

Table 3. Comparison of Point and ROI configurations for full-band and high-frequency (3 kHz-8 kHz)

° ReS u ItS are p resen ted fO rs peake I performance across various azimuth errors for person ID4 as the desired speaker. Bold values indicate
: : the best perf f h metri d h dition.
ID4 as a representatlve Slngle_ e best performance for each metric under each error condition
H = o
targ et scenario Metric (IDY) No Error 12° Error 18° Error
Point ROI Point ROI Point ROI
« With zero error, the point-source Full-Band
I APESQ 0.77 +1.42 0.64 £+ 1.54 0.62 +0.84 0.83 +1.20 0.67 +1.28 0.17 £+ 0.89
mOdeI natu ral Iy aCh IeVeS peak ASTOI 0.17 £ 0.02 0.14 £0.02 0.08 £ 0.02 0.09 +£0.01 0.03 £0.02 0.05+0.01
pe rforman ce AfwSegSNR 0.54+0.11 0.40£0.10 0.27 £0.09 0.321+0.09 0.14 £0.12 0.24+0.10
ASI-SDR 9.29 +4.74 9.01 +4.64 8.08 4 4.87 8.40 4-4.82 6.68 +4.77 7.451+4.76
H : o ASNRse 1.58 +0.50 129 £0.41 1.34+0.44 1.23+0.39 1.22+0.41 1.14 +0.37
» As steering error increases to 12 & : :
o 'th t d d d I High-Frequency Section (3 kHz-8 kHz)
and 18 ) e standard mode ASTOIL 0.21 +0.02 0.11 £0.02 0.04 £0.02 0.07 +-0.03 0.00 +0.03 0.04 £0.03
I ifi AfwSegSNR 0.74 + 0.41 0.30 4 0.19 0.24 +0.27 0.20 4 0.12 0.0140.15 0.14 + 0.08
deg rades Slg n Iflcantly ASNRseg 1.82 +£0.76 0.43+0.19 0.97 +0.47 0.59£0.25 0.80+0.38 0.62+0.26

« The ROI framework maintains
robustness, outperforming the
baseline in high-error conditions



LCMP - Directional
Attenuation

« Evaluated a single-target scenario
where the interfering speaker is

Table 5. Performance comparison of LCMP, MPDR-WPE, and LCMP-WPE in a single-target scenario
for speakers ID4 and ID6. LCMP and LCMP-WPE apply a —40 dB directional constraint toward the
undesired speaker. Bold values indicate the best performance for each metric and each speaker.

explicitly attenuated

et LCMP MPDR-WPE LCMP-WPE
etric
« LCMP provides superior D4 IDé 1D IDe D4 D6
. : : APESQ 035+164  018+105  077+142  016+099  090+082  0.67+0.54
suppression of the directional ASTOI 0.02+001 0014002 0174002  016+004  0.11+001 0.09 +0.01
. AfwSegSNR  —0.04+0.11 0244022  054+011  144+112 0374007  0.85+045
interference compared to ASI-SDR 491+301  550+1.65  929+474  970+342  910+458  9.39+3.00
ASNRseg 0184008  025+016  158+050  272+143 1324039 2004090
standard MPDR AAMCipy —007£005 —016+£003 —033£006 —035+£005 —035£007 —0.37003
AAMCypy 0.05+002  —016+004  027+003  —012+003 0214004  —0.18+0.04
AAMCpg —019+003  005+0.03  —013+005 0254007 —021+003  0.19+005

- Demonstrates a performance

trade-off, where aggressive
interference suppression
compromises overall performance



LCMP - Multi-
Speaker

° Conflg ured a dual-t arget scenario Table 6. Performance of LCMP and LCMP-WPE in a dual-target configuration, preserving both 1D4
where both Speakers are and IDé. Bold values indicate the best performance for each metric.
preserved while suppressing Metric LCMP LCMP-WPE
' APESQ —0.07 = 0.34 0.73 = 0.55
baCkg round noise ASTOL 0.02+0.01 0.07 = 0.01
o s ; AftwSegSNR 0.10 = 0.22 0.87 - 0.47
C_Omblnlng the LCMP Con_Stralr_]t ASI-SDR 2.07 =0.95 6.99 £ 3.61
with WPE yields substantial gains ASNRseg 0.35 £ 0.27 2.63 +1.14
: AAMCipp 0.00 =0.01 —0.32+0.06
in overall performance AAMCipy 0.02 +0.02 0.124+0.03

AAMCipg 0.05x0.03 0.14 £ 0.06




Contributions

* Proposed a new, real-time bilinear framework (MPDR-WPE)
iIncorporating efficient regularization

« Source separation performance measure suitable for real
recordings

« Conducted a comprehensive analysis of parameter sensitivity and
algorithmic trade-offs

* Integrating region-of-interest to handle directions errors and LCMP
beamforming for spatial control



Future Research

* Develop an adaptive region-of-Interest mechanism that scales
dynamically with localization confidence

 Integrating neural beamforming with weighted prediction error

* Incorporate perceptual cues (e.g., pitch and loudness) to aid
beamforming



Questions? Thank You!

« Special thanks to Prof. Israel Cohen and Dr. Gal [tzhak
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