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Abstract

Sensorineural hearing loss (SNHL) a�ects hundreds of millions of people worldwide, yet

many hearing-aid users still struggle in everyday noisy environments. Even with re-

cent advances in digital signal processing, wireless features, and intelligent environment

sensing, current devices often provide limited improvement in speech understanding, spa-

tial hearing, and overall listening comfort. The problem is particularly severe for users

with unilateral or contralateral hearing loss, for whom conventional solutions such as

Contralateral Routing of Signal (CROS) / Bilateral Contralateral Routing of Signal (Bi-

CROS) and bone-conduction devices often remain unsatisfactory.

One of the main di�culties in assistive hearing is improving speech intelligibility with-

out damaging the spatial cues that help listeners perceive direction and auditory space.

This becomes especially challenging in realistic situations with multiple talkers, reverber-

ation, and head movement, where steering errors may cause conventional beamformers

to distort or even suppress the desired speech signal.

This thesis explores spectacle-mounted binaural arrays with six microphones as a

practical platform for assistive hearing. Integrating microphones into eyewear enables

broad spatial sampling within an unobtrusive form factor, supporting advanced binaural

signal acquisition with reduced social stigma compared to conventional devices.

Several binaural beamforming methods are examined, including Binaural Minimum

Variance Distortionless Response (BMVDR), soft-constrained Binaural Linearly Con-

strained Minimum Variance (BLCMV), Binaural Multichannel Wiener Filter (BMWF),

and Binaural Multichannel Wiener Filter with Interference Rejection (BMWF-IR). The

main focus is on a region-of-interest (ROI) constrained BMWF-IR approach designed

to provide robust performance with low processing delay in realistic acoustic conditions.

The method is evaluated in three ecologically relevant scenarios with di�erent reverber-

ation levels and interferer layouts, and it is also tested on real conversational recordings

from the SPEAR challenge.

The results show that the region-of-interest ROI-constrained Binaural Multichannel

Wiener Filter with Interference Rejection (BMWF-IR) provides strong speech recovery

and interference suppression, with gains of up to 16.15 dB in SNR and 20.24 dB in SIR in

the single-interferer case, while maintaining high intelligibility. Under realistic mismatch

conditions, the proposed method remains stable and avoids the catastrophic target can-
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cellation observed in conventional point-steered baselines. These �ndings support the

feasibility of robust, perceptually aware, and low-latency binaural beamforming for next-

generation spectacle-based hearing aids intended for real-world acoustic environments.
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or vectors.
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Chapter 1

Introduction

1.1 Background and Motivation

Hearing is central to how humans connect with their environment, communicate, and

sustain cognitive and emotional well-being. In the present times, hearing aids are one of

the most commonly o�ered solutions, speci�cally for people with a hearing loss that is

greater than 35 decibels (dB) in the better hearing ear. The World Health Organisation

(WHO) estimates that roughly 466 million individuals worldwide have disabling hearing

loss, accounting for 6.1 per cent of the global population. Approximately 80 per cent

of people with debilitating hearing loss live in low and middle-income countries. [1] Of

these individuals, 34 million are children. Also, as people age, the prevalence of hearing

loss increases; over 25 per cent of people above sixty su�er from a debilitating hearing

loss. In the future, one in ten people, or more than 700 million people, are expected to

experience a crippling hearing loss by 2050.

The last two decades have seen a technological transformation in hearing aids|from

analogue ampli�ers to digital biomedical systems employing sophisticated digital signal

processing (DSP).[2] These devices integrate adaptive gain control, multiband compres-

sion, and noise-reduction algorithms to provide clearer sound and greater comfort. Yet,

despite such advances, real-world performance often lags behind laboratory results. Many

users still struggle in environments with multiple competing speakers, 
uctuating noise,

and reverberation|settings collectively referred to as the cocktail-party problem. By the

early 2000s, hearing aids transitioned from analogue and programmable devices to fully

digital systems.

Modern hearing aids do more than amplify sound|they integrate advanced biomed-

ical design and digital signal processing (DSP) to enhance speech, preserve spatial cues,

and reduce background noise. In spite of these advancements, many users still face chal-

lenges in real-world settings, particularly in noisy or complex auditory environments. [3]

There is a striking inconsistency �nding amidst impressive technology in hearing aids, yet
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in a real-life scenario, the lack of clear or better hearing is a missing piece of the puzzle.

So, the need of the hour is to bridge the gap between the clinical challenges of Sensorineu-

ral Hearing Loss (SNHL) management with the technological solutions available at hand.

Building on current advancements in audiology, biomedical engineering, and signal pro-

cessing is the essential pathway for integrating emerging solutions that could close the gap

between technological capability and real-world auditory perception, ultimately moving

toward hearing aids that are more seamlessly aligned with human listening needs.

The persistence of these limitations indicates that restoring audibility alone is not

enough; hearing aids must emulate the spatial selectivity of the human auditory system.

Understanding where sounds originate, focusing on a desired talker, and suppressing

unwanted sources all depend on binaural hearing|the brain's ability to combine infor-

mation from both ears using interaural time and level di�erences (ITD and ILD). A

key to recreating these processes electronically lies in beamforming, which uses multi-

ple microphones to spatially �lter incoming sound. The concepts of integrating eyewear

(spectacles) with embedded microphones, such as in the SPeech Enhancement for Aug-

mented Reality (SPEAR) Challenge framework allows mounting microphone arrays on

glasses to capture binaural signals more naturally, maintaining the aesthetics of everyday

wear while improving sound capture and processing.

Incorporating the Region-of-Interest (ROI) concept into binaural multichannel Wiener

�ltering(BMWF) in wearable spectacles can provide both spatial and spectral �ltering

bene�ts, potentially leading to an improved hearing aid device that combines function,

discretion, enhanced auditory capture, and trouble-free spectacles for everyday conve-

nience. The integration of ROI and BMWF with Interference Rejection leads to the

strengthening of the enhancement of spatial and spectral features. This motivates an

in-depth investigation into both the technological and clinical dimensions of hearing aid

use, especially with emerging spectacle-based binaural hearing solutions, representing a

signi�cant leap toward naturalistic, acoustic and socially acceptable designs. [4]

1.2 The Concept and Signi�cance of Beamforming

A beamformer combines signals from multiple microphones so that sounds arriving from

a target direction add constructively, whereas those from other directions cancel through

phase and amplitude weighting. The simplest form is the delay-and-sum beamformer,

which aligns signals in time before summation, o�ering a modest directional gain but lim-

ited noise suppression. More advanced methods incorporate statistical knowledge of noise

and interference to compute optimal weights that maximise signal-to-noise ratio(SNR)

while minimising distortion. Beamforming has become indispensable in modern hearing-

aid design because it enables spatial �ltering on miniature wearable platforms. When

properly implemented, it not only enhances intelligibility but also preserves natural au-
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ditory cues. However, in realistic acoustic scenes with reverberation and moving sources,

traditional beamformers can distort spatial perception or \collapse" the sound image to-

ward the center. This distortion arises when interaural cues are not preserved, leading to

internalised or broadened auditory images. The key requirement is therefore not only to

suppress interference, but also to preserve the spatial cues that support a natural listening

experience.

1.3 From Conventional to Binaural Beamforming

Conventional monaural beamformers operate independently on each ear, often destroying

natural binaural cues. The introduction of binaural beamforming, where signals are

exchanged between the left and right hearing aids, allows coordinated spatial �ltering

that preserves ITD and ILD cues of the target source. Pioneering frameworks such as the

Binaural Multichannel Wiener Filter (BMWF) and its extensions have formalised this

approach. [5]

The BMWF, originally developed by Hadad et al., combines spectral and spatial

�ltering through an optimisation criterion that minimises output power while maintaining

a distortionless response toward the desired direction. Its theoretical advantage is that it

preserves the relative transfer function of the target between ears, thereby maintaining

correct binaural cues for the speech source while still reducing background noise.

However, when strong directional interferers are present, the standard BMWF may

be insu�cient to suppress them because its objective prioritises global mean-square error

rather than targeted interference rejection. To overcome this limitation, the BMWF-IR

(Binaural Multichannel Wiener Filter with Interference Rejection) was proposed. It in-

troduces additional constraints derived from the Binaural Linearly Constrained Minimum

Variance (BLCMV) beamformer, combining it with a Wiener post-�lter to enhance SNR

and maintain spatial �delity.[6]

In mathematical terms,

BMWF-IR = BLCMV (spatial) + Wiener (spectral): (1.1)

This decomposition yields improved interference rejection without compromising binaural

perception, as demonstrated in recent studies from the Technion and Oldenburg research

groups.
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1.4 Region-of-Interest (ROI) Beamforming and the

SPEAR Challenge

Real-world acoustic environments rarely feature static, perfectly aligned talkers. Even

small deviations in the direction of arrival (DOA) can deteriorate beamformer perfor-

mance.[7] To address this, Region-of-Interest (ROI) beamforming was introduced by

Itzhak and Cohen. Rather than imposing a strict distortionless constraint at a single

direction, ROI beamforming is designed to preserve the target with minimal distortion

over a continuous angular region, typically within �15� or �30 � around the nominal direc-

tion. This ensures robustness to head motion, DOA estimation errors, and reverberation,

providing a practical match to real human listening.[7][8]

The SPEAR Challenge, an international research initiative led by Imperial College

London, provides open datasets for eyeglass-mounted microphone arrays mimicking ev-

eryday wear. Each spectacle arm contains three microphones, forming a 6-microphone

binaural array.[9] Such geometry naturally aligns with the ears, enabling direct integration

of beamforming algorithms into aesthetically acceptable wearable devices.[10]

In this thesis, the ROI enhanced BMWF-IR algorithm is implemented and evaluated

using the 6-microphone SPEAR-style spectacle con�guration. This setup allows testing

under three controlled scenarios (S1{S3) that vary in reverberation time and interference

complexity, ranging from a single directional interferer to di�use multi-talker noise �elds.

The design re
ects real listening conditions, aiming for robust interference suppression

while maintaining low computational latency suitable for wearable hearing aids.

1.5 Scienti�c Signi�cance and Novelty

Beamforming is a major advance in modern auditory prosthetics, yet an important gap

remains between strong performance under ideal laboratory conditions and reliable oper-

ation in realistic listening environments. Existing binaural beamformers such as BMVDR

and BLCMV can provide strong spatial selectivity, while BMWF and BMWF{IR com-

bine spatial and spectral processing with binaural cue preservation. However, most of

these methods rely on strict point-wise steering assumptions. In practice, even small head

movements, direction-of-arrival (DOA) estimation errors, or reverberation-induced mis-

match can cause the target speech to fall outside the assumed look direction, leading to

severe target attenuation or even catastrophic cancellation. This limitation is especially

critical for short-aperture wearable arrays such as spectacle-mounted systems, where the

spatial tolerance to steering error is inherently small.

The central research gap addressed in this thesis is therefore not only how to improve

speech enhancement, but how to maintain reliable target preservation under steering
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uncertainty while still preserving binaural perception on a practical wearable platform.

This thesis addresses that gap by extending Region-of-Interest (ROI) beamforming into a

binaural BMWF{IR framework that is explicitly designed for robustness rather than peak

ideal-condition performance. Instead of enforcing a distortionless constraint at a single

target angle, the proposed method introduces an ROI-regularised spatial covariance model

that integrates steering information over a �nite angular sector around the nominal look

direction. This regional prior is then interpolated with the empirical mixture covariance

through a geometry trust parameter, yielding a hybrid formulation that broadens the

e�ective acceptance region of the beamformer while maintaining numerical stability and

practical White-Noise Gain (WNG).

A second element of novelty lies in the joint spatial and spectral design. The proposed

robust spatial stage is coupled with a bilateral Wiener post-�lter so that interference

rejection, noise reduction, and binaural cue preservation are handled within a uni�ed

framework. In contrast to purely spatial designs that may achieve deeper nulls at the

cost of target distortion, the proposed method is designed to preserve the target relative

transfer function and maintain practically useful interaural time and level cues while

remaining functional under mismatch. This makes the method particularly relevant for

hearing-aid applications, where stability, intelligibility, and perceptual coherence are more

important than maximizing a single mathematical metric.

A third contribution of this thesis is the validation strategy. The proposed framework

is evaluated not only in controlled Binaural Room Impulse Response (BRIR) based sce-

narios of increasing acoustic di�culty, but also under severe mismatch conditions using

real conversational recordings from the SPEAR Challenge spectacle array dataset. This

enables the thesis to move beyond idealised algorithm benchmarking and to demonstrate

practical robustness under realistic geometry, session variability, and head movement-

related uncertainty. The results show that the proposed ROI-enhanced BMWF{IR pre-

vents the collapse behavior observed in point-steered baselines, maintains stable intelli-

gibility during dynamic steering jitter, and retains near-reference temporal binaural cues

under severe mismatch.

A key scienti�c contribution of this thesis is a robust design paradigm for wearable

binaural beamformers in which geometric uncertainty must be explicitly embedded into

the spatial model, rather than treated as an implementation afterthought. From an

applied perspective, the work supports the development of next-generation hearing aids

that combine advanced digital signal processing with socially acceptable, spectacle-based

form factors.

The thesis advances binaural signal processing by showing that uncertainty-aware

beamforming can provide a more practical path toward real-world speech enhancement

and spatial hearing support than conventional point-steered methods alone. Collectively,

it contributes to the growing body of evidence that spatially aware, low-latency beam-
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forming algorithms represent the next frontier in hearing-aid technology.

1.6 Main Contributions

This thesis develops a robustness-oriented binaural beamforming framework for speech

enhancement on spectacle-mounted microphone arrays, with emphasis on maintaining

target preservation under steering uncertainty while preserving binaural perception. The

principal contributions are as follows:

ˆ A robust ROI-enhanced binaural BMWF{IR framework.

This thesis introduces an ROI-enhanced extension of BMWF{IR framework for

wearable binaural arrays. The proposed method replaces strict point-wise steering

with an ROI-regularised spatial covariance model that integrates steering infor-

mation over a �nite angular sector and interpolates this regional prior with the

empirical mixture covariance. This formulation is designed to reduce sensitivity to

steering-vector mismatch and to improve target preservation under realistic direc-

tional uncertainty.

ˆ A joint spatial-spectral design for robust enhancement and cue preser-

vation.

The proposed spatial formulation is coupled with a bilateral Wiener post-�lter,

yielding a uni�ed framework for directional interference rejection, spectral denois-

ing, and binaural processing. In contrast to purely spatial beamforming approaches

that may become fragile under mismatch, the proposed design aims to maintain in-

telligibility and preserve practically important interaural cues of the target speech

signal under dynamic listening conditions.

ˆ A systematic robustness under steering mismatch.

The thesis develops a structured evaluation of robustness through array-gain sen-

sitivity analysis, interpolation-factor sensitivity testing, diagonal-loading stability

analysis, and dynamic head-movement jitter experiments. These analyses show

that the ROI-based formulation provides a broader and more stable operating re-

gion than conventional point-steered baselines, while maintaining controlled White-

Noise Gain behavior and avoiding severe target degradation under mismatch.

ˆ Validation on controlled acoustic scenarios and real SPEAR recordings.

The proposed framework is evaluated both in controlled BRIR-based scenarios of

increasing acoustic di�culty and on real conversational recordings from the SPEAR

Challenge spectacle-array dataset. This combined evaluation demonstrates that the
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method can maintain strong intelligibility, stable performance under dynamic steer-

ing perturbations, and practically acceptable binaural cue preservation in conditions

that better re
ect real hearing-aid use than idealized static tests alone.

1.7 Research Overview

This thesis investigates robust binaural beamforming for wearable hearing-aid applica-

tions, with particular emphasis on spectacle-mounted microphone arrays and Region-of-

Interest (ROI) enhanced binaural multichannel Wiener �ltering with interference rejec-

tion. This work is motivated by a persistent limitation of current hearing-aid beamform-

ing methods, which, despite improving speech intelligibility in controlled settings, often

degrade under target-direction mismatch and dynamic acoustic conditions. In practical

use, head motion, reverberation, and direction-of-arrival estimation errors can all intro-

duce steering mismatch, leading to target distortion, unstable gain behaviour, and loss

of perceptually important binaural cues.

To address this problem, the thesis develops and evaluates an ROI-enhanced BMWF{

IR framework designed for short-aperture wearable arrays and inspired by the six-microphone

spectacle geometry of the SPEAR Challenge. Rather than relying on a single point-

steered target constraint, the proposed approach incorporates a regional covariance for-

mulation that models directional uncertainty around the desired look direction and inter-

polates this prior information with the empirical mixture covariance. This spatial stage

is coupled with bilateral Wiener post-�ltering so that interference suppression, intelligi-

bility enhancement, and binaural cue preservation are addressed jointly rather than in

isolation.

The evaluation is carried out in two stages. First, the proposed framework is bench-

marked under controlled acoustic scenarios of increasing complexity in order to establish

baseline behaviour relative to established binaural beamforming methods. Second, its

robustness is examined under severe steering mismatch and dynamic perturbations using

real conversational recordings from the SPEAR Challenge. Across these evaluations, the

analysis focuses not only on signal enhancement, but also on White-Noise Gain stability,

target preservation, and the retention of interaural cues such as ITD and ILD.

Taken together, the results show that uncertainty-aware spatial �ltering is essential

for practical binaural hearing-aid beamforming. The proposed ROI-based framework

demonstrates that robust speech enhancement in wearable systems should not be under-

stood solely as a problem of maximizing SNR, but as a joint problem of intelligibility,

spatial �delity, and resilience to steering uncertainty.
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1.8 Organization

The thesis is organized as follows.

Chapter 1 introduces the clinical and technological motivation for the work, de�nes the

central research gap, and presents the scienti�c signi�cance, main contributions, research

overview, and structure of the thesis.

Chapter 2 reviews the scienti�c and clinical foundations relevant to binaural hearing-

aid design. It introduces sensorineural hearing loss, unilateral and contralateral hearing

impairment, and the perceptual importance of binaural cues such as interaural time and

level di�erences. It also surveys the evolution of hearing-aid technology from conventional

ampli�cation toward modern digital and binaural processing frameworks.

Chapter 3 examines current challenges and recent advances in hearing-aid technol-

ogy with emphasis on binaural beamforming, spatial hearing, spectral post-�ltering, and

spectacle-mounted microphone arrays. The chapter highlights the trade-o� between in-

terference suppression and binaural cue preservation, thereby motivating the need for a

robustness-oriented ROI-enhanced BMWF{IR framework for wearable applications.

Chapter 4 presents the baseline performance evaluation of the beamforming meth-

ods considered in this thesis. After introducing the signal model, beamforming formula-

tions, experimental setup, and evaluation metrics, the chapter compares classical binaural

beamformers with the proposed ROI-enhanced method under controlled synthetic acous-

tic scenarios. The purpose of this chapter is to establish baseline enhancement behaviour

before robustness under steering uncertainty is examined.

Chapter 5 explores the robustness of the proposed framework under steering-vector

mismatch in dynamic hearing-aid scenarios. After outlining the STFT-domain mismatch

formulation, the ROI covariance interpolation strategy, and the diagonal-loading regu-

larisation used for stability, the chapter investigates array-gain degradation, parameter

sensitivity, batch performance on real SPEAR conversational sessions, and robustness

to realistic head movements. Quantitative results are supported by spectrographic and

listening-based observations, and the �ndings are then interpreted in light of the theo-

retical robustness o�ered by the ROI-based formulation. Overall, the chapter considers

whether the advantages seen in baseline conditions remain meaningful once practical

uncertainty is introduced.

Chapter 6 concludes the thesis by discussing the broader implications of the �ndings

for hearing-aid design, identifying current limitations, and outlining future directions

toward real-time wearable implementation and perceptual validation.
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Chapter 2

Scienti�c and Clinical Background

This chapter presents the scienti�c and clinical background required to position the pro-

posed binaural beamforming framework within the broader problem of hearing rehabil-

itation. Beyond restoring audibility, e�ective hearing-aid design must support speech

understanding in noise, preserve spatial hearing, and maintain the binaural cues that

underlie natural listening. The topics reviewed in this chapter therefore establish why

intelligibility, interaural cue preservation, and robustness to realistic listening conditions

must be considered jointly in the development of next-generation wearable hearing-aid

algorithms.

2.1 Sensorineural Hearing Loss

Sensorineural hearing loss (SNHL) arises when damage occurs to the inner-ear hair cells

or auditory nerve pathways, leading to reduced sensitivity, distorted frequency resolution

and impaired temporal processing. The World Health Organization (WHO) estimates

that more than 5% of the world's population lives with disabling hearing loss, much

of which is sensorineural in origin. [11] Traditional hearing-aid processing has largely

addressed this problem through gain-based ampli�cation, yet many users continue to

experience di�culty when listening to speech in noisy and reverberant settings. This

indicates that restoring audibility by itself is not su�cient, since successful listening in

practice also depends on maintaining the spatial and temporal structure of the acoustic

scene. [12] [13]

Individuals with SNHL often report di�culty in understanding speech in multi-talker

environments, increased listening e�ort, and reduced quality of life. In summary, SNHL

presents a signi�cant challenge not only in terms of audibility but in preserving the

dynamic, spatial, and binaural processing that underpins natural listening. [14]
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2.2 Unilateral and Contralateral Hearing Loss

Unilateral hearing Loss or single-sided deafness (SSD) denotes severe or profound hear-

ing impairment in one ear with normal or near-normal hearing in the contralateral ear.

Bilateral Sensorineural Hearing Loss represents damage to the Cochlea or auditory nerve

pathway, which symmetrically a�ects both ears. SN-SSD (Sensorineural- Single-Sided

Deafness) in its severe form impairs the brain's capacity to spatially orient sound sources

by interfering with access to interaural time di�erence (ITD) and level di�erences (ILD)

[15] [16] This results in \Head Shadow E�ect" in which the head physically blocks sound

from the impaired side, making it inaccessible to the functioning cochlea, resulting in

poorer localization, reduced speech intelligibility in noise, and greater listening e�ort.

Children with UHL are at increased risk of developmental delays in speech and lan-

guage as compared to their normal hearing peers, and adults experience listening fatigue,

poor localization, and degraded understanding in noisy backgrounds, resulting in dimin-

ished satisfaction with conventional monaural devices.[17] [18] Rehabilitation strategies

include contralateral routing of signals (CROS) hearing aids, Bone-Conduction Hearing

Aids (BCHAS) implantable alternative to traditional hearing aids, Cochlear implants

(CIS) each with speci�c bene�ts and limitations.[19] These �ndings highlight the impor-

tance of binaural integration, and therefore of spatial selectivity, in e�ective auditory

function. [11][20]

2.3 Evolution of Hearing Aid Technology: From Ana-

logue to Digital

Hearing aid technology has undergone a remarkable transformation over the past few

decades. Early hearing aids were simple analogue devices, essentially miniaturized ampli-

�ers with analog �lters o�ering basic volume ampli�cation but limited signal processing.

Users often had to contend with issues like circuit noise, feedback whistling, and manual

adjustments. In the late 20th century, digitally programmable analogue aids emerged,

allowing audiologists to �ne-tune settings via computer, but the core signal path was still

analog. The true revolution came with the advent of fully digital hearing aids in the

1990s and early 2000s.

Digital signal processing (DSP) chips enabled complex algorithms to run inside the

hearing aid, far beyond simple ampli�cation. By the early 2000s, most hearing aids had

transitioned from analogue to fully digital systems, unlocking advanced features for users.

Modern digital hearing aids do more than just amplify sound, analyse and process sound

in real-time using sophisticated DSP. This allows them to enhance speech while preserving

important acoustic cues and reducing noise. For example, digital aids can separate speech
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from background noise, cancel acoustic feedback, and adjust ampli�cation across di�erent

frequency bands to match the user's hearing pro�le. The shift to digital technology also

made hearing aids smarter and more adaptive { an essential foundation for the innovations

that followed.

Parallel progress in biomedical engineering has enabled miniaturization without com-

promising performance. MEMS microphones deliver broad frequency capture with low

self noise, while lithium-ion rechargeability o�ers day-long use without disposable bat-

teries. Anatomically contoured shells, open-�t domes, and skin-friendly materials have

enhanced comfort and wearability, encouraging longer daily use.

Furthermore, hearing aids now integrate seamlessly with smartphones and health tech

ecosystems. Using low-energy Bluetooth protocols and AI-based scene classi�ers, hearing

aids automatically adjust to dynamic acoustic settings. Cloud connectivity supports

remote adjustments and over-the-air �rmware upgrades, improving access to care for

users in remote or underserved areas. An eye-hearing glasses device is recent in this �eld.

It proves to be of assistance, with the potential for improvement. It has not been used

speci�cally for a hearing-impaired patient; combining with a new algorithm in the near

future will lead us there.

Despite these advancements, it became evident that amplifying sound alone was not

enough. Many users still struggled in challenging environments like busy restaurants or

reverberant halls.[21] This motivated researchers and engineers to integrate principles

from audiology, neuroscience, and signal processing into hearing aid design. As a re-

sult, the focus of innovation expanded, from simply making sounds louder to making

sounds clearer and more natural. In the sections that follow, we highlight key technolog-

ical evolutions that include directional microphones and beamforming, wireless binaural

synchronization, and spectral post-�ltering, and discuss how each contributes to better

speech intelligibility and the preservation of binaural hearing cues in real-world listening.

2.4 Directional Microphones and Beamforming

One of the earliest and most impactful enhancements in modern hearing aids was the in-

troduction of directional microphones and beamforming algorithms. Human ears achieve

a form of directionality. Naturally, our head and ear shapes �lter sounds, giving cues

about where sound is coming from. Traditional hearing aids (especially older analog

models) often had omnidirectional microphones that pick up sound from all directions

equally, which means everything, speech, and noise get ampli�ed. This was a major

drawback in noisy settings. To address this, engineers added multiple microphones to

hearing aids and con�gured them to act as an array. By processing the inputs from two

or more microphones, the hearing aid can focus on sounds coming from a target direction

(typically in front of the user) while attenuating sounds from other directions.
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Early implementations in the 1990s used �xed directional patterns (like a simple twin-

microphone cardioid response). As DSP became more powerful, adaptive beamforming

was introduced to the hearing aid, which continuously adjusts its �ltering to form a

\null" (reduced sensitivity) toward noise sources and a \beam" toward the speaker of

interest. Common beamforming approaches include delay-and-sum beamformers and

minimum-variance distortionless response (MVDR) �lters, which can signi�cantly im-

prove the signal-to-noise ratio for the wearer. In essence, the hearing aid steers its hear-

ing focus toward the speaker and suppresses competing noise { much like cupping one's

hand behind the ear, but done electronically and automatically. Studies have shown that

these directional microphone techniques can substantially enhance speech understand-

ing in noisy environments by improving the SNR by several decibels. In older adults,

especially, directional and noise-reduction features have been demonstrated to increase

speech intelligibility and listening comfort in everyday listening tasks. Today, almost all

high-quality hearing aids include some form of directional or beamforming mode, and

users often report better face-to-face conversation ability in noise when these modes are

active.

Crucially, the evolution of beamforming in hearing aids is tied to preserving sound

quality and spatial awareness. A narrow beam that suppresses everything except one

talker can improve understanding of that talker, but if done improperly, it might make

the sound seem unnatural or \closed in," and it could eliminate cues that help the listener

know where sounds are. Modern beamformers therefore seek to enhance the target speech

while avoiding unnecessary distortion of the surrounding acoustic scene. Techniques

like adaptive null-steering (putting gentle nulls towards noise sources) and frequency-

dependent beam patterns (narrower at high frequencies, wider at low frequencies) are used

so that low-frequency spatial cues (important for localization) are not lost even as high-

frequency noise is reduced.[22] This way, the listener can still tell roughly where sounds

are coming from while enjoying a cleaner signal. As we will see later, maintaining these

binaural spatial cues is a recurring theme in hearing aid design because the brain relies

on those cues for localization and separating multiple sounds. Advanced beamforming

is thus not just about making sounds louder or even clearer, but about doing so while

preserving the natural cues that a normal-hearing listener would use.[2] [23]

2.5 Wireless Synchronization and Binaural Cue Preser-

vation

A parallel leap in hearing technology was the development of wireless binaural synchro-

nization, which essentially enables the left and right hearing aids to communicate with

each other. For decades, if a person wore two hearing aids, each worked independently.
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Early hearing aids had no way to coordinate their action, which often led to inconsistent

processing; for example, each aid might adjust its gain or noise reduction di�erently,

potentially skewing the balance between ears. Beginning in the 2000s, manufacturers

introduced wireless links between their devices (�rst via near-�eld magnetic induction

and later via Bluetooth Low Energy and other radio protocols). Modern hearing aids can

now share information in real time, either by exchanging audio signals or by transmitting

processed parameter data, while also synchronizing their settings across both devices.

Binaural wireless communication allows the two devices to function as a uni�ed system

rather than two separate aids.

The bene�ts of binaural synchronization are profound. First, it enables features like

binaural beamforming, where microphone signals from both ears are combined to form

a more directional beam than either side could achieve alone. This e�ectively creates a

virtual array spanning the head, o�ering improved noise suppression and speech clarity

in complex noise environments. Some premium hearing aids use this principle to imple-

ment narrow front-focused listening modes, allowing the two devices to work together to

improve the SNR for a talker located in front of the listener. Second, synchronization

preserves interaural cues by ensuring both aids process sound in a coordinated manner.

A notorious challenge in hearing aids is that independent compression or noise reduction

can disrupt interaural time di�erences (ITDs) and interaural level di�erences (ILDs), the

very cues the brain uses to localize sound sources. For instance, if one hearing aid decides

to reduce gain on a sudden loud noise slightly faster than the other aid, the timing and

level between ears become mismatched, confusing the brain's localization mechanism.

Wireless coordination addresses this problem by allowing the two hearing aids to ex-

change information so that noise reduction and gain control can operate in a coordinated

way across both ears. In research prototypes, linked bilateral dynamic range compression

and binaural beamforming algorithms have demonstrated more natural preservation of

ITD/ILD cues compared to independent processing, though these strategies continue to

be re�ned and validated.

Another advantage of binaural connectivity is the ability to coordinate user controls

and automation. For example, if the user presses a program button on one ear to select

\restaurant mode," both ears switch together. The hearing aids can also exchange scene-

related information so that when one side detects a sudden dominant sound, both devices

can adjust together and avoid an unbalanced listening experience. All of this contributes

to a more natural, immersive listening experience where sounds are balanced and can be

localized properly. Indeed, user studies and simulations indicate that preserving binaural

cues leads to better speech intelligibility in noise and lower listening e�ort because the

brain can utilize spatial release from masking (the improvement in understanding speech

when one knows where the talker is relative to noises). Conversely, when hearing aids do

not preserve those cues, listeners report the sound as \
at" or �nd it hard to tell who
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is speaking in a group. Thus, wireless binaural technology in hearing aids is not just a

convenience { it directly ties into the clinical goal of restoring functional binaural hearing

for the user.

It is worth noting that the importance of preserving binaural cues is backed by clinical

research on the e�ects of hearing loss. In cases of single-sided deafness or unilateral loss,

the brain undergoes cortical reorganization to cope with the lack of input from one side.

Neuroimaging studies show that after prolonged unilateral hearing, the auditory pathways

start responding abnormally { for instance, sound input to the good ear might activate

both hemispheres of the brain, as if trying to compensate for the silent ear. [17]Some

visual and cross-modal areas might even repurpose themselves to help with auditory tasks.

This plasticity can improve one's use of monaural cues, but it comes at the cost of normal

spatial hearing. Encouragingly, when hearing is restored (through a device or surgery),

some of this reorganization can reverse, indicating the brain can re-learn to use binaural

information. These �ndings underscore why modern hearing aids place such emphasis

on delivering sound to both ears in a coordinated way. The goal is not only to make

sounds audible but to feed the brain the balanced information it needs for localization

and understanding in noise. Binaural synchronization features { by maintaining ITDs and

ILDs { help ensure the brain receives inputs that it can interpret in a natural, spatially

coherent manner. In summary, wireless binaural hearing aids mark a shift from treating

each ear in isolation to treating the patient as a system that hears with two ears and a

brain. This holistic approach is crucial for real-world success.

2.6 Spectral Post-Filtering and BMWF-IR Frame-

works

As hearing aids became ever more sophisticated, researchers began to push into ad-

vanced signal processing frameworks to deal with complex acoustic challenges. One such

evolution is the use of spectral post-�ltering in combination with spatial beamforming,

exempli�ed by the Binaural Multi-channel Wiener Filter with Interference Reduction

(BMWF-IR) framework. Traditional beamforming (like the directional microphones and

adaptive �lters discussed above) operates primarily in the spatial domain { it uses dif-

ferences between microphones to cancel noise coming from certain directions. However,

beamformers remain limited in reverberant and noisy conditions, where spatial �ltering

alone may be insu�cient and aggressive processing can distort the target speech. To

tackle this, engineers introduced a second stage of processing in the spectral domain (es-

sentially a frequency-dependent gain applied after beamforming). A spectral post-�lter

aims to further suppress any residual noise in each channel after the beamformer has

done its job, typically by analyzing the signal-to-noise ratio in each frequency bin and
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applying additional attenuation where noise is still high.

To address this, Hadad et al. proposed the BMWF{IR framework in 2015, combining

a spatial beamformer with a Wiener post-�lter to reduce residual noise after beamforming.

Crucially, the binaural part of this design means the post-�lter is designed to preserve

interaural cues. In practice, this is done by deriving a single noise estimate used to �lter

both left and right outputs coherently, or by linking the gain applied in both ears. By

doing so, the same frequency-dependent gain is applied to both ears, which prevents the

inadvertent introduction of ILD or ITD mismatches that a naive single-channel noise �lter

might create. The result is an overall cleaner signal (higher SNR) without \breaking" the

spatial image of the sound. This joint spatial-spectral strategy was shown in simulations

to improve interference suppression while maintaining the target signal and preserving

binaural cues.[24][5]

For example, in one scenario with a target talker and multiple noise interferers, a

BMWF-IR implementation achieved an extra 1{3 dB of noise reduction (SNR) compared

to beamforming alone, while maintaining nearly correct ITD/ILD cues for the target

speech. Listeners would perceive this as the speech coming from the correct direction

and sounding natural, but with less background babble. By contrast, a purely spatial

beamformer (like a strict LCMV beamformer with heavy nulls) might nullify noise ag-

gressively but also pull out energy from the target, leading to an unnatural sound or even

reducing speech clarity. BMWF-IR avoids that by only mildly beamforming (to preserve

target �delity within a \Region-of-Interest") and then cleaning up the rest via spectral

gain. This approach has been shown to yield better objective speech intelligibility scores

(e.g., STOI) than either beamforming or post-�ltering alone.

Another concept tied to these frameworks is ROI (Region-of-Interest) beamforming.

In realistic use, the exact location of a talker of interest might be uncertain or even

moving. Traditional beamformers that assume a �xed look direction can su�er if the

talker moves or if the user turns their head. ROI-based beamforming, introduced in

recent research, de�nes a broad target region (say, ±30° in front of the listener) rather

than a single angle.[25] The array processing is then optimized to cover that spatial sector,

ensuring the target remains relatively unattenuated anywhere within it, at the cost of a

slight reduction in maximal directivity. This technique improves robustness in exchange

for a small compromise in noise suppression. [6] [8]

Importantly, Region-of-Interest (ROI) beamforming naturally complements spectral

post-�ltering. The beamformer maintains an undistorted representation of the desired

speech within the ROI, even when spatial suppression of di�use noise is not maximal,

while the spectral Wiener �lter attenuates the residual di�use components. This synergy

underpins BMWF{IR frameworks, where a deliberately moderate spatial stage preserves

target �delity and binaural cues, followed by statistically driven spectral enhancement

to suppress remaining noise. In high-reverberation environments, this combined strategy
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has been shown to outperform purely spatial methods in both speech intelligibility and

spatial perception metrics. More broadly, spatial �ltering methods tend to converge in

performance under highly adverse conditions, whereas the addition of a spectral post-

�lter provides a measurable intelligibility advantage while preserving binaural perception

[26].

In practice, these advanced frameworks are intended to address a long-standing dif-

�culty for hearing-aid users, namely understanding speech in noisy and reverberant set-

tings. Directional microphones and basic noise reduction helped, but not enough { es-

pecially in cases of multiple people talking or lots of echo. By preserving binaural cues

(which help the brain segregate sound sources) and by aggressively reducing noise only

when it can be done transparently, approaches like BMWF-IR improve speech intelligi-

bility without isolating the user from their acoustic environment. They also acknowledge

that improved audibility alone does not necessarily translate into better understanding.

True success in hearing rehabilitation comes when the person can follow conversations and

recognize where sounds are coming from, even in complex environments. Spectral post-

�ltering and binaural cue-preserving algorithms directly contribute to these outcomes.

They ensure that even as hearing aids apply heavy signal processing, the integrity of

spatial hearing is maintained, a factor linked to listener comfort and reduced listening

e�ort.

In summary, the historical transition from analog hearing aids to digital ones set the

stage for a cascade of technological advances. Directional and beamforming technology

gave hearing aids a \sense of direction," wireless binaural synchronization allowed them

to act in concert and respect our two-eared nature, and spectral post-�ltering frameworks

like BMWF-IR took noise reduction to a new level while striving to preserve the natural

listening experience. Each of these developments addresses a speci�c challenge in hearing,

such as noise, spatial perception, or complex acoustics, while remaining closely connected

to the others. In this sense, current developments seek to connect clinical hearing-aid

�tting more closely with the demands of everyday listening through targeted engineering

solutions. As the next chapter will explore, these advancements also bring new challenges

and opportunities, from computational complexity to the need for personalization. Over-

all, modern hearing aids are evolving from simple ampli�cation devices into intelligent

binaural signal-processing systems that seek to enhance speech clarity, preserve spatial

hearing cues, and better support communication in everyday acoustic environments.
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Chapter 3

Challenges and Advancements in

Hearing Aid Technology

This chapter reviews the principal technological advances and unresolved challenges that

shape modern hearing-aid beamforming research. Although digital signal processing, di-

rectional microphones, wireless synchronization, and binaural �ltering have substantially

improved hearing-aid capability, a gap remains between laboratory performance and real-

world listening bene�t. In particular, strong interference suppression is often achieved at

the expense of binaural cue preservation or robustness to steering uncertainty. This moti-

vates the need for wearable binaural beamforming frameworks that are not only e�ective

under ideal conditions, but also stable under mismatch, motion, and realistic acoustic

variability.

Modern hearing aids bridge the physiology of the human ear and digital technology,

functioning as compact yet powerful Digital Signal Processing (DSP) systems. They inte-

grate directional microphones, adaptive beamforming, feedback cancellation, and multi-

band compression to tailor ampli�cation to a user's audiogram enhancing soft sounds

while limiting loud ones and selectively reducing background noise. Prescriptive �tting

algorithms such as the National Acoustic Laboratories{Non-Linear 2 (NAL-NL2) formula

provide individualized gain targets, which are veri�ed clinically through real-ear mea-

surements (REM). Advances in biomedical engineering have enabled the development of

low-noise Micro-Electro-Mechanical Systems (MEMS) microphones, extended bandwidth

processing, and e�cient rechargeable battery technologies. Additionally, wireless connec-

tivity via Bluetooth and Near-Field Magnetic Induction (NFMI) supports seamless audio

streaming, smartphone control, and remote �ne-tuning of device parameters [27][28].

Modern hearing aids are frequently described as miniature real-time DSP platforms ca-

pable of adaptive processing and wireless communication. They are available in multiple

form factors, including Behind-the-Ear (BTE), Receiver-in-Canal (RIC), and Completely-

in-Canal (CIC) designs. Specialized con�gurations are provided for speci�c clinical in-
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dications, such as Contralateral Routing of Signal (CROS) and Bilateral Contralateral

Routing of Signal (BiCROS) systems for individuals with Single-Sided Sensorineural Deaf-

ness (SN-SSD), bone-anchored hearing aids (BAHA), and cochlear implants (CI). These

options enable a balance between cosmetic discretion, acoustic performance, and patient-

speci�c audiological requirements.

The transition toward open-�t RIC designs, in which a miniature receiver (loud-

speaker) is positioned directly within the ear canal via a thin acoustic tube, has im-

proved comfort and aesthetic acceptance. This con�guration reduces the occlusion e�ect,

enhances ear-canal ventilation, and renders the device minimally visible. Such design

innovations contribute to reducing social stigma and improving long-term adoption rates

among hearing-aid users [29][19].

Despite these remarkable advancements, a gap remains between laboratory-proven

bene�ts and real-world user satisfaction. Hearing-aid adoption remains limited world-

wide for several reasons, including stigma, cosmetic concerns, and limited awareness of

how much current devices have improved. Economic barriers (high cost, limited insur-

ance coverage) also delay intervention. Even among users who do wear them, di�culties

with speech understanding in noisy, reverberant, or multi-talker settings, along with com-

plaints about sound quality and spatial perception, remain common.[30] These challenges

highlight that full restoration of natural hearing, especially binaural hearing, remains elu-

sive. For instance, independent compression or gain control in each ear, if not carefully

coordinated, can disrupt interaural time and level di�erences (ITDs/ILDs) and thus im-

pair spatial hearing. Listeners may report that ampli�ed sound lacks the rich spatial

texture of normal hearing, sometimes \collapsing" the sound scene into the head.

Beyond technical factors, researchers have increasingly recognized the importance

of user-centered and ecological considerations. This includes ensuring devices are easy

to control, providing consistent performance across environments, and addressing user

lifestyle needs. At the same time, modern hearing aids are increasingly being viewed

as connected health wearables, with functions that extend beyond ampli�cation to in-

clude health and safety features such as activity tracking and fall detection.[31] This

convergence of audiology with wearable sensors and AI points to hearing aids becoming

multifunctional devices that improve quality of life in broader ways than ampli�cation

alone.

Substantial progress has been made in core hearing aid technology { from the digital

signal processing algorithms that enhance audibility and comfort, to the design innova-

tions that improve aesthetics and usability. However, there remains a critical need to

bridge the gap between clinical or lab performance and real-world outcomes. The next

sections therefore focus on one of the most persistent challenges in this �eld, namely how

advanced binaural beamforming can improve performance in complex acoustic scenes

while preserving natural spatial hearing.
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3.1 Binaural Beamforming and Spatial Hearing Chal-

lenges

One key approach to improving speech understanding in noise is beamforming, a tech-

nique that employs multiple microphones to achieve spatial selectivity. A beamformer

aligns and weights microphone signals such that sounds arriving from a desired direction

combine constructively, while noise or interference from other directions is attenuated.

Traditional hearing-aid beamformers commonly implement delay-and-sum processing or

simple two-microphone directional strategies, providing modest improvements in signal-

to-noise ratio (SNR) for sources located in front of the listener. More advanced adaptive

algorithms estimate noise statistics and compute optimal weighting coe�cients, for ex-

ample by solving a Minimum Variance Distortionless Response (MVDR) optimization

problem, to maximize SNR while maintaining a distortionless response toward the target

speaker. Directional microphone technology has consistently demonstrated measurable

improvements in SNR and speech intelligibility under controlled laboratory conditions,

con�rming the bene�ts of spatial focusing.

Early bilateral beamforming implementations, which combined microphones from left

and right devices, revealed a fundamental trade-o�. Although improved noise reduction

was achieved, spatial naturalness was often degraded. Initial commercial binaural beam-

formers e�ectively generated a single monaural output signal delivered identically to both

ears. Consequently, the auditory system received identical signals at each ear, eliminating

binaural cues such as Interaural Time Di�erences (ITDs) and Interaural Level Di�erences

(ILDs) that are essential for sound localization and spatial awareness. This could result in

an internalized sound image and reduced ambient awareness. Additionally, highly direc-

tional front-focused beamformers may enhance audibility of frontal sources while reducing

sensitivity to lateral sounds, thereby limiting situational awareness in real-world environ-

ments. These limitations highlight a key challenge in binaural beamforming, which is to

improve SNR while still preserving the spatial cues that support natural binaural hearing.

Recent research has therefore focused on binaural beamforming algorithms that ex-

plicitly preserve spatial cues. A classical solution is the Binaural MVDR beamformer,

which jointly processes signals from both ears to minimize output noise power while main-

taining an undistorted response toward the target direction. When properly designed,

the binaural MVDR preserves the relative interaural cues of the target source. However,

a limitation arises in the presence of strong directional interferers, as suppression may be

insu�cient when interferer levels are high.

To improve interference suppression, Linearly Constrained Minimum Variance (LCMV)

beamformers were extended to the binaural domain. The Binaural LCMV (BLCMV)

introduces additional constraints that place spatial nulls in the directions of known inter-

ferers. By explicitly reducing speci�c competing sources, BLCMV improves the signal-
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to-interference ratio (SIR). Nevertheless, excessive or inaccurate constraints may reduce

robustness in dynamic conditions, particularly when sources move or when direction-of-

arrival (DOA) estimates are imperfect. These developments motivated hybrid approaches

that combine spatial �ltering with post-�ltering strategies.

A major advancement in this �eld is the Binaural Multichannel Wiener Filter (BMWF)

framework proposed by Hadad et al. The BMWF jointly performs noise reduction while

maintaining a distortionless response toward the desired speech source. Importantly, it

preserves the relative transfer function of the target between ears, ensuring that the inter-

aural time and level di�erences of the target speech remain intact[24]. This demonstrated

that e�ective noise reduction and binaural cue preservation can be achieved simulta-

neously, with reported improvements in speech intelligibility while maintaining spatial

perception [32].

However, the original BMWF formulation does not explicitly enforce strong attenua-

tion of dominant interferers. To address this limitation, the BMWF with Interference Re-

jection (BMWF-IR) was introduced. This extension incorporates additional constraints

to suppress interfering sources within the BMWF framework. In practice, BMWF{IR

is typically realised in two stages, with a spatial beamformer used �rst for interference

suppression and a Wiener post-�lter applied afterward to reduce the remaining noise at

each ear. This hybrid con�guration signi�cantly improves both SNR and SIR compared

to earlier approaches, while maintaining preservation of the binaural cues associated with

the target source.
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Table 3.1: Comparison of binaural beamforming strategies considered in this thesis.

Strategy Operating principle Strengths Main limitations

Binaural

MVDR

Minimize output noise

power while maintain-

ing a distortionless

response toward the

target look direction.

Simple baseline; good

target enhancement;

preserves the target re-

sponse in the binaural

formulation.

Sensitive to steering-

vector mismatch; lim-

ited control of strong

directional interferers;

residual spatial scene

may be poorly pre-

served.

Binaural

LCMV /

BLCMV

Extend MVDR with

linear constraints on

the target and interfer-

ing sources; soft con-

straints can improve

robustness.

Better directional in-

terferer control; pre-

serves desired binaural

cues; useful in multi-

talker scenes.

Hard nulls can be frag-

ile under DOA errors

and short apertures;

excessive constraints

may reduce WNG and

increase target distor-

tion.

BMWF Minimize mean-square

error by combining

spatial �ltering with

statistical noise reduc-

tion.

Good noise suppres-

sion and speech qual-

ity; preserves the

desired-source binaural

response.

Less e�ective against

strong directional in-

terferers; residual noise

cues are not necessar-

ily preserved.

BMWF{IR Add explicit inter-

ference rejection to

BMWF; equivalently,

apply a BLCMV stage

followed by a Wiener

post-�lter.

Stronger directional

suppression than

BMWF; improved

SNR relative to

BLCMV through the

spectral stage; pre-

serves target binaural

cues.

Higher complexity;

depends on reliable

spatial statistics, DOA

information, and bin-

aural signal exchange.

ROI beam-

forming

Preserve the target

over an angular sector

rather than a single

steering direction.

More robust to head

motion, DOA uncer-

tainty, and mild re-

verberation; improves

target preservation un-

der mismatch.

Broader acceptance re-

gion may admit more

nearby interference;

ROI width must be

chosen carefully.

Abbreviations: MVDR, minimum variance distortionless response; LCMV, linearly constrained mini-

mum variance; BLCMV, binaural LCMV; BMWF, binaural multichannel Wiener �lter; ROI, region of

interest; DOA, direction of arrival; WNG, white-noise gain.
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3.2 Spectacle-Mounted Microphone Arrays and Emerg-

ing Directions

An emerging direction in hearing-aid research is the relocation of microphones from the

ear to eyewear platforms. Glasses are socially accepted and widely worn, providing a

natural mounting structure for a binaural microphone array that spans the width of the

head. By positioning microphones near the temples and along the arms of the glasses, a

larger end�re array can be formed compared to the limited spacing available in conven-

tional Behind-the-Ear (BTE) devices. This increased spacing more closely approximates

the interaural distance of the human head, allowing more natural spatial sound capture.

This concept has been explored in research initiatives such as the SPEAR Challenge

(Spatially Extended Auditory Research) led by Imperial College London. The SPEAR

framework introduced an open-access dataset and a wearable hardware con�guration in

which each spectacle arm contains three microphones, yielding a total of six microphones.

The interaural spacing of approximately 14{16 cm enables capture of interaural time

di�erences (ITDs) on the order of 0.5 ms for lateral sound sources, comparable to natural

hearing conditions. In addition to technical advantages, eyewear platforms o�er improved

cosmetic acceptability, as the device resembles ordinary glasses rather than a visible ear-

mounted aid.

Beyond aesthetics, eyewear-mounted arrays provide several technical advantages. First,

the larger interaural spacing enhances low-frequency directional resolution due to in-

creased ITD sensitivity. Second, the pinna remains acoustically unobstructed, allowing

natural spectral shaping to occur before sound enters the ear canal. When combined with

open-�t receivers, natural pinna cues can be preserved. Third, the increased number of

microphones enables more sophisticated beamforming strategies, including multiple beam

formation and improved null steering. Such designs aim to improve sound capture while

maintaining everyday wearability.

Despite these advantages, several technical challenges remain. Latency is a critical

constraint. If audio is wirelessly transmitted between the glasses and ear-level receivers,

processing delays exceeding a few milliseconds may introduce comb-�ltering e�ects or

audiovisual desynchronization. Therefore, low-latency real-time processing, typically be-

low 10 ms total system delay, is essential. [33]Another challenge involves preservation

of interaural level di�erences (ILDs) and ITDs after processing. Even with appropriate

array geometry, signal processing must ensure that the outputs delivered to the left and

right ears maintain natural binaural relationships. This requires tight synchronization

and coordinated processing between bilateral channels.

Robustness across diverse acoustic environments is also required. Eyewear arrays are

more exposed to wind noise and environmental variability than ear-mounted devices. Al-

gorithms must therefore maintain stable performance under steering uncertainties caused
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by varying noise statistics, reverberation levels, and interferer positions. Techniques such

as diagonal loading and soft nulling enhance beamformer robustness when spatial esti-

mates are uncertain, contributing to stable operation in real-world conditions.

The three acoustic scenarios S1{S3 provide a structured test framework for evalu-

ating such systems. Scenario S1 includes a single target speaker at 0 degrees and one

interferer in a mildly reverberant environment (T60 � 0:2 s). Scenario S2 introduces two

interferers in a moderately reverberant setting (T60 � 0:5 s), representing a more chal-

lenging multi-talker situation. Scenario S3 adds four directional interferers and di�use

background noise in a highly reverberant environment (T60 � 0:6 s), simulating a complex

real-world acoustic scene. These standardized scenarios enable systematic benchmarking

of signal-to-noise ratio (SNR) improvement, interference suppression, and binaural cue

preservation using the six-microphone spectacle con�guration.

Commercial interest in audio-enabled eyewear further supports the feasibility of this

approach. Consumer products such as Bose Frames and Amazon Echo Frames demon-

strate public acceptance of glasses incorporating microphones and speakers. Although

not designed speci�cally for hearing loss, these devices illustrate the practicality of inte-

grating audio technology into conventional eyewear form factors. In medical and research

domains, smart glasses are increasingly investigated as platforms for hearing enhancement

and multimodal interaction.

From a clinical and social perspective, user acceptance remains central to adoption.

Eyewear-based systems may reduce stigma by resembling standard accessories rather

than medical devices. Integration of auditory enhancement into everyday wear could

improve compliance and ease of use. However, design considerations such as weight,

battery life, and device management must be carefully addressed. Not all users wear

glasses routinely, and combining vision and hearing correction in a single platform intro-

duces practical constraints. Power consumption must support full-day operation while

maintaining lightweight construction.

Spectacle-mounted microphone arrays, therefore, represent a promising direction in

hearing-aid development. By combining advanced binaural beamforming algorithms,

such as the Binaural Wiener Beamformer with ROI-Based Interference Rejection, with a

socially acceptable wearable design, it becomes possible to improve speech intelligibility

in noise while preserving spatial perception. Successful clinical deployment will depend on

achieving robust binaural cue preservation, minimal latency, and consistent performance

across dynamic acoustic environments.

3.3 Summary

Chapter 3 reviewed the principal technological developments that have shaped mod-

ern hearing-aid processing, with emphasis on beamforming, binaural coordination, spec-
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tral post-�ltering, and emerging spectacle-mounted microphone arrays. These advances

demonstrate that substantial improvements in speech enhancement are possible, but they

also reveal a persistent trade-o� between aggressive interference suppression and the

preservation of natural binaural hearing cues.

The review further showed that current binaural frameworks such as BMVDR, BLCMV,

BMWF, and BMWF{IR provide important building blocks for spatial hearing restora-

tion, yet remain vulnerable to practical limitations including steering uncertainty, short-

aperture wearable geometries, reverberation, and dynamic user motion. Spectacle-mounted

arrays and the SPEAR Challenge were identi�ed as particularly relevant in this context

because they provide both a realistic wearable form factor and a structured basis for

evaluating algorithms under more ecologically meaningful conditions.

These observations motivate the development of the Region-of-Interest Binaural Mul-

tichannel Wiener Filter with Interference Rejection framework. This proposed approach

aims to combine robust interference suppression with explicit preservation of binaural

cues, addressing both acoustic performance and perceptual realism. Chapter 4 therefore

establishes the baseline performance of beamformers under controlled conditions. Build-

ing upon the theoretical and technological foundations discussed in this chapter, the

following Chapter 5 aims to establish robustness and practical relevance under realistic

and dynamic conditions.

Through this progression, the thesis transitions from the identi�cation of technological

and perceptual limitations in current systems to the development and validation of a

robustness oriented binaural beamforming solution tailored for wearable applications.
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Chapter 4

Baseline Performance Evaluation

The preceding chapters established the clinical motivation for binaural hearing support,

the technological evolution of hearing-aid beamforming, and the need for methods that

jointly address intelligibility, spatial �delity, and robustness. Before examining geomet-

ric uncertainty and real-world variability, it is �rst necessary to establish how the pro-

posed framework behaves under controlled conditions with accurate steering information.

This chapter therefore presents a baseline performance evaluation of the proposed ROI-

enhanced BMWF{IR and compares it with established binaural beamforming methods

under synthetic acoustic scenarios of increasing complexity.

The aim of this chapter is not to prove robustness under practical uncertainty, but

to determine the enhancement behaviour, interference suppression capability, and binau-

ral cue preservation of the candidate methods when the target direction is known. To

this end, the chapter introduces the signal model, summarizes the beamforming algo-

rithms considered in the study, de�nes the experimental setup and evaluation metrics,

and reports comparative results across three structured acoustic scenarios. These results

provide the reference point against which the robustness analyses of Chapter 5 can be

interpreted.

4.1 Signal Model and Problem Formulation

The baseline evaluation is formulated in the short-time Fourier transform (STFT) domain.

For frequency bin k and time frame `, the M-channel microphone observation vector is

de�ned as

y(k; `) =
h
Y1(k; `) Y2(k; `) � � � Y M (k; `)

i T
: (4.1)

The observed mixture is decomposed into a desired speech component, a directional

interference component, and a background-noise component as

y(k; `) = x(k; `) + u(k; `) + n(k; `) = x(k; `) + v(k; `); (4.2)
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where

v(k; `) = u(k; `) + n(k; `) (4.3)

denotes the total undesired component. This notation is used throughout the chapter

so that Rv always represents the covariance matrix of the total undesired signal, rather

than the covariance of only one interferer.

For a target source arriving from the nominal look direction �0, the desired component

is modeled as

x(k; `) = S(k; `) a(k; � 0); (4.4)

where S(k; `) is the target STFT coe�cient and a(k; � 0) 2 C M�1 is the acoustic transfer

function (ATF), or steering vector, of the target source.

If I directional interferers are present, the interference term is written as

u(k; `) =
IX

i=1

Ui (k; `) b i (k); (4.5)

where Ui (k; `) is the STFT coe�cient of interferer i and b i (k) 2 C M�1 is its steering

vector.

The spatial covariance matrices are then de�ned as

R x (k) = E
�

x(k; `)x H (k; `)
	

= � ss(k) a(k; � 0)aH (k; � 0); (4.6)

R u(k) = E
�

u(k; `)u H (k; `)
	

; (4.7)

R n (k) = E
�

n(k; `)n H (k; `)
	

; (4.8)

R v(k) = R u(k) + R n (k); (4.9)

R y(k) = R x (k) + R v(k): (4.10)

Binaural output signals are formed by selecting one reference channel on the left

side of the array and one on the right. These are not microphones \inside the ears"

rather, they are chosen microphone channels on the left and right array branches used as

amplitude-phase references for the left and right outputs.

Let r L and rR denote the indices of the left and right reference microphones, and let

er L and er R be the corresponding canonical selection vectors. The left and right reference

signals are therefore given by

Y ref
L (k; `) = e H

r L
y(k; `); Y ref

R (k; `) = e H
r R

y(k; `): (4.11)

Using these reference channels, the target relative transfer functions (RTFs), normal-

ized with respect to the left and right references, are de�ned as

dL (k) =
a(k; � 0)

eH
r L

a(k; � 0)
; dR(k) =

a(k; � 0)
eH

r R
a(k; � 0)

: (4.12)
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If explicit interferer constraints are required, the interferer steering vectors may be

normalized in the same way for each ear as

b i;L (k) =
b i (k)

eH
r L

b i (k)
; b i;R (k) =

b i (k)
eH

r R
b i (k)

: (4.13)

The binaural beamformer computes one weight vector for each ear, denoted by wL (k)

and wR(k). The corresponding beamformer outputs are

ZL (k; `) = w H
L (k)y(k; `); Z R(k; `) = w H

R (k)y(k; `): (4.14)

The design objectives in this chapter are fourfold. First, the target source should

be reproduced with minimal distortion at the selected left and right reference channels.

Second, directional interferers should be attenuated as much as possible. Third, the

target binaural cues should be preserved by maintaining the left-right relative transfer

function of the desired source. Fourth, the beamformer should remain numerically stable

and robust to covariance-estimation errors and steering mismatch.

4.2 Beamforming Algorithms

This section summarizes the binaural beamforming algorithms evaluated in the baseline

study. For notational simplicity, the frequency index k is omitted when no ambiguity

arises.

4.2.1 BMVDR Beamformer

The binaural minimum variance distortionless response (BMVDR) beamformer minimizes

the residual undesired power at each ear subject to a distortionless response for the target

relative to the corresponding reference microphone.

The left-ear optimization problem is written as

min
w L

wH
L R vwL subject to wH

L dL = 1; (4.15)

and, analogously, the right-ear problem is

min
w R

wH
R R vwR subject to wH

R dR = 1: (4.16)

The corresponding closed-form solutions are

wL;MVDR =
R �1

v dL

dH
L R �1

v dL
; wR;MVDR =

R �1
v dR

dH
R R �1

v dR
: (4.17)

Because the target steering vectors are normalized with respect to separate left and

right reference channels, the BMVDR preserves the target binaural cues while reducing

the total undesired power.

However, it does not explicitly impose nulls on directional interferers, and its inter-

ference suppression may therefore be limited in multi-talker scenes.
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4.2.2 BLCMV Beamformer

The binaural linearly constrained minimum variance (BLCMV) beamformer extends the

BMVDR by adding explicit constraints for one or more interferers.

For I interferers, the left-ear constraint matrix is de�ned as

CL =
h
dL b1;L � � � b I;L

i
; (4.18)

and the right-ear constraint matrix is

CR =
h
dR b1;R � � � b I;R

i
: (4.19)

The desired response vector is written as

g =
h
1 � 1 � � � � I

i T
; (4.20)

where �i speci�es the desired residual response for interferer i. In the strict nulling case,

� i = 0; in a soft-null design, �i is assigned a small nonzero value to improve robustness.

The BLCMV weights are then obtained from

wL;LCMV = R �1
v CL

�
CH

L R �1
v CL

� �1
g; (4.21)

wR;LCMV = R �1
v CR

�
CH

R R �1
v CR

� �1
g: (4.22)

This formulation makes all variables explicit and avoids the ambiguity of writing bL
without �rst de�ning it. The BLCMV can achieve stronger interference rejection than

the BMVDR, but each additional constraint consumes degrees of freedom and can reduce

robustness, especially for short-aperture wearable arrays and imperfect steering estimates.

4.2.3 BMWF Beamformer

The binaural multichannel Wiener �lter (BMWF) combines spatial �ltering with bilateral

spectral post-�ltering. In the present formulation, the spatial stage is implemented by

the BMVDR �lters, producing intermediate outputs

Z (0)
L (k; `) = w H

L;MVDR (k)y(k; `); Z (0)
R (k; `) = w H

R;MVDR (k)y(k; `): (4.23)

The superscript (0) indicates that these are spatially �ltered signals before post-

�ltering. This de�nition resolves the earlier ambiguity regarding how Z(0)
L and Z(0)

R are

computed in practice.

A common real-valued Wiener gain G(k; `) is then applied identically to both ears,

yielding

ZL (k; `) = G(k; `) Z (0)
L (k; `); Z R(k; `) = G(k; `) Z (0)

R (k; `): (4.24)

Because the same spectral gain is applied to the left and right channels, the BMWF

preserves the target binaural cues while providing additional noise reduction beyond

the purely spatial stage. In implementation, G(k; `) is estimated from the target and

undesired power spectral densities for the corresponding time-frequency bin.
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4.2.4 BMWF-IR Beamformer

The binaural multichannel Wiener �lter with interference rejection (BMWF-IR) extends

the BMWF by replacing the BMVDR spatial stage with a BLCMV spatial stage.[34] [5]

The intermediate outputs are therefore computed as

Z (0)
L (k; `) = w H

L;LCMV (k)y(k; `); Z (0)
R (k; `) = w H

R;LCMV (k)y(k; `): (4.25)

The same bilateral Wiener post-�lter is then applied to both ears as

ZL (k; `) = G(k; `) Z (0)
L (k; `); Z R(k; `) = G(k; `) Z (0)

R (k; `): (4.26)

This two-stage decomposition follows the standard view of BMWF{IR in the liter-

ature, with the BLCMV stage providing spatial interference rejection and the common

Wiener gain adding spectral noise suppression while preserving the binaural cues of the

target. [5].

4.2.5 Proposed Beamformer

Conventional point-steered beamformers assume that the target lies exactly at one nom-

inal direction. In practice, however, small head rotations, DOA estimation errors, and

reverberation can lead to steering mismatch and target distortion.

The proposed ROI-BMWF-IR relaxes the point-steered formulation by introducing a

region of interest (ROI) around the desired look direction and by blending the empirical

covariance with an ROI-prior covariance. The hybrid covariance is written as

R hyb = (1 � �) bR y + � R 
 ; (4.27)

where bR y is the empirical mixture covariance, R
 is the ROI-prior covariance, and � 2

[0; 1] controls the balance between data-driven and ROI-based spatial information.

The resulting spatial �lter is less sensitive to small steering errors because the e�ective

main lobe is broadened over an angular sector rather than being concentrated at a single

look direction. As in BMWF-IR, the spatial stage is followed by a common bilateral

Wiener post-�lter, so the proposed method retains the spectral denoising advantage of

BMWF-style processing while improving robustness to mismatch [8]. For binaural pro-

cessing, one microphone on each side of the spectacle array is chosen as a �xed reference

channel.

4.3 Experimental Setup

To establish a controlled baseline prior to robustness testing, the algorithms were evalu-

ated on synthetic acoustic scenarios simulated via a MATLAB framework.
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4.3.1 Microphone Array Geometry

For the baseline experiments in Chapter 4, a reduced two-channel binaural array was

used rather than the full six-microphone SPEAR spectacle con�guration. The two mi-

crophones represent the left and right reference channels directly, with rL = 1 denoting

the left microphone and rR = 2 denoting the right microphone. This simpli�ed geometry

was adopted for controlled baseline evaluation of the beamforming algorithms under the

synthetic scenarios S1{S3.

4.3.2 Acoustic Scenarios

Three synthetic scenarios of increasing di�culty are considered.

Scenario S1: A single directional interferer at +45� with the target at 0 � ; the input SIR

is approximately �4:30 dB.

Scenario S2: Two interferers at �60 � and +60� in addition to the target at 0� .

Scenario S3: A complex \cocktail party" scene with four interferers at �45 � and �135 �

plus di�use babble noise; the input SIR is negative (approximately �5:70 dB).

These controlled scenarios allow a fair comparison of beamformers under idealised

conditions before introducing real-world variability.

4.3.3 Signal Generation and Processing Framework

All input audio signals were resampled to a common sampling frequency of 16 kHz. Signal

processing was carried out in the STFT domain using 512-point analysis windows (32 ms)

with 50% overlap and a hop size of 256 samples. This con�guration provides a frequency

resolution of 31.25 Hz and is suitable for low-latency binaural speech enhancement.

The processing framework consists of �ve main stages. First, the microphone signals

are segmented into overlapping frames and transformed into the time frequency domain

using the STFT. Second, the acoustic relative transfer functions (RTFs) are estimated

from the spatial covariance matrices through eigenvalue decomposition, with the principal

eigenvector representing the dominant acoustic propagation path.

Third, spatial �ltering is performed by imposing a distortionless response in the target

look direction together with an ROI constraint term that preserves the desired source over

a small angular region around the nominal steering direction. In parallel, an interference-

rejection mechanism is applied to suppress dominant directional interferers through spa-

tial null formation. Fourth, the spatially �ltered outputs are further re�ned using a

multichannel Wiener post-�lter to reduce residual noise and interference in the spectral

domain.
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Finally, the enhanced STFT coe�cients are transformed back to the time domain

using inverse STFT with overlap-add synthesis, producing the binaural output signals

used for subsequent evaluation.

4.4 Evaluation Metrics

The evaluation considers four main aspects of performance, namely signal enhancement,

robustness, perceptual quality, and preservation of binaural cues.

4.4.1 Signal Enhancement Metrics

Signal-to-Noise Ratio (SNR). The broadband SNR compares the energy of the desired

speech to that of the background-noise component. For a clean speech signal s[n] and

background-noise signal n[n], the input SNR is

SNRin = 10 log10

� P
n s2[n]

P
n n2[n]

�
dB; �SNR = SNR out � SNR in : (4.28)
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Signal-to-Interference Ratio (SIR). The SIR measures the energy ratio between

the target speech and the directional interference component. For a clean speech signal

s[n] and interference signal u[n], the input SIR is

SIRin = 10 log10

� P
n s2[n]

P
n u2[n]

�
dB; �SIR = SIR out � SIR in : (4.29)

4.4.2 Robustness Metric

White Noise Gain (WNG). White noise gain quanti�es the sensitivity of the beam-

former to spatially white sensor noise and serves as a measure of robustness. Using the

left- and right-ear beamformer weight vectors de�ned in Section 4.2, the per-ear WNG is

written as

WNGL (k) = 10 log10

�
1

wH
L (k)w L (k)

�
dB; WNGR(k) = 10 log10

�
1

wH
R (k)w R(k)

�
dB:

(4.30)

Higher WNG values indicate greater robustness to sensor noise and steering mismatch.

In the reported results, a single broadband WNG value is obtained by averaging the left-

and right-ear WNG values across frequency bins.

4.4.3 Perceptual and Binaural Metrics

Objective metrics were utilized to assess both the clarity of the enhanced speech and

the preservation of the target's spatial impression, which is critical for user localization

and naturalistic listening. The Short-Time Objective Intelligibility (STOI) metric serves

as the primary measure for evaluating speech intelligibility across all scenarios, while

the Perceptual Evaluation of Speech Quality (PESQ) is employed to quantify the overall

listening quality and algorithmic distortion, particularly during dynamic robustness test-

ing.[35] [36] To rigorously evaluate the spatial �delity of the beamformers, three primary

error metrics are analyzed. The Interaural Time Di�erence (ITD) error, representing

the dominant cue for low-frequency spatial localization, is calculated as the absolute

di�erence in microseconds between the processed and reference ITDs estimated via the

cross-correlation of the left and right signals. Similarly, the Interaural Level Di�erence

(ILD) error, which dictates high-frequency spatial localization, is measured as the abso-

lute di�erence in decibels between the processed and reference interaural energy ratios.

Finally, the Interaural Coherence (IC) error evaluates the preservation of the target's

spatial width and perceived source envelopment by calculating the absolute di�erence

between the processed and reference interaural cross-correlation coe�cients.
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4.5 Experimental Results and Analysis

This chapter presents the �ndings of a foundational pilot study designed to evaluate the

practical robustness and reliability of the proposed Region-of-Interest (ROI) enhanced

BMWF-IR algorithm. By establishing a rigorous performance baseline using actual

Behind-The-Ear (BTE) impulse responses and real speech mixtures from the TIMIT

database, this investigation yields meaningful insights into the system's behavior un-

der realistic acoustic constraints. The algorithm is compared with standard spatial and

spectral beamformers across three increasingly challenging acoustic scenarios, with the

analysis focusing on three central performance themes of spatial interference rejection,

speech intelligibility preservation, and binaural cue �delity. Ultimately, these initial re-

sults underscored the essential areas where the proposed model demonstrated robustness

under extreme testing conditions and steered future research directions.

4.5.1 Scenario S1: Single Interferer Validation

Scenario S1 serves as a baseline validation of the algorithm in a relatively controlled

environment, featuring a single directional interferer and mild reverberation (T60 = 0:2 s).

Table 4.1: Performance metrics for Scenario S1 (Single Interferer, T60 = 0:2 s). Values
represent the true binaural average across the left and right hearing aids.

Method SNR in SNR out �SNR SIR in SIR out �SIR WNG STOI

BMWF 8:38 25:14 16:74 �4:30 18:02 22:31 4:94 0:853
BMWF-IR 8:38 24:63 16:24 �4:30 15:99 20:29 5:15 0:854
PROPOSED (ROI) 8:38 24:54 16:15 �4:30 15:94 20:24 5:15 0:854
BLCMV 8:38 21:35 12:93 �4:30 15:59 19:89 5:82 0:728
BMVDR 8:38 17:99 9:60 �4:30 7:10 11:40 8:53 0:845

As shown in Table 4.1, because the dual-microphone array possesses a su�cient spa-

tial degree of freedom to target a single interferer, all evaluated algorithms demonstrate

strong interference suppression. The proposed ROI-enhanced BMWF-IR yields signif-

icant improvements, achieving a �SNR of +16:15 dB and a �SIR of +20:24 dB. The

White Noise Gain (WNG) remains at a robust 5:15 dB, safely above the standard 3 dB

threshold, indicating that the array successfully forms a spatial null without synthesizing

extreme �lter weights that would amplify internal sensor noise.

A critical observation in this scenario is the preservation of speech intelligibility. While

the purely spatial BLCMV achieves comparable noise reduction, its rigid spatial con-

straints inherently distort the target speech envelope, resulting in a degraded STOI of

0:728. In contrast, the proposed method utilizes its adaptive Wiener post-�lter to main-

tain a highly intelligible STOI of 0:854.
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4.5.2 Scenario S2: Spatial Degrees of Freedom and High-SNR

Behavior

Scenario S2 introduces a more complex classroom-style environment with two spatially

distinct interferers (T60 = 0:5 s). Crucially, the input mixture in this scenario has a

relatively high baseline signal-to-noise ratio (SNRin = 12:71 dB).

Table 4.2: Performance metrics for Scenario S2 (Two Interferers, T60 = 0:5 s).

Method SNR in SNR out �SNR SIR in SIR out �SIR WNG STOI

BMWF 12:71 16:13 3:41 1:80 14:42 12:61 6:68 0:815
BMWF-IR 12:71 16:28 3:56 1:80 12:66 10:86 7:42 0:838
PROPOSED (ROI) 12:71 16:62 3:90 1:80 12:35 10:55 7:57 0:840
BLCMV 12:71 26:94 14:23 1:80 16:02 14:22 7:13 0:783
BMVDR 12:71 20:20 7:49 1:80 5:91 4:11 11:59 0:881

Table 4.2 highlights the intelligent adaptive behavior of the Wiener-based algorithms.

Because the input target speech is already prominent over the background noise 
oor, the

proposed method's adaptive spectral mask relaxes, yielding a modest �SNR of +3:90 dB.

This behavior is highly desirable; aggressive over-suppression in high-SNR conditions

frequently leads to unnecessary target speech distortion. Consequently, the proposed

method preserves excellent intelligibility (STOI = 0:840).

Conversely, the BLCMV forces deeper spatial nulls regardless of the input SNR, re-

sulting in a higher numerical �SNR (+14:23 dB) but causing noticeable degradation to

the speech quality, pulling its STOI down to 0:783. This scenario proves that prioritizing

raw mathematical suppression over adaptive spectral �ltering can be detrimental to the

end user's listening experience.

4.5.3 Scenario S3: Di�use Field Performance

Scenario S3 pushes the 2-microphone array to its physical limits. It represents a highly

reverberant environment (T60 = 0:6 s) populated by four distinct interferers, resulting in

a severely degraded input signal (SNRin = 3:75 dB, SIRin = �5:70 dB).

In these extreme conditions, the spatial signatures of the sound sources are heavily

smeared by multipath room re
ections. Table 4.3 reveals a sharp drop in the WNG across

all spatially constrained methods (falling to approximately 0:30 dB for the proposed

method). This drop indicates that the 2-microphone array lacks the physical degrees of

freedom to spatially cancel the di�use interference, forcing it to synthesize exceptionally

large, opposing weights that increase sensitivity to uncorrelated sensor noise.

However, it is precisely under these chaotic conditions that the proposed framework

excels. Recognizing the failure of pure spatial nulling, the algorithm transitions its re-
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Table 4.3: Performance metrics for Scenario S3 (Four Interferers, Di�use Noise,
T60 = 0:6 s).

Method SNR in SNR out �SNR SIR in SIR out �SIR WNG STOI

BMWF 3:75 20:37 16:62 �5:70 12:19 17:89 0:14 0:876
BMWF-IR 3:75 19:54 15:78 �5:70 11:49 17:19 0:30 0:878
PROPOSED (ROI) 3:75 19:46 15:71 �5:70 11:46 17:16 0:30 0:878
BLCMV 3:75 24:85 21:07 �5:70 27:30 33:01 0:10 0:768
BMVDR 3:75 12:26 8:50 �5:70 7:49 13:19 0:94 0:873

liance to the spectral Wiener post-�lter. This adaptive transition successfully bypasses

the spatial limitations of the array, pulling the �SNR up by +15:71 dB and achieving peak

speech intelligibility on par with the BMWF-IR baseline (STOI = 0:878). This con�rms

that spectral post-�ltering is an absolute necessity for robust hearing aid performance in

highly reverberant environments.

4.5.4 Preservation of Binaural Spatial Cues

For binaural hearing aids, the ability to preserve the spatial impression of the acoustic

scene is essential for user localization and safety. The preservation of the target source

was evaluated using Interaural Time Di�erence (ITD), Interaural Level Di�erence (ILD),

and Interaural Coherence (IC) errors.

The data in Table 4.4 provides the strongest validation for the inclusion of the Region-

of-Interest (ROI) regularisation. In Scenario S2, the standard BMWF exhibits an ILD

error of 1:68 dB. By introducing the spatial ROI regularisation, the proposed method

physically bounds the allowable spatial distortion in the look direction, successfully drop-

ping the ILD error to a near-perfect 0:12 dB. This con�rms that the ROI constraint

fundamentally protects the natural amplitude di�erences between the left and right ears.

Furthermore, Table 4.4 highlights a catastrophic 
aw in purely spatial beamforming.

Across the scenarios, the BLCMV generates massive ITD errors ranging from 500:00 �s

to 625:00 �s. Because human auditory perception relies on microsecond-level timing

di�erences, errors of this magnitude cause the target source to sound spatially shifted or

disorienting to the listener. In contrast, the proposed method keeps ITD errors perfectly

bounded at 0:00 �s in S1 and S3 (and 250:00 �s in S2), proving that its real-valued spectral

gains successfully clean the signal without distorting the critical phase and timing of the

target speech.

Finally, the Interaural Coherence (IC) error results illustrate a known and deliberate

architectural trade-o� associated with spectral post-�ltering. In Scenarios S1 and S2, the

Wiener-based algorithms (including the proposed method) exhibit slightly elevated IC
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Table 4.4: Binaural cue preservation errors for the target speech component across all
reverberant scenarios.

Scenario Method ITD Error (�s) ILD Error (dB) IC Error

S1 (T60 = 0:2 s)

BMWF 0:00 1:65 0:175
BMWF-IR 0:00 1:64 0:168
PROPOSED (ROI) 0:00 1:64 0:170
BLCMV 500:00 1:33 0:150
BMVDR 0:00 1:78 0:022

S2 (T60 = 0:5 s)

BMWF 250:00 1:68 0:237
BMWF-IR 250:00 1:10 0:222
PROPOSED (ROI) 250:00 0:12 0:222
BLCMV 625:00 1:18 0:038
BMVDR 0:00 1:24 0:020

S3 (T60 = 0:6 s)

BMWF 0:00 2:19 0:114
BMWF-IR 0:00 2:13 0:114
PROPOSED (ROI) 0:00 2:12 0:114
BLCMV 500:00 0:93 0:128
BMVDR 0:00 1:49 0:115

errors (approximately 0:17 to 0:22) compared to the purely spatial BMVDR (approxi-

mately 0:02). This occurs because the application of a common, real-valued spectral gain

to both channels inherently forces the output signals to become highly correlated. While

this slightly alters the perceived spatial "width" or envelopment of the sound source, it is

a mathematically necessary compromise; applying a common gain is precisely the mecha-

nism that protects the much more critical ITD and ILD localizational cues from asymmet-

ric distortion. Furthermore, in the extreme di�use conditions of Scenario S3, the IC errors

of all methods converge to a similar baseline (ranging from 0:114 to 0:128), demonstrat-

ing that under severe acoustic stress, the proposed algorithm's coherence preservation is

on par with traditional spatial beamformers while vastly outperforming them in signal

intelligibility.

4.5.5 Discussion

Across all scenarios, the proposed beamformer consistently balances noise reduction, in-

terference suppression and stability. It produces SIR gains comparable to or exceeding

those of the MVDR and BLCMV while maintaining a white-noise gain comfortably above

the 3 dB stability threshold. The use of ROI constraints 
atten the main lobe, sacri�cing

some peak SNR gain in exchange for improved robustness to steering mismatches|an

aspect explored in detail in the next chapter.
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4.6 Summary

This chapter established the baseline performance of the proposed ROI-enhanced BMWF{

IR relative to established binaural beamforming methods under controlled synthetic

acoustic scenarios. Across the evaluated conditions, the proposed framework demon-

strated competitive signal enhancement and speech intelligibility while maintaining prac-

tically acceptable binaural cue preservation. The results also showed that the relative

strengths of the compared methods depend on scene complexity, reverberation, and avail-

able spatial degrees of freedom, with Wiener-based formulations o�ering a favourable

balance between enhancement and target �delity.

By subjecting the array to its physical limits, these acoustic stress tests revealed a

persistent weakness in traditional methods, since algorithms optimized for idealized and

static environments often degrade markedly under real-world variability. This funda-

mental vulnerability of rigid, geometry-dependent beamformers motivates the transition

toward evaluating complex, real-world-inspired datasets, such as the SPEAR Challenge.

For modern hearing-aid technology to be e�ective in practice, the underlying algorithm

must remain reliable under real-world acoustic mismatch. The initial results presented

here provide a controlled baseline for the proposed model and set the stage for the real-

world mismatch evaluations in the following chapter.

However, these �ndings provide only baseline results under ideal steering assumptions

rather than evidence of practical robustness. The controlled scenarios are useful for

benchmarking signal-enhancement behaviour, but they do not capture the geometric

uncertainty that arises in realistic wearable use. For that reason, the next chapter extends

the analysis to steering-vector mismatch, parameter sensitivity, and real conversational

recordings in order to determine whether the advantages observed here remain stable

under practical operating conditions.
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Chapter 5

Robustness Analysis and Validation

The baseline results of Chapter 4 are obtained under idealised conditions with per-

fect steering information. In practical applications, however, hearing-aid users con-

stantly move their heads and may attend to new talkers. Even small head turns or

direction-of-arrival (DOA) estimation errors can cause steering-vector mismatch, lead-

ing to catastrophic beamformer failures if not properly handled. This chapter examines

the robustness of the evaluated beamformers to such mismatches and demonstrate the

performance of the proposed Binaural Wiener Beamformer with ROI-Based Interference

Rejection on real conversational data from the SPEAR Challenge. The analysis encom-

passes both quantitative and qualitative evidence and connects the empirical �ndings

to theoretical expectations. Following this introduction, the remainder of the chapter

is organised as follows. Section 5.1 introduces the steering-vector mismatch challenge

encountered in dynamic hearing-aid scenarios. Section 5.2 then formulates the mismatch

problem in the STFT domain, while Section 5.3 presents the proposed ROI covariance in-

terpolation mechanism together with the diagonal-loading regularisation used to stabilise

the beamformer solution.

Section 5.4 provides a comprehensive quantitative performance analysis. This encom-

passes an array gain degradation analysis under steering mismatch (Section 5.4.1), sensi-

tivity testing for the interpolation factor � (Section 5.4.2), diagonal loading (�) sensitivity

testing (Section 5.4.3), a batch distributional analysis (Section 5.4.4), and an assessment

of realistic head movements through a jitter-based robustness test (Section 5.4.5).

Section 5.5 complements the objective results with spectrographic inspection and

informal auditory observations, and Section 5.6 relates the empirical �ndings to the un-

derlying theoretical robustness characteristics of the ROI-based formulation. Finally,

Sections 5.7 summarizes the main implications for practical binaural hearing-aid beam-

forming.
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5.1 Steering Vector Mismatch Challenge

In a dynamic acoustic scene, the geometry of the microphone array relative to the sources

can change abruptly. When a beamformer blindly trusts an outdated steering vector, the

desired signal can be treated as interference, resulting in severe distortion or even total

cancellation. This vulnerability is highlighted by the SPEAR Challenge dataset, where

session \M00" deliberately introduces a large mismatch by misaligning the steering vector

by �95 � relative to the true target direction, thereby creating a stringent stress test for

beamformer robustness. Rather than asking only whether a method performs well when

steering is correct, the present chapter asks whether it fails gracefully when steering

information is wrong.

The remainder of this chapter evaluates how severely such mismatch a�ects conven-

tional beamformers and whether the proposed ROI-enhanced framework can mitigate this

vulnerability. To make that analysis precise, the next section formulates steering mis-

match explicitly in the STFT domain and de�nes the stress-test conditions used through-

out the chapter.

5.2 Steering Vector Mismatch Formulation

To evaluate the impact of spatial uncertainty,the multichannel observation is repre-

sented in the STFT domain so that steering errors can be introduced directly into the

beamformer design while keeping the underlying target signal unchanged. Let the M-

microphone observation vector at frequency bin k and time frame l be written as

y(k; l) = x(k; l) + u(k; l) (5.1)

where u(k; l) contains all directional interference and di�use noise. The desired speech

component, x(k; l), is de�ned as

x(k; l) = a(k; � 0)S(k; l) (5.2)

Here, S(k; l) 2 C is the clean target speech and a(k; �0) 2 C M�1 is the steering vector

for the true direction of arrival (DOA), � 0.

In practice, however, the beamformer may be designed using an assumed direction

�̂ 6= �0. This mismatch can arise from head motion, tracking delay, or direction-of-arrival

estimation error, and it is precisely this discrepancy that causes conventional point-steered

methods to become fragile. In the present chapter, robustness is examined by computing

the beamformer weights from a deliberately mismatched assumed look direction,�̂, while

the target itself remains at the true angle, �0. This formulation separates the physical

acoustic scene from the beamformer's geometric assumption and therefore provides a
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controlled way to quantify steering sensitivity. Expressing the problem in this way makes

the limitations of rigid geometric constraints easier to see, since a large mismatch between

a(k; �̂) and the true steering vector a(k; �0) can cause the beamformer to attenuate the

very target it is supposed to preserve. This severe target cancellation motivates the

need for a spatial formulation that incorporates directional uncertainty directly into the

covariance structure, which is the purpose of the ROI interpolation mechanism introduced

next.

5.3 ROI Covariance Interpolation Mechanism

The proposed beamformer addresses steering mismatches, and the hybrid covariance ma-

trix is de�ned as

R hyb = (1 � �) bR y + �R 
 (5.3)

where bR y denotes the empirical covariance estimate obtained from the observed multi-

channel mixture, and R
 denotes the ROI-prior covariance. Under this de�nition, the

interpolation factor � 2 [0; 1] controls the contribution of the geometric ROI prior. In

the present study, � = 0:05 was selected as the default operating point, corresponding to

95% empirical covariance weighting and 5% ROI-prior weighting.

After hybrid covariance formation, spatial projection and mild diagonal loading are

applied according to

Rin = P H RhybP + �I (5.4)

where I is the M � M identity matrix, and � is a regularization factor introduced to

improve numerical conditioning and prevent excessive weight growth during matrix in-

version. Crucially, P 2 CM�M is an orthogonal projection matrix designed to enforce

a strict spatial null toward a known directional interferer. Let uint denote the steering

vector of the interference source. The projection matrix is computed as

P = I �
uint uH

int

uH
int uint

(5.5)

By applying this projection to the hybrid covariance matrix, the beamformer explicitly

suppresses energy arriving from the interference direction before calculating the �nal

beamforming weights.

5.4 Quantitative Performance Analysis

To rigorously evaluate the proposed ROI-enhanced BMWF-IR framework, this section

presents a comprehensive quantitative performance analysis structured across three pro-

gressive testing phases.
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The �rst phase focuses on algorithmic tuning and parameter sensitivity. It exhibits

the impact of steering mismatch on array gain, systematically optimising the covariance

interpolation factor (�) and the diagonal loading parameter (�) to establish a mathemat-

ically stable operating regime.

The second phase applies these optimised parameters to a batch distribution analysis.

To simulate a worst-case tracking failure, the fully tuned beamformer is subjected to a

catastrophic �95 � steering mismatch across 13 valid SPEAR Challenge sessions. Perfor-

mance is evaluated in terms of both target speech recovery and preservation of natural

spatial cues, using STOI and output SNR for the former and ITD and ILD errors for the

latter.

Finally, the third phase evaluates the algorithm in a more dynamic conversational

setting. A continuous \Jitter Sweep" of �20 � is used to represent natural, moderate

head movements and to examine whether the beamformer can maintain perceptual quality

and intelligibility without the unstable signal distortions commonly seen with standard

geometric constraints.[37]

5.4.1 Array Gain Sensitivity Analysis

This analysis tracks the loss of target signal power as the user's head deviates from the

assumed 0� look direction and examines how rapidly target preservation degrades as the

assumed look direction deviates from the true source direction. Because array gain di-

rectly re
ects the extent to which the desired signal remains within the e�ective passband

of the beamformer, it provides a compact �rst view of steering-mismatch robustness. The

comparison is therefore intended to establish whether the proposed ROI-enhanced formu-

lation widens the useful operating region relative to conventional point-steered designs.

The standard MVDR beamformer exhibits pronounced sensitivity to steering errors

as the mismatch increases. At a 16� mismatch, the MVDR gain drops to �3:39 dB,

crossing the critical half-power (�3 dB) breakdown threshold. This rapid degradation

implies that natural, moderate head movements may lead to noticeable level 
uctuations

at the hearing-aid output.

In contrast, the proposed beamformer maintains a substantially more stable response.

These results validate that the Region-of-Interest constraint provides a spatial bu�er,

ensuring consistent enhancement and mitigating target cancellation under realistic head-

motion conditions.
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Table 5.1: Sensitivity analysis of normalised target gain under steering mismatch.

Mismatch (deg) MVDR Gain (dB) ROI Gain (dB) ROI Advantage (dB)

0 0.00 0.00 +0.00

4 -0.26 -0.05 +0.21

8 -1.00 -0.20 +0.79

12 -2.08 -0.45 +1.63

16 -3.39 -0.78 +2.61

20 -4.78 -1.17 +3.62

Figure 5.1: Robustness analysis showing the sensitivity of array gain to steering
mismatch. The Minimum Variance Distortionless Response (MVDR) beamformer

exhibits a narrow sensitivity window, whereas the proposed Binaural Wiener
Beamformer with ROI-Based Interference Rejection maintains a high gain across a

broader spatial sector. The dashed line indicates the �3 dB breakdown point.

Figure 5.1 illustrates these results graphically. The narrow response of the standard

MVDR contrasts sharply with the wide plateau of the proposed beamformer, highlights

the bene�t of the ROI constraint in widening the e�ective beam. To contextualise the

practical signi�cance of these results, the \ROI Advantage" metric explicitly quanti�es

the signal power rescued by the proposed framework. In acoustics, a 3 dB reduction
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corresponds to a halving of signal power. As demonstrated in Table 5.1, if a user naturally

turns their head by 20� , the standard MVDR algorithm aggressively suppresses the target

speech by �4:78 dB, e�ectively cutting the perceived volume by more than half. By

integrating the geometric ROI prior, the proposed method recovers +3:62 dB of that

lost acoustic energy. In real-world terms, this mathematical advantage ensures that the

hearing-aid wearer experiences a stable, continuous conversation without su�ering jarring,

unnatural drops in target volume during normal head movements.

5.4.2 Sensitivity to the Interpolation Factor

Table 5.2 presents a multi-metric parameter sensitivity analysis for the interpolation

factor �, which controls the balance between the empirical data and the geometric region-

of-interest (ROI) prior. Evaluating raw output SNR in isolation presents a misleading

narrative, as SNR and speech intelligibility (STOI) remain remarkably 
at across a wide

operational range (� 2 [0:01; 0:99]).

Given that SNR and STOI do not exhibit signi�cant variance across intermediate

values of �, the primary criterion for parameter selection shifts to algorithmic stability,

quanti�ed by the White Noise Gain (WNG). As the beamformer leans more heavily on

the geometric prior (� � 0:50), the WNG rapidly degrades, plummeting from a stable

-1.84 dB down to a highly fragile -18.69 dB at � = 1:00. This indicates that over-reliance

on the spatial prior makes the array excessively vulnerable to uncorrelated sensor noise.

Furthermore, pushing the interpolation factor beyond unity (� = 1:05) breaks the positive

semi-de�niteness of the covariance matrix, resulting in immediate algorithmic collapse

and a catastrophic drop in STOI to 0.463.

Consequently, the parameter choice must jointly optimize these competing priorities.

The value � = 0:05 is found to be the optimal operating point. At this value, the beam-

former preserves a predominantly data-driven covariance estimate to maintain robust

WNG (-1.84 dB), while introducing just enough ROI regularisation to prevent spatial

collapse under steering mismatch.

The fundamental mechanism driving this stability is the mathematical balance be-

tween the theoretical spatial map and the live acoustic environment. As de�ned in the

hybrid covariance formulation (Equation 5.3), the parameter � acts as the geometric

weighting factor, while (1 � �) dictates the reliance on the empirical, data-driven covari-

ance (bR y). When � is large (� � 0:50), the beamformer becomes overly dependent on

the rigid geometric prior, e�ectively ignoring the live acoustic data. This mathematical

stubbornness forces the array to synthesize extreme �lter weights to satisfy the theo-

retical geometry, which immediately ampli�es sensor noise and causes the White Noise

Gain (WNG) to collapse to �18:69 dB at � = 1:00. Conversely, setting a low interpola-

tion factor (� = 0:05) drastically reduces this geometric dependence, placing 95% of the
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Table 5.2: Parameter sensitivity analysis showing the impact of the interpolation factor
(�) on Output SNR, Speech Intelligibility (STOI), and White Noise Gain (WNG). A

value of � = 0:05 optimally balances these metrics.

Interpolation Factor (�) Output SNR (dB) Intelligibility (STOI) Stability (WNG in dB)

0.01 0.14 0.809 -1.29
0.03 0.14 0.809 -1.58
0.05 0.14 0.810 -1.84
0.50 0.15 0.811 -7.29
0.95 0.14 0.812 -16.47
0.96 0.13 0.812 -16.90
0.99 0.13 0.811 -18.36
1.00 0.14 0.795 -18.69
1.05 0.00 0.463 -17.29

mathematical weight on the empirical data. By prioritizing the live acoustic statistics,

the algorithm naturally adapts to the true listening environment, maintaining a highly

robust WNG (�1:84 dB) while retaining just enough geometric in
uence to prevent the

target speech from being misclassi�ed as noise.

Overall, the interpolation analysis indicates that the performance of the proposed

beamformer depends on a meaningful but manageable trade-o� between data �delity

and geometric robustness. Very small values provide limited protection against mismatch,

whereas excessive weighting of the ROI prior reduces adaptability to the observed acous-

tic scene. The selected intermediate value therefore represents a practical compromise,

supporting stable intelligibility and robustness without unduly sacri�cing enhancement

performance.

5.4.3 Diagonal Loading (�) Sensitivity Testing

To ensure numerical stability during the covariance matrix inversion, a diagonal loading

parameter � was applied to the projected hybrid covariance matrix (as de�ned in Equation

5.4). An ablation study logarithmically sweeping � from 10�6 to 10�1 reveals a profound,

bipartite operational behaviour, as illustrated by the dual-axis representation in Figure

5.2.

In the optimal operating regime (� 2 [10�6 ; 10�3 ]), the loading factor acts as a benev-

olent numerical stabilizer. Because the orthogonal projection matrix strictly removes the

interference subspace, the resulting matrix is inherently rank-de�cient. A microscopic

� gently conditions this matrix for inversion without distorting the underlying spatial

acoustics or the physical audio data. Within this stable regime, the beamformer main-

tains high speech intelligibility, with STOI staying close to 0.810, while also retaining

steady robustness to sensor noise, as re
ected by WNG values from �1:84 to �1:45 dB.

Conversely, exceeding this threshold (� > 10�3 ) triggers a catastrophic algorithmic
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collapse. Increasing � too aggressively injects a massive arti�cial noise 
oor into the

equations, which overwhelms the true spatial eigenvalues of the acoustic scene. Because

the beamformer is mathematically obligated to maintain the target response and enforce

deep interference nulls, it attempts to force these rigid spatial rules through the in
ated

noise 
oor. To achieve this, the solver synthesizes excessively large �lter weights. This

explosion in weight magnitude mathematically shatters the algorithm's stability|driving

the WNG down to a severe �9:10 dB|and drastically distorts the target speaker's voice,

causing STOI to plummet to 0:768.

Table 5.3: Parameter sensitivity analysis showing the impact of the diagonal loading
factor (�) on Output SNR, Speech Intelligibility (STOI), and White Noise Gain

(WNG). A mild loading factor of � = 10 �6 optimally conditions the matrix without
triggering the algorithmic breakdown seen at higher values.

Diagonal Loading Output SNR Intelligibility Stability
(�) (dB) (STOI) (WNG in dB)

10�6 0.14 0.810 -1.84
10�5 0.14 0.810 -1.72
10�4 0.14 0.811 -1.55
10�3 0.14 0.812 -1.45
10�2 0.20 0.800 -2.80
10�1 0.30 0.768 -9.10
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Figure 5.2: Parameter sensitivity analysis showing the impact of the diagonal loading
factor (�) on signal enhancement and algorithmic stability. A dual-axis representation

illustrates the stable operational regime at low � values, and the catastrophic collapse of
both WNG and STOI when the matrix becomes over-regularized (� > 10�3 ).

Consequently, a minimal loading factor of � = 10�6 was selected for all subse-

quent evaluations. This speci�c operating point guarantees robust matrix inversion

while completely avoiding the spatial and perceptual degradation associated with over-

regularization. These �ndings justify the use of conservative regularization and reinforce

the need to tune robustness parameters in a way that preserves both stability and useful

speech enhancement. With the tuning regime established, the analysis next turns to

reliability across real conversational sessions.

5.4.4 Batch Distribution Analysis

To comprehensively assess the reliability of the algorithms across varying acoustic scenes,

an automated batch evaluation was conducted across 13 valid SPEAR Challenge ses-

sions.[38] The beamformers were subjected to a severe �95� steering vector mismatch to

simulate a catastrophic tracking failure.

In the context of hearing-aid signal processing, analyzing both the central tendencies

(means) and the distributional spreads (variance) is critical. A high average score is
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insu�cient if the inter-session variance is highly erratic, as such instability manifests as

perceptually jarring 
uctuations for the wearer. Therefore, performance is quanti�ed

using both session-averaged means (Table 5.4) and distributional box plots (Figures 5.3

to 5.6).

Table 5.4: Session-averaged performance metrics derived from the batch evaluation
under a severe �95� steering mismatch (N = 13 valid SPEAR Challenge sessions).

Method Mean SNR Mean Mean ILD Mean ITD
(dB) STOI error (dB) error (�s)

MVDR -0.005 0.688 2.168 216.3
BMWF 0.129 0.707 1.114 158.7
PROPOSED 0.044 0.714 3.495 211.5

Speech Recovery (Intelligibility and Signal Power)

This initial domain evaluates the clarity and signal power of the target speech under

catastrophic tracking failure. The standard MVDR beamformer exhibits poor and highly

variable intelligibility (mean STOI = 0.688), characterized by an interquartile range with

severe low-end outliers (Figure 5.3). This visually con�rms that when the standard

geometric method is subjected to a tracking error, it aggressively distorts the speech.

Conversely, while the unconstrained BMWF method yields a higher median, its mean is

dragged down to 0.707 by volatile lower-bound outliers. Surpassing both baselines, the

proposed ROI-BMWF-IR method achieves the highest mean STOI (0.714) and features

a highly compact statistical spread. This proves that the proposed algorithm provides

not just high clarity, but reliable clarity across all tested sessions.
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Figure 5.3: Distribution of STOI across sessions under �95� steering mismatch.

The spatial fragility of the baseline is further exposed in the Output SNR distributions

(Figure 5.4). The MVDR performance distribution collapses completely, 
attening at a

mean of -0.005 dB. This is the mathematical signature of spatial cancellation; because

the steering vector is fundamentally wrong, MVDR actively crushes the target volume.

Meanwhile, the unconstrained BMWF achieves the highest mean SNR (0.129 dB), but its

box plot reveals a massive interquartile spread, indicating highly erratic noise reduction.

The proposed method successfully circumvents this volatility by maintaining a strictly

positive, compact distribution (mean 0.044 dB). It deliberately trades away a fraction of

raw, averaged SNR to maintain a tightly bounded, reliable positive gain, demonstrating

exactly how a robust hybrid beamformer should behave.
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