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Abstract

Developing robust predictive models for high-dimensional radiomic data remains a sig-
nificant engineering challenge, particularly in regimes characterized by extreme data
scarcity and severe class imbalance. This thesis investigates the efficacy of a multi-
modal fusion framework designed to integrate heterogeneous data streams, specifically
volumetric interim PET/CT radiomics and tabular clinical priors, to predict long-term
outcomes.

The proposed framework employs a rigorous signal processing pipeline. First, raw
imaging in patients with Hodgkin Lymphoma data undergoes spatial normalization and
intensity quantization to ensure feature robustness. To address the variable number
of lesions per subject, we implement a volume-weighted embedding strategy, mapping
variable-length lesion feature sets into fixed-length patient vectors. We instantiate this
framework on the AHODO0831 dataset (N = 137) to predict 5-year Event-Free Survival
(EFS) in pediatric Hodgkin Lymphoma. This domain serves as a stringent test-bed
due to the high dimensionality of the feature space relative to the sample size and a
significant class imbalance (19.7% event rate).

To isolate the predictive utility of metabolic versus morphological signals, we con-
ducted a systematic ablation study across seven feature configurations. The learning
architecture utilized a Nested Cross-Validation (NCV) scheme to prevent data leak-
age, employing Recursive Feature Elimination (RFE) for dimensionality reduction and
optimizing non-linear classifiers (SVM, XGBoost).

Experimental results demonstrate that a fusion of CT-derived texture descriptors
(specifically NGTDM) and clinical variables, trained on a Support Vector Machine
with an RBF kernel, yielded the highest generalization performance. This configura-
tion achieved a balanced accuracy of 0.781 4+ 0.096 after Youden index optimization,
significantly outperforming metabolic-only baselines. These findings suggest that mor-
phological texture features provide orthogonal information to standard metabolic met-
rics. Furthermore, this study validates that rigorous feature selection and early fusion
strategies can yield stable, explainable predictive models even under the constraints of

small, imbalanced medical datasets.






Chapter 1

Introduction

Motivation and Problem Statement

The application of machine learning to medical imaging is frequently constrained by
the fundamental challenge of “data scarcity,” where high-dimensional feature spaces
vastly outscale the available sample sizes (p > n). While deep learning architectures
have revolutionized computer vision in data-rich domains, their utility in clinical set-
tings is often limited by the risk of overfitting and poor generalization when trained
on small, imbalanced cohorts. Furthermore, existing models typically focus on a single
modality (e.g., CT, PET, or clinical data), neglecting the synergy of combined sources.
Consequently, there is a critical need to develop robust feature-engineering frameworks,
specifically Radiomics, that can extract quantitative, physically interpretable biomark-
ers from medical imagery and integrate them with structured clinical priors to max-
imize predictive power in low-data regimes. This thesis addresses these engineering
constraints by developing a multimodal fusion framework designed to robustly predict

long-term outcomes despite severe class imbalance and limited training examples.

Hodgkin Lymphoma as a Validation Environment

To validate such a framework, Hodgkin Lymphoma (HL) serves as a rigorous test-
ing ground. While highly treatable, a subset of high-risk patienlts experiences re-
lapse, necessitating precise early stratification. From a signal processing perspective,
this pathology presents a complex scenario: the inputs are multimodal, consisting of
both metabolic (PET) and morphological (CT) imaging data, alongside tabular clini-
cal covariates. Furthermore, the signal-to-noise ratio in interim scans, performed mid-
treatment, is inherently low, as residual lesions are often small and morphologically
ambiguous due to treatment-induced inflammation or necrosis. These factors make HL
an ideal test-bed for evaluating whether algorithmic fusion strategies can extract stable

prognostic signals where standard visual assessment fails.



Technical Challenges and Interpretability

Developing reliable predictive models in this domain requires solving a multi-objective
optimization problem: maximizing generalization accuracy while satisfying the strict
constraint of model interpretability. “Black-box” estimators, while potentially powerful,
are prone to learning spurious correlations or scanner-specific artifacts rather than
biological signals, a critical failure point in small-cohort radiomics. This challenge is
compounded by class imbalance, where the scarcity of adverse events biases standard
objective functions toward the majority class. Therefore, this research prioritizes not
only the development of a predictive pipeline but also the integration of interpretability
mechanisms, specifically SHAP (SHapley Additive exPlanations), to audit the decision
logic and ensure that predictions are driven by robust texture descriptors rather than

noise.

Research Objective and Proposed Framework

This study investigates a multimodal fusion framework capable of integrating hetero-
geneous data streams, volumetric interim PET/CT radiomics and clinical priors, to
predict five-year Event-Free Survival (EFS). We hypothesize that morphological tex-
ture features derived from CT encode signal variance that is orthogonal to standard
metabolic intensity metrics, thereby enabling the construction of a more robust deci-
sion boundary. Using the AHODO0831 dataset as a specific instantiation, we implement
a rigorous machine learning pipeline utilizing signal conditioning, volume-weighted em-
bedding, and Nested Cross-Validation (NCV) to minimize data leakage. The results
demonstrate that regularized classical classifiers, when trained on fused morphologi-
cal and clinical features, can yield stable and explainable predictive models, offering
a viable engineering solution for prognostic modeling in resource-constrained medical

datasets.



Chapter 2

Background

2.1 Related Work

2.1.1 Radiomics and Prognostication in Hodgkin Lymphoma

Radiomics in FDG PET /CT: Radiomics refers to the high-throughput extraction of
quantitative imaging features (shape, intensity, texture, etc.) from medical images to
uncover patterns related to tumor phenotype and outcomes [29]. In FDG PET/CT for
lymphoma, radiomic features can capture intra-tumoral heterogeneity in metabolism
and morphology, potentially reflecting biological factors like cellularity, necrosis, and
proliferative activity [29]. This has motivated numerous studies to investigate radiomics
as prognostic biomarkers in lymphomas, including Hodgkin lymphoma (HL). While
conventional PET metrics such as metabolic tumor volume (MTV) and total lesion
glycolysis (TLG) are established predictors of outcome in HL, they capture only bulk
tumor burden and avidity. Radiomic features offer a more granular characterization of
tumor spatial heterogeneity, which may improve risk stratification beyond what tradi-
tional metrics and clinical indices (e.g. International Prognostic Score, IPS) provide.

Baseline and Interim PET in HL: Baseline FDG PET/CT (at diagnosis) is critical
for HL. staging and risk assessment. Five-year survival in HL correlates strongly with
stage [41], and baseline PET metrics (e.g. MTV) have prognostic value [8]. Interim
PET/CT (after 2—4 cycles of chemotherapy) is routinely used to assess early treatment
response in HL; the Deauville 5-point score (DS) on interim PET is a well-validated
predictor of progression-free survival (PFS) [25]. Patients achieving DS 1-3 (complete
metabolic response) have very high event-free survival rates, whereas DS 4-5 (residual

uptake) indicates elevated relapse risk.

2.1.2 Baseline PET/CT Radiomic Features as Outcome Predictors

Studies using baseline (pre-treatment) FDG PET/CT radiomics have demonstrated
promising prognostic utility in Hodgkin lymphoma (HL), frequently outperforming or

complementing conventional PET metrics.



Tumor heterogeneity and spatial metrics: Lue et al. [21] identified that baseline
textural features, such as gray-level zone-length matrix emphasis and maximal lesion
diameter, were independently predictive of 2-year progression-free survival (PFS), es-
tablishing a three-tier risk model (2-year PFS: 100%, 65%, and 33%) that outperformed
metabolic tumor volume (MTYV). They also showed that intensity non-uniformity mat-
tered more than MTV in multivariate analysis.

Lesion-based radiomic modeling: Another study [41] focused on extracting ra-
diomic features from the largest and most FDG-avid lesions, using IBSI-compliant
extraction and harmonization. They designed logistic models predicting interim PET
response and 24-month PFS, achieving a cross-validation AUC 0.74. Interestingly,
features from the hottest lesion were most informative for PFS prediction.
Comprehensive baseline radiomics study: In the most comprehensive baseline
radiomics study to date, Frood et al. [15] analyzed PET/CT scans of 289 classical
HL patients. They compared two segmentation thresholds, fixed SUV = 4.0 and 1.5x
mean liver SUV, and found that the latter yielded more robust features. Using PyRa-
diomics with ComBat harmonization, they trained multiple ML models and found that
a ridge regression model achieved training AUC = 0.82, validation AUC = 0.79, and
test AUC' =~ 0.81. Importantly, this radiomic model’s performance was statistically

comparable to a simpler model using MTV plus clinical variables.

2.1.3 Interim PET Radiomics and Early Response Assessment

Radiomics on Interim Scans: Fewer studies have directly applied radiomics to the
interim PET images themselves, but the approach is gaining interest. One reason is
that a positive interim PET can be heterogeneous — some lesions may respond while
others remain active. Quantifying texture on the interim scan could differentiate a
narrowly positive PET (e.g. slight residual uptake) from a highly positive one with ag-
gressive features. Early exploratory work indicates that interim PET radiomic features
(like entropy of residual uptake) might further stratify DS4-5 patients. For instance,
one report [44] suggested that the reduction in certain texture features from baseline to
interim was predictive of ultimate outcomes in lymphoma. Additionally, an innovative
study by Jensen et al. [19] took an alternative angle: they used CT radiomics dur-
ing interim assessments to predict PET positivity when PET was unavailable. They
found that a simple CT intensity statistic (median Hounsfield unit of the lesion) could
distinguish Deauville 4+ vs 4— lesions with high sensitivity (~ 85 — 91%), acting as a
surrogate marker for residual metabolic activity. This underscores the broader point

that radiomic features (even from CT) can correlate with metabolic response.



2.2 Preliminaries

2.2.1 Hodgkin lymphoma

Hodgkin lymphoma (HL) is a rare but highly treatable form of cancer originating in
the lymphatic system, characterized by the presence of Reed—Sternberg cells, large,
abnormal lymphocytes that are typically derived from B lymphocytes. HL primarily
affects adolescents and young adults, with a second peak occurring in older adults
[3]. The disease often presents with painless swelling of lymph nodes, particularly
in the neck, armpits, or groin, and may be accompanied by systemic symptoms such
as fever, night sweats, unexplained and weight loss. Diagnosis is confirmed through
histopathological examination of a lymph node biopsy [17].

Treatment modalities include chemotherapy, radiation therapy, and, in certain cases,
stem cell transplantation. The prognosis is generally favorable, with a high cure rate,

especially when the disease is diagnosed at an early stage.

Positron Emission Tomography combined with Computed Tomography (PET/CT)
has become a cornerstone in the management of HL, providing both functional and
anatomical imaging. The most commonly used radiotracer is fluorodeoxyglucose (FDG),
which is preferentially taken up by metabolically active cells, such as cancer cells.
FDG-PET/CT is the preferred imaging modality for initial staging of HL. It offers
superior sensitivity compared to conventional CT scans, allowing for the detection of
both nodal and extranodal involvement, including bone marrow and spleen. This com-
prehensive assessment aids in determining the extent of disease and guides treatment
planning. In many cases, PET/CT can replace the need for separate CT and bone
marrow biopsy, streamlining the diagnostic process [26].

Interim PET/CT scans, typically performed after 2-4 cycles of chemotherapy, serve
as a prognostic tool to assess early treatment response [1]. The Deauville five-point
scale is commonly used to interpret these scans, where scores of 1-3 indicate a com-
plete metabolic response (CMR), and scores of 4-5 suggest a non-complete metabolic
response (nCMR) [2]. Patients with a CMR on interim PET/CT have a significantly
better prognosis, with higher rates of event-free survival and overall survival. Con-
versely, those with nCMR may require treatment intensification or alternative thera-
peutic strategies.

At the conclusion of therapy, PET/CT is employed to evaluate the final treatment
response. A negative post-treatment PET/CT scan is associated with a low risk of
relapse, while a positive scan may indicate residual disease, necessitating further inter-
vention. This assessment is crucial for determining the need for additional treatments,

such as radiation therapy or stem cell transplantation.



2.2.2 Computed Tomography

Computed Tomography (CT) is a medical imaging technique that combines X-ray tech-
nology with computer processing to produce detailed cross-sectional images of the body.
During a CT scan, a narrow beam of X-rays is rapidly rotated around the patient, cap-
turing multiple images from various angles. These images are then reconstructed by a
computer to create tomographic slices, allowing for a comprehensive view of internal
structures. CT scans are particularly valuable for visualizing soft tissues, bones, and
blood vessels, providing more detailed information than conventional X-rays. They are
widely used in diagnosing conditions such as cancers, cardiovascular diseases, and trau-
matic injuries, as well as in planning and monitoring treatment strategies. While CT
scans involve exposure to ionizing radiation, the diagnostic benefits often outweigh the
risks, and advancements in technology continue to enhance image quality and reduce

radiation doses.

2.2.3 Positron Emission Tomography

Positron Emission Tomography (PET) is a non-invasive imaging technique that pro-
vides functional and metabolic information about tissues and organs. Unlike structural
imaging methods such as CT or MRI, PET detects the biochemical activity within the
body by utilizing radioactive tracers, which are substances labeled with a positron-
emitting radionuclide. These tracers are typically injected into the bloodstream and
accumulate in areas with high metabolic activity, such as tumors, inflammation, or
regions of the brain involved in neurological disorders. As the tracer decays, it emits
positrons that interact with electrons, producing gamma rays detected by the PET
scanner to create detailed images. One of the most commonly used tracers is flu-
orodeoxyglucose (FDG), a glucose analog that highlights areas of increased glucose
metabolism, often indicative of cancerous growths. PET scans are invaluable in oncol-
ogy for detecting and staging cancers, assessing treatment response, and monitoring
for recurrence. They are also utilized in cardiology to evaluate myocardial viability
and in neurology to study brain function in conditions like Alzheimer’s disease and
epilepsy. When combined with CT or MRI, PET imaging provides both functional

and anatomical details, enhancing diagnostic accuracy and treatment planning.

2.2.4 Radiomics

Radiomics is an emerging field that involves the extraction of a large number of quanti-
tative features from medical images, aiming to uncover patterns that may not be visible
to the human eye [24].

These features can be broadly categorized into several types:
First-order statistics: These features describe the distribution of voxel intensities

within the image region of interest (ROI) without considering spatial relationships.



Figure 2.1: Siemens Biograph Vision PET/CT scanner (image source: Siemens Health-
ineers [35]).

(a) CT coronal slice (b) PET coronal slice (¢) PET/CT coronal fusion

Figure 2.2: Comparison of imaging modalities in coronal plane: (a) CT, (b) PET, (c)
fused PET/CT.



Common metrics include mean, standard deviation, skewness, kurtosis, entropy, and
energy. They provide insights into the overall intensity distribution and heterogeneity
within the ROL

Shape-based features: These metrics quantify the geometric properties of the ROI,
such as volume, surface area, sphericity, and compactness. They are particularly use-
ful for assessing tumor morphology and can aid in differentiating between benign and
malignant lesions.

Texture features: These features capture the spatial arrangement of voxel intensities,
reflecting patterns like coarseness, contrast, and busyness. They are derived from sta-
tistical methods like the Gray-Level Co-occurrence Matrix (GLCM), Gray-Level Run-
Length Matrix (GLRLM), Gray-Level Size Zone Matrix (GLSZM), and Neighborhood
Gray-Tone Difference Matrix (NGTDM) [24, 39]. Texture features are valuable for

characterizing tissue heterogeneity and have been linked to tumor grade and prognosis.

GLCM GLRM NGTDM

T s | [1]1]1]3 1[1[1]3

1 0 1/2|3 K 1 3 K

3(3|3 K 3/13|3 K 3 3l

1 0 1(0|1 M 1/0)1 M
Neighbor pixel value Run length =3 voxels  Size zone = 4 voxels Neighbor pixel value
in one direction in any direction

(a) (b) (c) (d)

Figure 2.3: Examples of specific matrices allocating the information on the spatial dis-
tribution of pixel values in the image: (a) Gray Level Co-occurrence Matrix (GLCM),
(b) Gray Level Run Length Matrix (GLRLM), (c) Gray Level Size Zone Matrix
(GLSZM), (d) Neighboring Gray Tone Difference Matrix (NGTDM), from Scapicchio
et al. [32]

As an example of how texture matrices are used: the GLCM computes how often pairs
of voxels with particular intensity values (gray levels) occur in specified spatial rela-
tionships; the GLRLM quantifies runs of consecutive voxels with the same gray level
in given directions. These matrices serve as the basis for computing features such as
contrast, correlation, homogeneity, run-length non-uniformity, etc. The figure above

(Figure 2.3) illustrates matrix examples from the Scapicchio et al. review [32].

As an example, the Neighborhood Gray-Tone Difference Matrix (NGTDM)

operates as follows [43]:

o For each voxel (or pixel) with a given gray-level i, consider its neighborhood
within a predefined distance d (excluding itself). Compute the average gray-level

of those neighboring voxels, call it A; for voxels of gray level i.

o For each voxel u in the ROI such that its intensity I(u) = i, compute ‘z — A,

Sum these absolute differences for all voxels of gray-level i to obtain s(i). Also

10



count how many voxels have gray level ¢, call that n;.

o Let p(i) = n;/N be the probability of gray level ¢, where N is the total number
of voxels in the ROL

From this matrix one can derive several features; common ones include:

e Coarseness: Measures how uniform or coarse the texture is in the ROI. If voxel

intensity changes slowly over space (large uniform areas), coarseness is high.

e Busyness: Reflects how rapidly gray-levels change between a voxel and its neigh-
borhood (i.e. high spatial frequency of changes). Regions with many small
patches of differing gray-levels have high busyness.

e Contrast: Quantifies the difference between gray-levels in different parts of the
ROI, weighted by their probabilities and the magnitudes of the gray-level differ-

ences.

e Complexity: Measures the visual complexity of the texture, how complicated

the spatial transitions are.

o Strength (Texture Strength): Captures the dominance of strong texture pat-

terns; roughly speaking, how perceptible or aesthetically strong the texture is.

The inclusion of NGTDM features supplements first-order and other texture fea-
tures by more closely matching human visual perception of texture, especially in medical
imaging. They have been used in e.g. PET/CT studies to distinguish malignant vs

benign lesions, to assess tumor heterogeneity, and correlate with prognosis.

Filtered features: These are derived from images that have been transformed
using filters such as wavelet or Laplacian of Gaussian (LoG). Filtering enhances certain
image characteristics, allowing for the extraction of features that capture multi-scale

and multi-directional patterns, which can be indicative of underlying tissue structures.

The integration of these diverse feature types enables a comprehensive analysis of
medical images, facilitating tasks such as disease diagnosis, prognosis, and treatment re-
sponse assessment. However, the variability in feature extraction methods and imaging
protocols necessitates standardization efforts to ensure reproducibility and reliability
across studies [30, 39].

2.2.5 Logistic Regression

Logistic regression is a fundamental statistical method for modeling binary outcomes,
commonly used in both classification and regression tasks. It estimates the probabil-

ity of an event occurring by applying the logistic function to a linear combination of

11



input features. Regularization techniques like LASSO (L1) [40] and Ridge (L2) [16]
are employed to prevent overfitting and enhance model interpretability. LASSO per-
forms feature selection by shrinking some coefficients to zero, while Ridge reduces the
magnitude of coefficients without eliminating them, making both methods valuable for

handling high-dimensional data.

2.2.6 Support Vector Machines

Support Vector Machines (SVMs) are supervised learning algorithms used for classifi-
cation and regression tasks. They identify an optimal hyperplane that maximizes the
margin between data points of different classes [42]. SVMs can utilize various kernel
functions to handle non-linear relationships. The linear kernel is the simplest, suitable
for linearly separable data, and is computationally efficient. In contrast, the Radial
Basis Function (RBF) kernel maps data into a higher-dimensional space, enabling the
modeling of complex, non-linear decision boundaries. The RBF kernel is particularly
effective when the decision boundary is highly non-linear and there is no prior knowl-
edge about the data’s structure [36]. The choice between kernels depends on the nature

of the data and the complexity of the underlying relationships [18, 10].

2.2.7 Decision Trees

A decision tree is a non-parametric supervised learning algorithm used for both clas-
sification and regression tasks. It partitions data into subsets based on feature values,
forming a tree structure with decision nodes and leaf nodes representing class labels
or continuous values [27]. The Classification and Regression Trees (CART) algorithm
[5] is commonly employed, utilizing criteria like Gini impurity for classification and
mean squared error for regression to determine optimal splits. While decision trees
are interpretable and handle both numerical and categorical data [9], they are prone
to overfitting, especially with deep trees [28]. Pruning techniques [12], such as cost-
complexity pruning [5], are applied to mitigate this issue by removing branches that

add little predictive value.

2.2.8 Random Forest

Random Forest [6] is an ensemble learning algorithm that constructs multiple decision
trees during training and outputs the class that is the mode of the classes (classifica-
tion) or mean prediction (regression) of the individual trees. It operates by generating
a multitude of decision trees through bootstrapping and feature randomness, enhancing
predictive accuracy [4] and controlling overfitting [33]. In classification tasks, Random
Forest assigns the class that appears most frequently among the trees, while in regres-
sion tasks, it averages the outputs of the individual trees. This method is particularly

effective for handling large datasets with numerous features.
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2.2.9 Gradient Boosting Trees

Gradient Boosting Trees (GBT) are an ensemble machine learning technique that builds
a strong predictive model by sequentially combining multiple weak learners, typically
shallow decision trees [13]. Each new tree is trained to predict the residuals (errors)
of the combined ensemble of previous trees, effectively correcting their mistakes [13].
This iterative process continues until a specified number of trees is reached or no fur-
ther improvements can be made. Key components of GBT include a loss function
to measure prediction error, a learning rate to control the contribution of each tree,
and regularization techniques to prevent overfitting [14]. GBT is widely used for both

classification and regression tasks, particularly in structured data scenarios [13, 14].

2.2.10 XGBoost

XGBoost (eXtreme Gradient Boosting) is an advanced implementation of gradient
boosting that has become a benchmark in machine learning due to its high performance
and scalability [7]. It builds an ensemble of decision trees sequentially, where each new
tree corrects the errors of its predecessor by minimizing a loss function using gradient
descent [7]. Key features of XGBoost include regularization techniques (L1 and L2) to
prevent overfitting, parallel processing for faster computation, and handling of missing
data [7]. Additionally, it supports tree pruning, which allows for more complex models

without overfitting [7].

2.2.11 SHAP Analysis

SHAP (SHapley Additive exPlanations) [23] is a model-agnostic interpretability frame-
work grounded in cooperative game theory. Its purpose is to fairly attribute a model’s
prediction among features based on the concept of Shapley values. The Shapley value
for feature ¢ is defined as:

> (|N||N||!S‘ “Dipsuiy - £(5).

i =
SCN\{i}

where N denotes the full set of features, S is any subset not including ¢, and f(S) is
the model’s output when limited to features in S. SHAP explanations conform to an

additive feature attribution model:
M
9(z') = g0+ Y i},
j=1

where g is a simplified linear explanation of the original model f, z’ € {0,1} indicates
feature inclusion, and ¢; are the computed SHAP values. Three theoretical properties

make SHAP especially appealing:
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e Local Accuracy: The sum of SHAP values plus the baseline equals the model’s

output for a specific instance.

e Counsistency: If a model changes to rely more on a feature, that feature’s SHAP

attribution will not decrease.
e Missingness: Features absent from the model receive zero attribution.

These properties underpin SHAP’s uniqueness among additive attribution methods.
However, computing exact Shapley values is intractable for models with many fea-
tures due to the exponential number of coalitions. Practical implementations rely on

approximations:

e KernelSHAP: A model-agnostic estimator using weighted linear regression on

sampled feature coalitions.

o TreeSHAP [22]: An exact and highly efficient method tailored for tree-based

models, such as those from XGBoost or random forests.

Additional extensions include DeepSHAP [23], which combines SHAP with deep
network attribution methods like DeepLIFT [34], enabling efficient explanations in

neural networks.
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Chapter 3

Proposed Method

3.1 Dataset

Our study leverages the AHODO0831 dataset [20] and its complementary AHODO0831-
Tumor-Annotations [31], curated within the Children’s Oncology Group (COG) clinical
trial and made available via The Cancer Imaging Archive (TCIA) [37, 38].

3.1.1 The AHODO0831 Clinical Trial

AHODO0831 is a pivotal phase-III clinical trial conducted by the COG, focusing on
pediatric patients (adolescents and young adults) with high-risk classical Hodgkin lym-
phoma. The trial implemented a response-adapted therapy regimen aimed at reduc-
ing cumulative alkylator exposure and minimizing radiation volumes. Patients were
stratified based on early PET response: rapid early responders received a standard
chemotherapy regimen, whereas slow responders were assigned alternate treatments
plus localized radiotherapy to areas of initial bulk or persistent PET positivity. Out-
comes included four-year second event-free survival (EFS), five-year first-event EFS
(~79.1%), and five-year overall survival (~95%).

3.1.2 Imaging and Annotation Dataset

The corresponding imaging data, including interim PET/CT scans, were annotated as
part of the AHODO0831-Tumor-Annotations collection on TCIA. This dataset comprises
segmented lesions drawn on PET/CT by radiologists, following a rigorous multi-reader
protocol. Annotation adhered to the PERCIST (Positron Emission Tomography Re-
sponse Criteria in Solid Tumors) framework for lesion selection, limited to five lesions
per scan (no more than two per organ), and followed RECIST (Response Evaluation
Criteria in Solid Tumors) principles [11] for size thresholds. Annotations were reviewed
by multiple radiologists to ensure robustness. Each lesion came with tracking IDs
and time-point labels such as “pre-dose” or “post-chemotherapy,” allowing longitudinal

lesion tracking.
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3.1.3 Study Sample and Inclusion Criteria

From the available dataset, we selected cases with both clinical data and annotated
interim (post-chemotherapy) PET/CT scans. These represent the first imaging time
point after initiating chemotherapy - critical for assessing early treatment effects. Though
the full AHODO0831 trial identified 165 eligible subjects, our usable cohort was refined
based on imaging availability and quality. Patients were sequentially excluded due to
the lack of baseline imaging (1), absence of interim imaging (4), and insufficient image
quality or missing annotations (23). Ultimately, we analyzed 137 patients who met
these criteria (Figure 3.1), yielding a final dataset suitable for building and evaluating

predictive models.

165 eligible subjects

164 Baseline PET/CT

4 Excluded - no
interim imaging

1 Excluded - No
baseline imaging

160 Interim PET/CT

23 Excluded -
Insufficientimage

quality/missing
annotation

137 pass quality
assurance

Figure 3.1: Flow diagram illustrating patient and imaging data selection for the study
cohort. Of 165 eligible subjects, 164 had baseline PET/CT imaging available. After
exclusion of patients without interim PET/CT imaging and those with insufficient
image quality or missing tumor annotations, 137 interim PET/CT studies met quality
assurance criteria and were included in the final analysis.

3.2 Image Acquisition

To ensure that radiomic features were extracted from consistent and relevant tumor

regions, the following processing pipeline was applied:

1. Segmentation extraction: From the tumor annotation files, we extracted the
segmented regions corresponding to both PET and CT modalities. Only the

annotated slices were retained for each scan.

2. Corresponding modality matching: For each segmented PET series, the

corresponding CT series covering the same anatomical region was identified (and
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vice versa). Only scans where both modalities were available and aligned were

retained.

3. Conversion to NIfTI format: Each segmented DICOM series was converted
to NIfTT format using decm2niix. Because multiple lesions could be annotated

per patient, this procedure yielded multiple NIfTI files per scan.

4. Selection of PET images: When multiple PET series were available for a given

CT, we prioritized:

o Attenuation-corrected PET over non-corrected PET,

o PET scans reported in BQML units (Bq/ml), to ensure consistency of quan-

titative uptake values.

5. Standard Uptake Value (SUV) conversion: PET images in BQML units
were rescaled to SUV units using the standard formulation. Let ¢ denote the time
difference between radiotracer injection and image acquisition, and 77 /5 the half-
life of ®F. The decayed injected dose is computed by correcting for radioactive
decay, and the SUV factor accounts for patient weight. The SUV at each voxel

is then given by:
suy = _Crer - W

arr=rir (3.1)

where:

o Cprr = PET activity concentration at the voxel (Bq/ml),

o W = patient body weight (g),

o Ap = injected dose at time of injection (Bq),

o ¢ = time difference between injection and acquisition (min),

e T/, = physical half-life of the tracer (for 18F. 109.8 minutes).

6. Final dataset curation: Scans lacking a matched PET—CT pair or without

corresponding segmented slices were excluded.

3.3 Feature Extraction

Radiomic features were extracted from both CT and PET scans using the open-source
PyRadiomics library. To ensure reproducibility and comparability across patients, all
scans were resampled to fixed isotropic voxel sizes prior to feature extraction, and in-
tensity discretization was applied using empirically determined bin widths appropriate

for each modality.
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(a) Positive EFS: CT

(d) Negative EFS: CT (e) Negative EFS: PET/CT  (f) Negative EFS: Annotated

Figure 3.2: Comparison of axial slices for Positive (top row) and Negative (bottom
row) EFS. Columns from left to right: CT, PET/CT fusion, and PET/CT with tumor
segmentation overlays.

3.3.1 Preprocessing and Resampling
e CT scans: Each CT image was resampled to an isotropic resolution of 1mm?3.

To discretize intensity values, we used a bin width of 2.0 Hounsfield units.

« PET scans: PET images were resampled to an isotropic resolution of 4mm?3.
For discretization, a bin width of 0.015 SUV units was selected.

The choice of bin widths was guided by an empirical heuristic: for each modality,
we estimated the median range of tumor voxel intensities (maximum minus minimum
value) and divided this by approximately 256. This approach ensured that discretiza-
tion captured sufficient intensity variation without producing overly sparse or overly
coarse histograms.

3.3.2 Feature Categories

From each segmented lesion, PyRadiomics extracted a comprehensive panel of radiomic

features, including;:
o First-order statistics (e.g., mean, variance, skewness, energy),
o Shape features (e.g., volume, sphericity, elongation),

o Texture features from multiple matrices: gray-level co-occurrence matrix (GLCM),

gray-level run length matrix (GLRLM), gray-level size zone matrix (GLSZM),
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neighboring gray tone difference matrix (NGTDM), and gray-level dependence
matrix (GLDM).

All features followed Image Biomarker Standardization Initiative (IBSI) definitions,

ensuring cross-study consistency.

3.3.3 Aggregation Across Lesions

Because patients frequently present with multiple annotated tumors, radiomic features
were computed separately for each lesion within a scan. To create a single patient-level
representation, we calculated a volume-weighted average of each radiomic feature

across all lesions:

S Vi F
YL Vi

where F; is the feature value for lesion 7, V; is its volume, and N is the number of

Fpatient =

lesions in the scan. This ensured that larger tumors contributed proportionally more

to the final representation, reflecting their greater biological relevance.

Final Feature Set The resulting dataset contained one aggregated radiomic feature
vector per patient, separately derived from CT and PET scans. These vectors were then
used alone or in combination with clinical variables for model training and evaluation,

as described in subsequent sections.

3.4 Clinical Data

Alongside imaging data, we incorporated patient-level clinical information from the
AHODO0831 dataset. This data includes baseline demographics, disease characteris-
tics, PET response assessments, and outcome variables. After filtering for patients with
available annotated interim PET/CT scans, the clinical dataset comprised a total of
137 patients.

Available Clinical Features
The following clinical features were considered in the analysis:
e Age: Continuous variable representing patient age in years at diagnosis.
« Histology: Histological subtype of classical Hodgkin lymphoma.
o Gender: Patient sex (male/female).
o Race / Ethnicity: Self-reported demographic descriptors.

o Stage: Ann Arbor stage (III or IV in this high-risk cohort).
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« PETO0, PET1, PET2: Qualitative PET response results at baseline, after the

first interim scan, and after the second interim scan.

« EFS / FUTIME_EFS / EFS__TYPE: Indicators and timing of first event-

free survival outcome.
o Bulk Disease: Presence of bulky disease at diagnosis (yes/no).

Categorical features such as histology, race, and ethnicity were encoded using
one-hot encoding. For cases with unknown values, we replaced the missing category
with a probability vector proportional to the observed frequency of categories in the
dataset.

Formally, let a categorical feature have K categories, and let p; denote the em-
pirical frequency of category k in the dataset (with K  p. = 1). A known value

corresponding to category j is encoded as the one-hot vector:

For an unknown value, we instead assign the probability vector

T = (p17p27‘ . '7pK)7

so that the representation reflects the empirical distribution of categories. This prob-
abilistic imputation ensures that missing values contribute in a balanced way without

biasing the model toward any single category.

3.5 Training Framework

To build predictive models for five-year event-free survival (EFS), we implemented
a rigorous machine learning pipeline incorporating feature selection, hyperparameter
optimization, and nested cross-validation. All procedures were conducted in a stratified

manner to account for the class imbalance between patients with and without events.

3.5.1 Feature Selection

Given the relatively small sample size and the high dimensionality of radiomic features,
we employed Recursive Feature Elimination with Cross-Validation (RFECYV)
as the initial step. RFECV is an iterative method that begins with the full feature
set, trains a model, and recursively removes the least important features according to
model performance. At each stage, cross-validation is applied to evaluate the predictive
ability of the remaining features. The performance metric used in RFECV was the
area under the receiver operating characteristic curve (ROC AUC). For our dataset,
RFECV consistently identified five features as the optimal number, balancing model

complexity with predictive performance.
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3.5.2 Hyperparameter Optimization

After feature selection, model hyperparameters were optimized using GridSearchCV,
which performs an exhaustive search over predefined parameter grids. Each candidate
set of parameters was evaluated using stratified 5-fold cross-validation, with balanced
accuracy employed as the scoring metric. Balanced accuracy was chosen to account for
the skewed class distribution in our dataset, ensuring that both positive and negative
classes contributed equally to the evaluation.

3.5.3 Model Training and Testing

To ensure unbiased performance estimation, we adopted a nested cross-validation

design:

o Inner loop: RFECYV for feature selection (with ROC AUC as the scoring met-
ric), followed by GridSearchCV for hyperparameter optimization (with balanced

accuracy).
e Outer loop: Stratified 5-fold cross-validation for independent testing.

This design prevents information leakage by ensuring that feature selection and
hyperparameter tuning are performed strictly within the training folds, never using
data from the held-out test fold.

3.5.4 Models Evaluated

We evaluated several classical machine learning models, trained and tested under iden-

tical conditions:
e Logistic Regression
o Support Vector Machines (SVM, RBF kernel)
o Random Forest

¢ XGBoost

3.5.5 Feature Set Combinations

To assess the relative and complementary value of imaging and clinical information, we

trained models on all possible combinations of feature sources:
1. Clinical only
2. CT radiomics only
3. PET radiomics only

4. Clinical + CT
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5. Clinical + PET
6. CT + PET
7. Clinical + CT + PET

This systematic comparison allowed us to identify not only the most effective model
architecture, but also the most informative feature source(s) for predicting long-term

EFS.

3.5.6 Cross-Validation Design

All cross-validation procedures were stratified by EFS outcome to maintain the event /no-
event distribution across folds. Each outer fold provided an independent estimate of
performance, and results were aggregated across folds to report the mean performance

and variability.

3.5.7 SHAP Analysis

To interpret model predictions and quantify the relative contribution of each feature,we
employed the SHAP framework.

After identifying the best-performing model and tuning its hyperparameters through
cross-validation, we retrained this model on the entire dataset and computed SHAP
values to obtain a comprehensive interpretation of feature importance. Tree-based
models (e.g., Random Forest and XGBoost) were explained using the exact TreeSHAP
algorithm, while KernelSHAP was applied to the SVM and logistic regression classifiers.

Feature importances were aggregated and visualized using SHAP summary plots,
showing the mean absolute SHAP value per feature. This analysis enabled identifica-
tion of the most influential radiomic and clinical variables driving event-free survival

predictions, and facilitated biological interpretation of the learned patterns.

3.5.8 Statistical Evaluation

To assess whether observed performance differences between models were statistically
significant, we conducted repeated-measures analyses on the cross-validation results.
Balanced accuracy from each outer fold served as the dependent variable. We first
applied a repeated-measures ANOVA under the assumption of normality; if this was
violated, a non-parametric Friedman test was used instead. When appropriate, post-
hoc pairwise comparisons were performed with Bonferroni correction. All analyses
were performed in Python using the scipy.stats and pingouin packages, with a
significance threshold of p < 0.05.
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Chapter 4

Results

4.1 Patient Cohort

The dataset included 166 patients enrolled in the AHODO0831 trial, of whom 165 were
eligible and 141 completed the trial. Imaging and annotations were available for 165
patients, with 160 interim (PET1) scans. After discarding 17 scans due to missing
corresponding CT or PET slices, a total of 137 patients remained in the final analysis
cohort. Within this group, 27 patients (19.7%) experienced an event within five
years, and 110 (80.3%) remained event-free, reflecting the class imbalance of the

dataset.

4.1.1 Clinical Characteristics

The clinical characteristics of the cohort are summarized in Table 4.1. The population
was predominantly male (59.9%), and most patients presented with advanced stage
disease (58.4% stage IV, 41.6% stage III). Bulk disease was present in 83.9% of cases,
and the majority were PET1 positive (81.8%). Histologically, nodular sclerosis was the
most common subtype (66.4%).

4.2 Model Performance

4.2.1 Experimental Setup

We evaluated four machine learning models: logistic regression, support vector ma-
chines (SVM), random forest, and XGBoost. Features were grouped into seven sets:
clinical only, PET-only, CT-only, PET+CT, Clinical+PET, Clinical+CT, and Clini-
cal+PET+CT. Feature selection was performed with RFECV (LASSO base model),
retaining the top five features. Hyperparameters were optimized with stratified 5-fold

GridSearchCV. Final evaluation used stratified 5-fold outer cross-validation.
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Table 4.1: Clinical feature distribution in the final cohort (N=137).

Feature Category Count (%)
Gender Male 82 (59.9%)
Female 55 (40.1%)
Race White 95 (69.3%)
Black or African American 19 (13.9%)
Other / Unknown 23 (16.8%)
Stage 11 57 (41.6%)
v 80 (58.4%)
Bulk disease Yes 115 (83.9%)
No 22 (16.1%)
PET1 result Positive 112 (81.8%)
Negative 25 (18.2%)
Histology Nodular sclerosis 91 (66.4%)
Other subtypes 46 (33.6%)

4.2.2 Performance Summary

The predictive performance of the evaluated machine-learning models is summarized
in Table 4.2. Classification thresholds were determined using Youden’s index to maxi-
mize the trade-off between sensitivity and specificity. The models were evaluated with
balanced accuracy (BA) as the primary metric, along with accuracy, F1, recall (sensi-
tivity), specificity, PPV, and NPV.

Overall, the model integrating CT-derived radiomic features with clinical variables
using a support vector machine (SVM) demonstrated the most robust performance
across metrics. This integrated model achieved the highest balanced accuracy (0.707
+ 0.085) and was characterized by high specificity (0.827 £+ 0.109). While sensitivity
(0.587 £ 0.098) was comparatively lower, the strong NPV suggests high utility in

correctly identifying event-free patients.

Table 4.2: Optimized classification results (mean + std). Balanced accuracy (BA) is
emphasized as the main outcome metric.

Model Accuracy BA F1 Sensitivity Specificity PPV NPV

CT+Clinical (SVM) 0.781 &+ 0.096 0.707 + 0.085 0.537 & 0.156 0.587 £ 0.098 0.827 £ 0.109 0.538 + 0.268 0.890 & 0.026
CT radiomics (SVM) 0.685 &+ 0.232  0.679 £ 0.108  0.512 £ 0.176  0.667 £ 0.193 0.691 + 0.318 0.503 & 0.297 0.911 £ 0.051
PET radiomics (XGB) 0.674 £ 0.190  0.663 £ 0.062  0.462 £ 0.051 0.653 £ 0.232 0.673 £ 0.292 0.428 + 0.146 0.912 & 0.051
CT+PET+Clinical (XGB) 0.767 &= 0.072  0.662 + 0.065  0.434 & 0.098 0.487 & 0.223 0.836 & 0.130 0.480 & 0.113  0.874 £ 0.042
CT+PET (XGB) 0.767 £ 0.072  0.662 + 0.065  0.434 £ 0.098 0.487 £ 0.223 0.836 = 0.130 0.480 & 0.113  0.874 £ 0.042
PET+Clinical (XGB) 0.767 £ 0.072  0.662 £ 0.065 0.434 £ 0.098 0.487 £ 0.223 0.836 £ 0.130 0.480 + 0.113 0.874 & 0.042
Clinical (RF) 0.628 = 0.134  0.661 + 0.038  0.430 £ 0.030 0.713 £ 0.229 0.609 + 0.220 0.347 &+ 0.088 0.912 + 0.054

Models based on radiomic features alone showed moderate discriminative ability.
The CT radiomics-only SVM model achieved a balanced accuracy of 0.679 £ 0.108,
slightly outperforming the PET radiomics-only XGBoost model (0.663 4+ 0.062). De-
spite lower PPVs, both single-modality radiomics models demonstrated consistently

high NPVs (> 0.91), indicating strong performance in identifying patients who re-
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mained event-free.

The current practice comparator model, based on clinical variables alone (Random
Forest), demonstrated the lowest overall accuracy (0.628 + 0.134). Nevertheless, this
model maintained relatively higher sensitivity (0.713 £+ 0.229) and a high NPV, under-
scoring its ability to identify patients without subsequent events despite limited overall
discrimination compared to the radiomics-integrated models.

Representative ROC curves are shown in Figure 4.1. Figure 4.2 highlights the
differences in specificity and PPV across models, showing that the integrated model
provides the most favorable balance between discrimination and predictive stability.
Finally, Figure 4.3 demonstrates that the highest overall accuracy was achieved by the
integrated CT radiomics-clinical model, exceeding both radiomics-only approaches and

current clinical practice.

ROC Curves - 7 Primary Feature Combinations
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== CT Combined (AUC = 0.624 + 0.142)
—— CT Radiomics (AUC = 0.573 + 0.186)
P = SUV Combined (AUC = 0.586 + 0.136)
P === SUV Radiomics (AUC = 0.591 + 0.130)
= CT+SUV Combined (AUC = 0.586 * 0.136)
~—— CT+SUV Radiomics (AUC = 0.586 + 0.136)
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0.2

0.0 ™ T T
0.0 0.2 0.4 0.6 0.8 1.0

False Positive Rate

Figure 4.1: ROC curves of selected models. CT+Clinical with SVM (blue) showed the
best discrimination.

4.3 Model Selection and Feature Importance

The following values are representative of the best hyperparameters for the top-performing

models:

o CT+Clinical (SVM): RFECV, 5 features, C=0.1, gamma=0.001, RBF kernel,
class weight balanced.

25



Model comparison — EFS after iPET
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Figure 4.2: Comparison of model performance for predicting event-free survival (EFS)
after interim PET (iPET). Shown are mean values for specificity, positive predictive
value (PPV), and negative predictive value (NPV) across evaluated models, including
current clinical practice, radiomics-based models, and combined radiomic—clinical ap-
proaches. Error bars represent variability across cross-validation folds.

o CT radiomics (SVM): Same as above.

o PET radiomics (XGB): 10 estimators, depth=4, learning rate=0.1, colsample=0.9,
subsample=0.7, scale_ pos_ weight=4.07.

e Clinical-only (RF): 20 estimators, bootstrap, balanced weights.

Feature importance derived from SHAP values (Figure 4.4) revealed distinct pat-
terns across model types. In the clinical-only model, the dominant predictors were
PET1_result and Bulk_disease, in line with their known prognostic relevance in
Hodgkin lymphoma. In contrast, the CT-based models were primarily driven by ra-
diomic texture features belonging to the Neighborhood Gray-Tone Difference Matrix
(NGTDM) family, particularly those characterizing image coarseness and complexity.
These features describe local intensity smoothness and structural heterogeneity within

the lesions.

4.4 Statistical Analysis

Statistical comparisons across models showed no significant performance differences:
¢ Repeated measures ANOVA: F' = 0.3841, p = 0.882
o Friedman test: x? = 4.597, p = 0.596

Thus, while CT+Clinical features with SVM achieved the highest balanced accu-

racy, the improvements were not statistically significant given sample size and variance.
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Figure 4.3: Comparison of model accuracy for predicting event-free survival (EFS) after
interim PET (iPET). Shown are mean accuracy values for current clinical practice and
radiomics-based models using CT, PET, and combined modalities, with and without
integration of clinical variables.

4.5 Summary

o CT+Clinical features with SVM achieved the best balanced accuracy (0.781 +
0.096).

¢ Clinical-only models performed reasonably well, but radiomics alone contributed

limited predictive value.
e PET radiomics did not improve prediction when added to clinical or CT features.
o Simple models generalized better, while complex models tended to overfit.

« Differences between models were not statistically significant.
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Figure 4.4: SHAP feature importance plots. Values are representative and derived from
a single fold. This comparison highlights feature contributions across all developed
models.
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Chapter 5

Discussion, Future Work, and

Conclusion

5.1 Discussion and Limitations

This work examined the use of radiomic and clinical features extracted from interim
PET/CT imaging for predicting five-year event-free survival (EFS) in pediatric and
adolescent Hodgkin lymphoma. Multiple feature sets and algorithms were evaluated
within a unified machine-learning framework designed to handle small, heterogeneous
datasets.

Models combining CT-derived radiomic features with clinical variables achieved the
most consistent performance, with the SVM classifier showing the best balanced accu-
racy. This highlights a critical divergence from prior work, which has predominantly
focused on single-modality models using metabolic (PET) or clinical data alone. Our
results suggest that anatomical information from CT, often overlooked in favor of func-
tional imaging, carries distinct prognostic value when integrated into a multi-modal
framework. Among the radiomic predictors, texture descriptors from the Neighbor-
hood Gray-Tone Difference Matrix (NGTDM) family contributed most strongly to
model output, indicating that image-based measures of local intensity variation and
structural heterogeneity carry relevant prognostic information. The results highlight
the potential value of quantitative imaging features as complementary inputs to estab-
lished clinical factors.

While previous research has primarily established the utility of radiomics using pre-
treatment baseline imaging[15, 41, 21] or focused on interim scans to predict surrogate
response markers [44, 19], this study directly links interim morphological patterns to
long-term survival outcomes. Crucially, our results advance the field beyond the lim-
itations of single-modal analyses, which typically rely solely on metabolic metrics or
clinical data in isolation. By demonstrating that a multi-modal fusion of anatomical
texture and clinical factors outperforms single-source models , we confirm that resid-

ual morphological heterogeneity encodes vital prognostic signals that are orthogonal to
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standard metabolic assessments.

Several limitations should be noted. The dataset size and class imbalance con-
strained the complexity of the models and introduced variance across validation folds.
Feature extraction and image resampling may have introduced scanner-specific biases,
even after preprocessing. Segmentation masks were predefined and did not explicitly
capture intra-tumoral variability.

Interpretability also remains limited: although SHAP analysis identified the features
that most influenced predictions, the analysis does not determine the direction or causal
significance of these effects. In addition, the absence of an independent test set restricts

conclusions about external validity.

5.2 Future Work

Future studies should aim to extend and validate the framework on larger and more
diverse datasets to improve robustness and reproducibility. Comparing models trained
on baseline, interim, and post-chemotherapy (#2) scans could help quantify temporal
changes in radiomic signatures and their association with treatment response.

Alternative feature representations, such as those learned by convolutional or
transformer-based networks, may capture image patterns not accessible through hand-
crafted texture descriptors. Approaching the problem through multiple-instance learn-
ing (MIL) would allow each patient to be represented by several tumor lesions or image
slices, preserving spatial heterogeneity rather than averaging features.

Further improvement may come from domain-adaptation and feature-harmonization
methods that mitigate scanner and protocol variability. Combining imaging features
with clinical and molecular data in a multi-modal learning setting could also enhance

predictive performance and interpretability.

5.3 Conclusion

The findings demonstrate that integrating CT-based radiomic features with clinical
variables can enhance prediction of long-term outcomes in Hodgkin lymphoma. The
analysis shows that quantitative texture information extracted from interim CT scans
provides additional, non-redundant cues that complement standard clinical indicators.

Although the study was limited by cohort size and lack of external validation, the
results underscore the feasibility of developing reproducible, explainable predictive mod-
els from hybrid imaging and clinical data. The proposed framework establishes a basis
for subsequent large-scale investigations and contributes to the broader effort of using

quantitative imaging analytics to support data-driven decision making in oncology.
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