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Abstract

In this thesis, we present a data-driven approach for analysis of high-dimensional

data in the presence of outliers. Specifically, we focus on geometry-based

manifold learning techniques, which provide a new low-dimensional embed-

ding of the data, in supervised and unsupervised settings.

First, we present Di↵usion Nets, a new deep learning neural-network

architecture. We employ deep learning from a manifold learning perspective,

by explicitly incorporating a manifold embedding of the data in the deep

learning framework, constructing a geometric autoencoder. We propose to

add the di↵usion embedding of the training data in training the network

and introduce new neural net constraints that preserve the local geometry

of the data. The Di↵usion Nets architecture consists of two components, an

encoder and a decoder, that learn the direct and inverse mapping between

a high-dimensional dataset and its low-dimensional manifold embedding.

Stacked together, the two form a deep autoencoder, which maps the data

to itself, as seen through the embedding. The three new networks enable

us to solve three closely related problems in manifold learning: (a) out-of-

sample function extension of the manifold embedding to new test points, (b)

mapping points from the embedding to the data space (pre-image solution),

and (c) anomaly detection on test data.

In the second half of my thesis, we focus on geometry-based manifold

learning techniques for unsupervised anomaly detection and supervised tar-

get detection in images. When applying manifold learning techniques to

large datasets or when extending from a training set to a test set, out-of-

sample function extensions methods are used to calculate the embedding for

new points. We analyze the limitations in applying out-of-sample function

extension for manifold learning in these scenarios and propose a robust so-

lution. In addressing anomaly detection, we propose a multiscale approach
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2

that overcomes these limitations, learning a new representation for both the

background and the outliers. We present and compare two new detection

scores based on the noise-robust di↵usion distance.

Finally we propose a new supervised metric for target detection, based

on calculating a local model for each training point using its local neigh-

borhood within the training set. We show that by controlling the measure

of locality defining these neighborhoods, one can construct a metric that is

invariant to perturbations in the appearance of the target. We show that

this invariance has an intuitive meaning in the patch space, and analyze how

the local neighborhood construction yields an invariance to implicit factors

in the intrinsic parameter space. Incorporating this metric in a supervised

graph framework, we construct a low-dimensional global embedding of the

test set and present a new e�cient detection score. We demonstrate that

our solutions are robust and independent of the imaging sensor, achieving

impressive results on challenging remote sensing datasets.



Notations

Cov(·) — covariance

diag(·) — diagonal matrix

d
dm

— di↵usion distance

I — folder in a partition tree

RN — N -dimensional real-valued vector

T — partition tree

x — vector

X — matrix

X — set of features

Y — set of observations

✓ — parameter vector

� — eigenvalue

 — eigen-vector

 — manifold embedding

r — gradient

| · | — absolute value

k · k — Euclidean norm

k · k
1

— l
1

norm

k · k
F

— Frobenius norm

(·)T — transpose operation

(·)�1 — matrix inverse
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Chapter 1

Introduction

This thesis addresses the analysis of high-dimensional data using non-linear

methodologies from manifold learning and deep learning. High-dimensional

data analysis has become prevalent in the past decades, however the pro-

cessing of such data is non-trivial due to the “curse of dimensionality”. Yet

in many types of real-world data, such as audio and images, although the

data is represented by high-dimensional features, it has been shown that

the data lies on or near a low-dimensional manifold, i.e. has intrinsic low

dimensionality. Manifold learning provides a data-driven approach to ob-

tain a new low-dimensional parametrization of the data that preserves local

neighborhoods and reveals meaningful structures.

In this chapter we describe the topics explored in this research, and in-

dicate the scientific gaps that motivated our work. Our research focuses on

analyzing manifold learning in the setting of data containing outliers, and

on developing new data-driven algorithms for such data, where we mainly

address the problem of anomaly detection and target detection in high-

dimensional cluttered data. Current statistical and machine learning based

solutions for these tasks rely on a estimating a statistical model or learning

a classifier given training data. In comparison, a data-driven approach has

many advantages, as the separation between the desired object and back-

ground is implicitly inferred from the local geometry and intrinsic parame-

ters of the data. Also, manifold learning techniques can implicitly handle a

multiclass background, which is a challenge for statistical approaches.

In this thesis we focus on two aspects of manifold learning. First, we

address the question of out-of-sample extension: the extension of the em-

5
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bedding from the given dataset to new data-points. This is relevant in

both supervised settings and in an unsupervised setting for large datasets.

We analyze limitations in employing manifold learning with out-of-sample

extension methods, when outliers are present in the data. We propose a

data-driven approach to anomaly detection in images, which overcomes the

limitations of out-of-sample extension.

We also present a more generalized solution by proposing a new frame-

work, Di↵usion Nets, integrating manifold learning and deep learning. Man-

ifold learning is rooted in a sound theoretical foundation, whereas deep learn-

ing is mainly heuristic at this point with much research currently aimed at

providing a theoretical analysis and understanding of this new field. Deep

learning has gained increasing popularity in the past years, achieving state-

of-the-art results in machine learning, computer vision and speech processing

applications, and handling increasingly large datasets. Deep neural nets are

capable of learning increasingly abstract representations for the data, how-

ever, these representations are mostly built globally, without incorporating

local geometry or density of the data. Our framework employs deep learning

from a manifold learning perspective, by explicitly incorporating a manifold

embedding of the data in the deep learning framework. From the deep

learning stand-point, the embedding serves to regularize the network. From

the manifold learning perspective, this framework performs out-of-sample

extension of manifold embeddings, and provides an outlier detection score,

which acts as a confidence on whether the embedding of a new point is a

good representation of the data.

The second aspect of manifold learning we address is that of a “good”

metric. Many manifold learning methods are based on a pairwise a�nity

kernel between data-points, which conveys local similarities. The quality of

the low-dimensional representation yielded by manifold learning depends to

a large extent on the metric used to calculate the a�nity kernel. In this

context, we propose a new metric in a supervised target detection setting

aimed at suppressing di↵erences between data-points due to slight pertur-

bations of the underlying intrinsic parameters of the target. We also derive

a new metric in the unsupervised analysis of a high-dimensional dataset in

a graph setting, i.e. when the features and observations does not lie on a

regular grid.

Our experimental results demonstrate the robustness of data-driven meth-
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ods and their independence from the acquisition method, noise model and

distribution of normal data. In addition, while we mostly focused on image

processing datasets, our research can be applied to a wide variety of appli-

cations in many relevant and important domains, e.g., anomaly detection

in networks, fault detection in mechanical units, anomaly and target detec-

tion in video, analysis of neuronal data, etc. Finally, we believe our initial

research into integrating manifold learning and deep learning can lead to

further contributions of interest to researchers in both fields.

1.1 Manifold learning

The embedding of high-dimensional data into a low-dimensional manifold is

done by dimensionality reduction methods. In past years, a large number

of non-linear techniques for dimensionality reduction have been proposed,

including kernel principal component analysis (PCA) [128], ISOMAP [151],

locally linear embedding (LLE) [126], Laplacian Eigenmaps [10], Hessian

Eigemaps [48], and Di↵usion Maps [35, 39]. These methods take into ac-

count the geometry of the dataset and the low-dimensional embedding they

provide preserves local neighborhood information. The calculation of the

embedding relies on the construction on an a�nity kernel on the data and

its spectral decomposition [10, 39, 80]. The choice of the a�nity kernel cor-

responds to preserving di↵erent properties of the original high-dimensional

data. The low dimensionality of the new representation is achieved due to

the fast spectrum decay of the a�nity kernel. Manifold learning methods

have been used successfully in a wide range of machine learning and data

mining applications, [35,56,80,81,134,141]. In this thesis we will mainly use

the di↵usion maps embedding [38].

These kernel-based methods yield a new parametrization for the data-

points, a low-dimensional embedding, however not an explicit function map-

ping the two. This raises the question of how to obtain an embedding

for new points, for example in a sequential processing application. It is

costly to have to constantly recalculate the a�nity kernel and its decompo-

sition. This question also arises in the analysis of large datasets. Due to the

computational complexity of calculating the pairwise a�nity between high-

dimensional points and the spectral decomposition, it is common practice to

apply a sampling and out-of-sample-function extension procedure in apply-
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ing manifold learning to large datasets [53,67]. The embedding is calculated

for a subset of the points, and then an out-of-sample extension method is

used to extend the embedding to the remaining points [3,14,17,39,54,56,119].

Out-of-sample extension is also used in a supervised setting when extending

the embedding from a training set to new test points.

In our research, we analyze the limitations of out-of-sample extension

when the data contains outliers. When calculating a representation for data

containing multiple classes using all data-points, the manifold embedding

provides a representation that compactly clusters the data. However, if

the embedding is calculated only on a subset of the data, for instance only

“normal” data-points, then the representation is incapable of separating

outliers from the rest of the data. In this thesis, we both propose methods

by which to overcome these limitations, and present a new out-of-sample

extension method.

1.2 Anomaly detection and target detection

Anomaly detection and target detection in images both require identifying

an object in the image and separating it from the background, based on it

being di↵erent in appearance or its statistical properties. Automatic detec-

tion algorithms are of practical importance in military applications, medical

image analysis and automation of quality assurance processes, given the

large amount of images produced in such applications. A robust solution

will present the user only with suspicious objects, saving valuable time and

e↵ort, as suspicious objects occur very rarely by nature.

Image anomaly detection is the process of extracting a small number of

clustered pixels, which di↵er from the general characteristics of the image.

Anomaly detection is important in various applications, such as target de-

tection in hyperspectral or sonar images, medical image analysis and defect

detection, for example in wafer or fabric inspection [20, 62, 63, 66, 89, 104,

112, 138, 139, 153, 168, 169]. In target detection, the purpose is to detect

the target in a cluttered background, with the targets typically being man-

made structures, vehicles or devices, which are di↵erent from the natural

surroundings. This is important in military applications, in various imaging

systems such as hyperspectral, SAR, ground-penetrating radar and side-scan

sonar [19, 31, 41, 46, 49, 91, 92, 94, 140, 152]. Anomaly detection can be seen
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as unsupervised target detection problem, whereas for target detection, a

training set of the target, or prior knowledge regarding its size and appear-

ance, is usually available. This prior knowledge can be used for modeling

the target, feature selection, training a classifier, rejecting false alarms, etc.,

using various methods [31,41,47,112,138].

These two related problems are challenging due to several factors [28].

First, the large size of the dataset, e.g. images of up to millions of pixels,

and the high dimensionality of the features used for image representation,

require a practical and computationally e�cient solution. Second, most of

these applications involve remote sensing imagery, which is hindered by noise

and can be falsely detected as anomalies. Finally the acquisition of training

data is expensive both in terms of the sophisticated sensors used and the

experts required to label the data. The datasets also tend to be unbalanced

due to the sparseness of anomalies and targets as compared to normal data.

There are many approaches to both problems based on statistical models,

machine learning, saliency based methods, sparse representations, matched

filters, matched subspace detectors and more. Statistical approaches model

the data based on its statistical properties and use this information to esti-

mate whether a test sample comes from the distribution describing the nor-

mal data-points [63, 66, 112, 138]. The problem with statistical approaches

is that the choice of the distribution to model the image is not obvious.

For multi-class background, estimation of the parameters of the statistical

model becomes complex. Detection methods based on machine learning re-

quire training data, which is not always available and time-consuming to

label. Both methods tend to fail when the background, noise and targets

(or anomalies) di↵er from the ones they were trained on [28], and these

approaches are not easily adapted to a new application and image charac-

teristics.

We were motivated to address these problems with a manifold learning-

based solution. Manifold learning techniques have the potential to reveal

meaningful structures of the data, enabling better separation of the anomaly

or target from the noisy cluttered background than in the chosen feature

space. Their application is data-driven, i.e. the separation between the

object and the background arises from the individual analysis of each image,

and does not require a training set or background model. These methods

are able to implicitly handle a multiclass background, which is a challenge
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for statistical approaches. Finally, these approaches are adapted to high-

dimensional data processing, which is especially suitable for images, where

high-dimensional features are typically used to represent the image.

Manifold learning has been previosuly proposed for anomaly detection

in images and other data. Madar, Malah and Barzohar [89] use the nor-

malized eigenvectors of the Normalized Laplacian Matrix for dimensionality

reduction in hyperspectral imagery. Tsai and Yang [153] introduce a di-

mensionality reduction method for defect detection in wafers, requiring a

clean reference image. However, both approaches employ statistical tools

for detection in the reduced dimension. Rabin and Averbuch proposed us-

ing di↵usion maps for anomaly detection in a di↵erent application than

image processing: a sensor data fusion framework [118]. The anomalies in

this application are contextual anomalies: the sensor measurements are not

necessarily anomalies by themselves, but their co-occurrence in a particular

form makes them anomalies [28]. Finally, none of these methods addressed

the problem of handling a large dataset and applying out-of-sample exten-

sion in this context.

1.3 Thesis Structure

This thesis is organized as follows. Chapter 2 briefly outlines the basic math-

ematical background and methods which were used during this research.

The original contribution of this research starts in Chapter 3.

In Chapter 3 we present Di↵usion Nets, a new deep learning network for

manifold learning. We employ deep learning from a manifold learning per-

spective, by explicitly incorporating a manifold embedding in the network

and introducing new neural network constraints that preserve the local ge-

ometry of the data. The Di↵usion Nets consists of two components, an

encoder and a decoder, that learn the direct and inverse mapping between

a high-dimensional dataset and its low-dimensional manifold embedding.

The two networks solve the out-of-sample extension and pre-image prob-

lems. Stacked together, they form a deep autoencoder, which maps the

data to itself, as seen through the embedding. Our approach is e�cient

in both computational complexity and memory requirements, as opposed

to previous methods that require storage of all training points in both the

high-dimensional and the low-dimensional spaces to calculate the out-of-
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sample-extension and the pre-image.

In Chapter 4 we propose a multiscale approach to anomaly detection in

images, combining spectral dimensionality reduction and a nearest-neighbor-

based anomaly score. We use di↵usion maps to embed the data in a low

dimensional representation, which separates the anomaly from the back-

ground. The di↵usion distance between points is then used to estimate the

local density of each pixel in the new embedding. The di↵usion map is con-

structed based on a subset of samples from the image and then extended

to all other pixels. We analyze the interpolative nature of out-of-sample

extension methods and how this can limit the ability of the di↵usion map to

reveal the presence of the anomaly in the data. To overcome this limitation,

we propose a multiscale approach based on Gaussian pyramid representa-

tion, which drives the sampling process to ensure separability of the anomaly

from the background clutter. The algorithm is successfully tested on side-

scan sonar images of sea-mines.

In Chapter 5 we incorporate a new detection score in the multiscale

anomaly detection approach. This score adapts a saliency-based score to the

di↵usion map space. We show that this score enables improved detection

when tested on side-scan sonar images of sea-mines and compare it with

competing algorithms.

In Chapter 6 we extend our multiscale algorithm to the setting of multi-

channel images, addressing wafer defect detection in multichannel Scanning

Electron Microscope images. Di↵usion maps is especially suitable to this

application, as the background of the patterned wafer is characterized by a

repetitive geometric pattern, and di↵usion maps provide a compact repre-

sentation of this intrinsic geometry. We test our algorithm on a dataset of

semiconductor wafers and demonstrate that our multiscale multi-channel al-

gorithm has superior performance when compared to single-scale and single-

channel approaches.

In Chapter 7 we present an iterative data-driven approach to improve

the sample set and di↵usion maps representation when applied to anomaly

detection. The performance of anomaly detection in large data is sensitive

to the sample set chosen in the di↵usion maps calculation. By updating

the sample set with suspicious points detected in the previous iteration,

the constructed embedding better separates the anomaly and normal points

from iteration to iteration. Experimental results in side-scan sonar images
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demonstrate the improvement gained by our iterative sampling compared

to random sampling and other competing detection algorithms.

In Chapter 8, we propose a target detection method based on data-driven

target modeling, which implicitly handles variations in the target appear-

ance. Given a training set of images of the target, our approach constructs

models based on local neighborhoods within the training set. We present a

new metric using these models and show that by controlling the notion of

locality within the training set, this metric is invariant to perturbations in

the appearance of the target. Using this metric in a supervised graph frame-

work, we construct a low-dimensional embedding of test images. Then, a

detection score based on the embedding determines the presence of a target

in each image. The method is applied to a dataset of side-scan sonar images

and achieves impressive results in the detection of sea-mines.

In Chapter 9 we aim at encoding prior information in a supervised setting

by designing a data-adaptive a�nity. The available training data are orga-

nized into local neighborhoods, where the notion of locality is determined by

prior knowledge or meta-data available to the user in the supervised setting.

Defining the local neighborhoods enables to design a metric that is invariant

to nuisance factors in the data which are irrelevant to the true underlying

model. Through the spectral decomposition of an a�nity kernel incorporat-

ing this metric, we obtain a global representation of test data. Based on this

approach, we propose a method for supervised target detection and focus

on hyperspectral imagery and explore priors available in this application.

In Chapter 10 we address the analysis of high-dimensional data, where

the data does not lie on a regular grid, but rather on a graph. We con-

sider the problem of high dimensional data analysis given in the form of a

matrix with columns consisting of observations, and rows consisting of fea-

tures. Often, in such data the observations do not reside on a regular grid

or in a Euclidean space, and the order of the features is arbitrary and does

not convey a notion of locality. Therefore, traditional transforms and met-

rics cannot be used for data organization and analysis. In this paper, our

goal is to organize the data by defining an appropriate representation and

metric, both for the observation and the features, such that they respect

the smoothness and structure underlying the data. For this purpose, we

propose multiscale data-driven transforms and metrics based on trees. The

construction of the transforms and metrics is implemented in an iterative re-
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finement procedure that exploits the co-dependencies between features and

observations. Beyond the organization of a single dataset, our approach en-

ables us to apply the organization learned from one dataset to another and

to integrate several datasets together. We present an application to breast

cancer gene expression analysis: learning metrics on the genes to cluster the

tumor samples into cancer sub-types, validating the joint organization of

both the genes and the samples, and combining information from multiple

gene expression cohorts acquired by di↵erent profiling technologies.



Chapter 2

Mathematical Background

In this chapter, we present mathematical background on the techniques we

employed in this thesis. We review Di↵usion maps, the manifold learning

technique which we focused on in the thesis, and present out-of-sample ex-

tension methods.

2.1 Di↵usion Maps

Real world data typically has high dimensionality. However, these high

dimensional data sets can be shown to lie on low-dimensional manifolds.

Finding a low-dimensional representation of the data is necessary to e�-

ciently handle it and usually reveals meaningful structures within the data.

Di↵usion maps [39] is a manifold learning technique, based on the construc-

tion of the graph Laplacian of the dataset. It has been used successfully in

various applications such as spectral clustering [109], signal denoising [136],

speech enhancement [143,144], hyperspectral image representation [67] and

word recognition based on lip-reading [80].

2.1.1 Constructing a random walk

Let � = {x
1

, .., x
n

} be a high-dimensional set of n data-points. A weighted

graph is constructed with the data-points as nodes and the weights of the

edges connecting two node is a measure of the similarity between the two

data-points. The weight function w(x, y), x, y 2 � is required to be symmet-

ric and pointwise non-negative. The choice of the weight function should

14
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be determined by the application, since it conveys the local geometry of the

dataset. A popular choice is to weight the edge between the data-points x
i

and x
j

using a Gaussian kernel:

w(x
i

, x
j

) = exp(�kx
i

� x
j

k2/�2), (2.1)

where � > 0 is a scale parameter.

Then, a random walk is created on the dataset by normalizing the kernel

in an asymmetric manner:

p(x, y) =
w(x, y)

d(x)
, (2.2)

where d(x) =
P

y2�w(x, y). The function p satisfies p(x, y) � 0 and
P

y2� p(x, y) = 1. Therefore, it can be interpreted as the probability for

a random walker to jump from x to y in a single time step. The matrix

P 2 Rn⇥n with p(·, ·) as its entries is the transition matrix of this Markov

chain on the dataset �. Taking powers of the matrix is equivalent to running

the Markov chain forward. The kernel p
t

(·, ·) describes the probability of

transition between two points in t steps.

It can be shown that P has a complete sequence of biorthogonal left and

right eigenvectors, �
j

and  
j

respectively, with a sequence of eigenvalues:

|�
0

| � |�
1

| � .... The spectral decomposition of P yields that t steps of the

Markov chain can be presented as

p
t

(x, y) =
X

l�0

�t
l

 
l

(x)�
l

(y). (2.3)

Because of the fast decay of the spectrum, only a few terms are required to

achieve su�cient accuracy in the sum.

2.1.2 Di↵usion distance

A di↵usion distance d
DM

(x, z; t) between two points x, z in the dataset � is

defined by

d2
DM

(x, z; t) =
X

y2�

�

p
t

(x, y))� p
t

(z, y)
�

2

�
0

(y)
. (2.4)
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This measures the similarity of two points according to the evolution of

their probability distributions in the Markov chain. The di↵usion distance

between two points is small if there is a large number of short paths con-

necting them in the graph. This metric is robust to noise, since the distance

between two points depends on all possible paths of length t between the

points, within the dataset. As opposed to the original distance between two

points which is independent of all other points in the dataset, the di↵usion

distance depends on the location of the other points in the dataset. Using

the spectral decomposition given in (2.3), the di↵usion distance in (2.4) can

also be calculated using the eigenvectors by

d2
DM

(x, z; t) =
X

j�1

�2t
j

( 
j

(x)�  
j

(z))2. (2.5)

Taking into account the spectrum decay, the di↵usion distance can be calcu-

lated up to a certain accuracy using only the first ` eigenvectors. Thus, the

computational complexity of the di↵usion distance is low given the eigen-

decomposition of P.

2.1.3 Di↵usion maps

Equation (2.5) implies that a mapping can be defined between the original

space and the first ` eigenvectors  
`

. Retaining only the first d eigenvec-

tors, the mapping  
t

embeds the dataset X into the Euclidean space Rd,

where the di↵usion distance is equal to the Euclidean distance in this new

embedding:

 
t

: x! �

�t
1

 
1

(x),�t
2

 
2

(x), ...,�t
`

 
`

(x)
�

T

. (2.6)

Note that  
0

is not used in the embedding because it is a constant vector.

The mapping  
t

embeds the dataset � into the Euclidean space R`. The

spectrum decay of the eigenvalues is the reason why dimensionality reduction

can be achieved. The dimension of the new representation depends only on

the random walk and is independent of the length of the feature vector used

in the original representation of the data. The di↵usion distance is equal to

the Euclidean distance in the di↵usion map space using all eigenvectors in

the decomposition [109]:

d2
DM

(x, z; t) = k 
t

(x)� 
t

(z)k2. (2.7)
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2.1.4 Scale parameter

The scale parameter � is of great significance in constructing the weighted

graph. Setting � to be too small results in a disconnected graph, where

many points are connected only to themselves (local neighborhoods of size

1). However, setting � to be too large results in all the points in the graph

being connected. Possibilities of setting the scale parameter are using the

median distance between points in the dataset or the standard deviation of

the distances. These are global parameters.

Zelnik-Manor et al. [163] suggest calculating a location dependent � for

each data-point instead of selecting a single scaling parameter. Then, the

a�nity between a pair of points can be written as

w(x
i

, x
j

) = exp

✓�kx
i

� x
j

k2
�
i

�
j

◆

, (2.8)

where �
i

and �
j

are the local scale parameters for x
i

and x
j

, respectively.

The selection of the local scale �
i

is determined by the local statistics of the

neighborhood of point x
i

. For example, the scale can be set as

�
i

= kx
i

� x
K

k2 (2.9)

where x
K

is the K-th nearest neighbor. This approach is local, since the

distance between two points is scaled according to the local statistics of the

neighborhoods surrounding the two points.

2.2 Out-of-Sample Function Extension

When the dataset is very large, it is impractical to compute a di↵usion map

for the entire dataset �. Instead, a di↵usion map is constructed for part

of the samples � ✓ � and then the embedding is extended to all points

in � using an out-of-sample extension method. Various methods have been

proposed for extending a di↵usion map  to new points. In simple examples,

there are analytic mechanisms for creating harmonic extensions when the

eigenfunctions of the Laplacian can be derived analytically. However, this

is not applicable in the general case.

The Nyström extension method is a popular method for general OOSE.

Given a new point x0 2M\X, the eigenvector  
`

is extended to this point
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as:

b 
`

(x0) =
1

�
`

m

X

j=1

p(x0, x
j

) 
`

(x
j

), ` = 1, · · · , d. (2.10)

Recently, methods have been proposed to approximate the Nyström exten-

sion method [14, 56] or improve upon it, such as the Geometric Harmonics

method [39]. It treats both the numerical instability due to � by extend-

ing only the eigenvectors with significant eigenvalues. In [39], the authors

state that low-complexity functions can be easily extended very far from the

training set as their behavior is smooth and the extended values are easy to

predict. A function with many variations on � should have a limited range

of extension, as its values o↵ the training set are more di�cult to predict.

Thus, the geometric harmonics method finds an appropriate scale for the

kernel in the extension, dependent on the function that is being extended.

Aizenbud, Bermanis and Averbuch [3] introduced an extension method

based on a generalized least squares solution for each new test point within

its local neighborhood in the training set. This solution is shown to minimize

the Mahalanobis distance between the embedding of the training points and

the estimated embedding for the new point, in respect to a covariance matrix

that incorporates geometric properties of the data and embedding.

2.2.1 Laplacian Pyramid extension

Rabin and Coifman proposed a Laplacian pyramids-based OOSE method

in [119]. The eigenvectors are extended in an iterative multi-scale scheme,

where the number of scales is adapted to the complexity of each eigenvector

separately. This approach was recently extended in [54] to implicitly incor-

porate cross validation in the training procedure and avoid over-fitting in

the training.

This algorithm uses the multiscale Laplacian pyramid [119] representa-

tion of the data. At each iteration, the Laplacian pyramid algorithm con-

structs a coarse approximation of a function f for a given scale l. Then, the

di↵erence between f and the coarse approximation is used as input for the

next iteration. The di↵erence is approximated at each level using a Gaussian

kernel with finer and finer scales.
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On the lowest level, the Gaussian kernel is defined on � by

W
0

, w
0

(x
i

, x
j

) = exp
��kx

i

� x
j

k2/✏
0

�

, (2.11)

with ✏
0

set to be a large scale. A smoothing operator is obtained by nor-

malizing W
0

:

K
0

= k
0

(x
i

, x
j

) = q�1

0

w
0

(x
i

, x
j

), (2.12)

where q
0

(x
i

) =
P

j

w
0

(x
i

, x
j

). On the next levels, the Gaussian kernel is

computed by

W
l

= w
l

(x
i

, x
j

) = exp
⇣

�kx
i

� x
j

k2/✏0
2l

⌘

, (2.13)

and the smoothing operator is

K
l

= k
l

(x
i

, x
j

) = q�1

l

w
l

(x
i

, x
j

). (2.14)

The Laplacian Pyramid representation of a function f on � is defined

iteratively by:

s
0

(x
k

) =
n

X

i=1

k
0

(x
k

, x
i

)f(x
i

), l = 0 (2.15)

s
l

(x
k

) =
n

X

i=1

k
l

(x
k

, x
i

)d
l

(x
i

), l � 1 (2.16)

with the di↵erence defined by

d
l

(x
k

) = f �
l�1

X

m=0

s
m

, l � 1. (2.17)

The Laplacian pyramid is iterated on finer and finer scales until the di↵er-

ence kf �P
k

s
k

k is below a given error threshold.

The function f is extended to a new data-point x
k

2 � by summing over
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the levels of the pyramid f(x
k

) =
P

i

s
i

(x
k

), where

s
0

(x
k

) =
n

X

i=1

k
0

(x
k

, x
i

)f(x
i

), l = 0 (2.18)

s
l

(x
k

) =
n

X

i=1

k
l

(x
k

, x
i

)d
l

(x
i

), l � 1. (2.19)

We apply this algorithm for out-of-sample extension of the di↵usion map

in Chapters 4-7. We perform this extension method for each di↵usion coor-

dinate f =  
j

separately. The number of levels in the pyramid extension

can di↵er between the coordinates, dependent on their smoothness over �.

A smooth function can be extended using coarse scale, i.e. will not require

many levels of the pyramid. An oscillating function on the other hand will

require finer and finer levels of the pyramid to enable an accurate extension.



Chapter 3

Di↵usion Nets: A Geometric
Autoencoder

Non-linear manifold learning enables high-dimensional data analysis, but re-

quires out-of-sample-extension methods to process new data points. In this

chapter, we propose a manifold learning algorithm based on deep learning

to create an encoder, which maps a high-dimensional dataset to its low-

dimensional embedding, and a decoder, which takes the embedded data

back to the high-dimensional space. Stacking the encoder and decoder to-

gether constructs an autoencoder, which we term a di↵usion net, that per-

forms out-of-sample-extension as well as outlier detection. We introduce

new neural net constraints for the encoder, which preserve the local ge-

ometry of the points, and we prove rates of convergence for the encoder.

Also, our approach is e�cient in both computational complexity and mem-

ory requirements, as opposed to previous methods that require storage of all

training points in both the high-dimensional and the low-dimensional spaces

to calculate the out-of-sample-extension and the pre-image of new points.

3.1 Introduction

Real world data is often high dimensional, yet concentrates near a lower

dimensional manifold, embedded in the high dimensional ambient space. In

many applications, finding a low-dimensional representation of the data is

necessary to e�ciently handle it and the representation usually reveals mean-

21
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ingful structures within the data. In recent years, di↵erent manifold learning

methods have been developed for high dimensional data analysis, which are

based on the geometry of the data, i.e. preserving distances within local

neighborhoods of the data. These include kernel PCA [128], ISOMAP [151],

locally linear embedding (LLE) [126], Laplacian eigenmaps [10], Hessian

eigenmaps [48] and Di↵usion maps [38]. Some of these methods are spec-

tral methods, based on the eigenvectors of adjacency or a�nity matrices

of graphs on the data. These methods are capable of capturing a smooth

representation of the data and have been shown to be robust to noise and

outliers. The ability to capture the underlying low-dimensional structure of

data has made these methods appropriate for dimensionality reduction. Un-

like classical dimensionality reduction methods, such as principal component

analysis (PCA), these methods are nonlinear, which is essential as real-world

data typically does not lie on a hyperplane. In addition, they preserve local

structures in the data while disregarding distances between points that are

far apart, which are typically meaningless in high-dimensional data. These

approaches are very popular in machine learning, signal processing and data

mining applications.

When the data set is very large, or when processing online sequential

data, it is impractical to directly compute an embedding for the entire

dataset. The computational complexity of calculating the a�nity matrix

and the eigen-decomposition of the matrix become infeasible in terms of

memory and running-time. Since these non-linear techniques do not pro-

vide an explicit mapping from the data to the embedding, out-of-sample

extension (OOSE) methods are used to extend the embedding to new data

points [3, 14, 39, 54, 56, 80, 105, 119]. In such cases, the low-dimensional em-

bedding is constructed for a representative sample of the data and is then

extended to all remaining, or new points. This is a common approach in

image processing applications, for example, especially for high-resolution

images [53, 67].

Deep learning has gained popularity in the past years, achieving state-of-

the-art results in machine learning, computer vision and speech processing

applications, handling increasingly large datasets [12, 68, 69]. Deep neural

nets are capable of learning increasingly abstract representations for the

data [13], some of which are robust to small perturbations around training

points [124, 156]. However, these representations are built globally, with-
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out incorporating local geometry or density of the data. Jia et al. [72] re-

cently introduced Laplacian Autoencoders, which impose locality preserving

constraints via the weighted a�nity matrix. Their goal is to improve pre-

training of autoencoders in constructing neural networks. However, their

formulation lacks both a parameter to balance between the reconstruction

loss and the a�nity regularizer, and an embedding to compare to, so there

is no way to ensure that the final representation is anywhere near the true

manifold eigenfunctions. Because of this, there are no theoretical guarantees

on the convergence of the algorithm or on the usefulness of the representa-

tions.

In this chapter, we propose a new approach to out-of-sample extension,

applying a deep neural network to learn the mapping between the data

and the embedding. We employ deep learning from a manifold learning

perspective, by explicitly incorporating a manifold embedding of the data in

the deep learning framework. We address three closely connected problems:

OOSE of the embedding to new points, a pre-image solution [5,79] that can

include regularization, and outlier detection on test data. This third goal is

important and often neglected in OOSE methods. If new data is an outlier

and does not fit the model of the training data, the extension is ill-defined

and its new representation will be insu�cient.

To accomplish these three goals, we propose to train a neural network-

based encoder and decoder, and combine them in an autoencoder. First, we

train a multi-layer encoder to approximate the low-dimensional embedding

on the data; specifically we use di↵usion maps [38] for embedding the data.

The encoder performs OOSE of the embedding. We then train a multi-

layer decoder whose input is the di↵usion map, to learn the inverse mapping

between the embedding and the data. The decoder enables to recover the

pre-image of the embedding, mapping new points in the di↵usion space to

the high-dimensional data space. Finally, by stacking the two networks, we

obtain an autoencoder, termed the di↵usion net. The di↵usion net enables

to perform outlier detection, indicating when the extension of a given point

via the encoder is faulty due to its being an outlier that does not follow the

model of the data. The di↵usion net also performs denoising of the data,

reconstructing a clean version of noisy data. Our approach is both compu-

tationally e�cient and has low memory costs. Once the di↵usion net has

been trained, it is unnecessary to retain the training data and embeddings as
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required in other methods. Thus, harnessing the e�ciency of deep learning

networks enables to e�ciently process large quantities of data.

This chapter is organized as follows. Section 3.2 provides background

on manifold learning and deep neural networks. In Sections 3.3 and 3.4

we propose a deep learning approach for manifold learning, enabling out-

of-sample extension, pre-image computation and outlier detection. A proof

on bounding the convergence of a single layer encoder is presented in Sec-

tion 3.5. We present experimental results in Section 3.6. Future research

directions are discussed in Section 3.8.

3.2 Background and Related Work

3.2.1 Di↵usion Maps

Di↵usion maps is a popular manifold learning technique, based on the con-

struction of the graph Laplacian of the dataset [39]. It has been used suc-

cessfully in various signal processing, image processing and machine learning

applications [37, 45, 53, 59, 65, 80, 99, 136, 144]. In this section, we briefly re-

view the di↵usion maps construction. For more details, see the mathematical

background in Chapter 2.1.

Given a high dimensional set X = {x
i

}m
i=1

, a weighted graph is con-

structed with the data points as nodes and the weight of the edge connect-

ing two nodes, k(x
i

, x
j

), x
i

, x
j

2 X, as a measure of the similarity between

the two data points. The a�nity matrix K[i, j] = k(x
i

, x
j

) is required to

be symmetric and non-negative, where a common choice is a radial basis

function (RBF) kernel

k(x
i

, x
j

) = exp
��kx

i

� x
j

k2/�2 , (3.1)

where � > 0 is a global scale parameter. A local scale [163] can be set

for each point as in (2.8). In practice, K can be computed using only the

nearest neighbors of every point and K[i, j] is set to zero for x
j

that are not

among the nearest neighbors of x
i

.

We apply a normalization of the data to obtain an approximation of the

Laplace-Beltrami operator on the data, so the embedding will not rely on

the distribution of the points [38,80]. The kernel is normalized by the degree
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of each point D[i, i] =
P

j2X k(x
i

, x
j

), by

eK = D�1KD�1.

A random walk is then created on the normalized dataset by:

P = eD�1

eK, eD(i, i) =
X

j

eK[i, j]. (3.2)

The eigen-decomposition of P yields a sequence of biorthogonal left and

right eigenvectors, �
`

and  
`

respectively, and a sequence of eigenvalues:

1 = |�
0

| � |�
1

| � .... Then, t steps of the Markov chain can be calculated as

p
t

(x
i

, x
j

) =
X

l�0

�t
`

 
`

(x
i

)�
`

(x
j

).

The di↵usion maps is defined as a mapping between the original high-

dimensional space and a Euclidean space Rd
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, (3.3)

where we retain only the first d eigenvectors due to the spectrum decay of P.

Note that  
0

is not used in the embedding because it is a constant vector.

In this chapter we set t = 1, but our approach can be used for estimating

the embedding for general t.

3.2.2 Out-of-sample Function Extension

Having calculated a di↵usion map  on the data X, various methods have

been proposed for extending  to new points. In simple examples, there

are analytic mechanisms for creating harmonic extensions when the eigen-

functions of the Laplacian can be derived analytically. However, this is not

applicable in the general case. The Nyström extension method is a popular

method for general OOSE. Given a new point x0 2M\X, the eigenvector

 
`

is extended to this point as:

b 
`

(x0) =
1

�
`

m

X

j=1

p(x0, x
j

) 
`

(x
j

), ` = 1, · · · , d. (3.4)
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Geometric Harmonics [39,80] is an OOSE method which improves upon the

Nyström extension method. It treats both the numerical instability due to �

by extending only the eigenvectors with significant eigenvalues. In addition,

it finds an appropriate scale for the kernel in the extension, dependent on

the function that is being extended. Rabin and Coifman proposed a Lapla-

cian pyramids-based OOSE method in [119]. The eigenvectors are extended

in an iterative multi-scale scheme, where the number of scales is adapted to

the complexity of each eigenvector separately. This approach was recently

extended in [54] to implicitly incorporate cross validation in the training

procedure and avoid over-fitting in the training. Aizenbud, Bermanis and

Averbuch [3] introduced an extension method based on a generalized least

squares solution for each new test point within its local neighborhood in the

training set. This solution is shown to minimize the Mahalanobis distance

between the embedding of the training points and the estimated embed-

ding for the new point, in respect to a covariance matrix that incorporates

geometric properties of the data and embedding.

The computational complexity of these methods typically depends on the

number of training points, since these methods rely on the distances between

a new test point and all training points, or its nearest neighbors in the

training set (determined by a nearest neighbor search algorithm). Therefore,

to perform OOSE, it is necessary to keep all the training points and their

corresponding embeddings in memory. If the a�nity matrix K in (3.2) is

based on non-Euclidean local metrics, such as [65, 102, 135, 145, 146], it is

not possible to use nearest neighbors search, since each training point is

associated with its own local metric. This increases the complexity of the

distance calculation and adds to the memory requirements of the OOSE. The

method we propose has no such requirement. After training, our approach

enables OOSE without retaining any of the training data or embeddings.

3.2.3 Deep Neural Networks

Artificial neural networks are networks composed of interconnected compu-

tational units termed neurons, which are typically organized in layers. A

deep neural network is composed of multiple hidden layers, and is typically

designed as a feed-forward network, in which there are no cycles or loops. In

our framework, we use multi-layer perceptrons (MLP), which are a popular
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and important class of neural nets, in which the layers are densely connected.

The output of each layer is computed as an a�ne mapping of the previous

layer followed by a non-linear function:

a(l+1) = �(W(l)a(l) + b(l)),

where a is termed the activation, W(l)[i, j] denotes the weight associated

with the connection between unit j in layer l and unit i in layer l + 1,

b(l) is a bias vector, �(·) is a non-linear function applied element-wise, and

a(1) = X. We denote the number of hidden units in layer l by s
l

and the

overall number of layers in a network, including the input and output, by

L. In our experiments, we used a sigmoid non-linearity in the activation:

�(z) = 1

1+e

�z

. Other choices include �(z) = tanh(z) and rectified linear

units: �(z) = ReLU(z) = max{0, z}.
Deep nets have been successfully applied to various tasks such as re-

gression for learning a function over a given dataset, classification, feature

learning, etc., achieving state-of-the-art results. The task the network per-

forms is determined by the output layer and the cost function minimized

over the network. In supervised learning, the goal is to predict a function

or labels on the input data. The cost function of a network consists of a

loss function, and a weight regularization term is usually added in order to

prevent over-fitting. Given a multi-layer network, we denote the weights

and biases of all the layers by ✓ = {W(l), b(l)}
l

. For regression of a multi-

dimensional function, y 2 Rd, as in our application, the squared error can

be used for the loss term:

J(✓) =
1

2m

m

X

i=1

ko(x
i

; ✓)� y
i

k2 + µ

2

L�1

X

l=1

kW(l)k2
F

, (3.5)

where o(x
i

) 2 Rd is the output of the net for input x
i

, k · k2
F

is the square

of the Frobenius norm, µ is a cost parameter. We use an l
2

penalty on

the weights, which is a very popular choice for regularization. Neural nets

are typically trained using variants of stochastic gradient descent (SGD)

for calculating the weight and biases in the network that minimize the cost

function. The gradient of the loss function relative to the weights is com-

puted e�ciently using backpropagation [125], starting from the output layer

backwards to the input.
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Autoencoders

Deep learning can also be used in an unsupervised manner, such as in train-

ing autoencoders. An autoencoder is composed of an encoder function f(·)
and a decoder function g(·), where the dimension of f is typically smaller

than the dimension of the input data. The reconstruction of an input x
i

is

given by stacking the decoder on the encoder: r(x
i

) = g(f(x
i

)), and the au-

toencoder is trained to minimize a reconstruction error loss L(x, r(x)) over

the training points, i.e. trying to approximate the identity function. This

is performed by setting the number of output units of the decoder to be

the dimension of the input data, and fine-tuning a loss function between the

output and the input. The output of the encoder, i.e. the middle layer of the

autoencoder, can be seen as a low-dimensional representation of the data.

Autoencoders were popularized by Hinton [69]. Basic autoencoders consist

of a single hidden layer [124, 156], but deep autoencoders have also been

proposed for classification, denoising, image retrieval, speech enhancement

and more [69,156].

3.3 Di↵usion Net

3.3.1 Problem Setup

We assume the data lies on a smooth, compact, d-dimensional Riemannian

manifoldM embedded in a high-dimensional space Rn, (d < n). Calculating

the di↵usion map  : X ! Rd (3.3) for a given training set X = {x
i

}m
i=1

maps the high-dimensional space to Euclidean space Rd, revealing the low-

dimensional structure of the data. We address three related problems in this

setting: (a) Out-of-sample extension, (b) pre-image solution and (c) outlier

detection.

Given new test points X 0 = {x0} ✓ M \ X, the purpose of an out-of-

sample extension method is to extend  to the new points. For the given

training points, the extension should be as close as possible to the true

embedding: kb (x
i

) �  (x
i

)k
2

< ✏, for small ✏. In addition, the extension
b (x0) should preserve the properties of the original embedding, such as

preserving local structures in the data.

The second problem we address is calculating the pre-image [5,79]. Given

a point ' in the di↵usion space, the pre-image of ' is a data-point x for which
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 (x) = '. Note that the problem is technically ill-posed, as such a point x

might not exist. However, we can still solve for an approximate pre-image

by solving

x̂ = argmin
x

k (x)� 'k2 (3.6)

. The pre-image has been shown to be closely related to the OOSE prob-

lem [5]. Calculating the pre-image is essential to being able to pull back

calculations made in the embedding space to the data space.

Finally, we aim to provide a new outlier detection measure, to detects

outliers in newly arrived data. In OOSE algorithms, the ability to pro-

vide a good embedding for new points depends on how well they follow the

model of the training data, i.e. their distance from the training data. For

example in kernel-based extension methods such as Nyström, the scale of

the Gaussian kernel limits how close points need to be to the training data.

Denote by x⇤ = argmin
x

i

2X
kx0 � x

i

k the nearest-neighbor of a test point x0

within the training set X. If the distance between the two is very large,

kx0 � x⇤k � �, then b (x0) =  (x⇤), i.e. the OOSE reverts to 1-nearest

neighbor prediction. Numerically, if kx0 � x⇤k/� ! 1, then the a�nity to

the training set evaluates to zero, and the OOSE is the origin. In related

works (e.g. [39, 56, 80, 119]), there is typically an implicit assumption that

the test data follows the distribution of the training data. However, the em-

bedding obtained for outliers is uninformative and can lead to mistakes in

the task the embedding is used for, i.e. classification, signal processing, etc.

Therefore, indicating if a point is an outlier within an OOSE framework

is important to properly processing the data. We define x0 as an outlier

with respect to X, the dataset for which the di↵usion map was calculated,

if  ̂(x0) 6=  (x0), where  (x0) is the embedding we would obtain if x0 2 X

when calculating the embedding.

3.3.2 Our Approach

We propose a solution to these problems based on deep neural nets, training

a neural network-based encoder and decoder, and combining them in a deep

multi-layer autoencoder. Thus, instead of training a general autoencoder in

which the middle layer can be seen as providing a low-dimensional repre-

sentation of the data, we incorporate the given embedding on the data in

the training procedure. The encoder and the decoder are both MLPs com-
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posed of L layers, whose output layer is a regression layer. In our approach,

the encoder learns a mapping from the manifold to the di↵usion space, by

minimizing the squared loss between the output of the encoder and  (x).

In addition, we impose a new constraint to preserve properties of the em-

bedding. The decoder learns the inverse mapping from the low-dimensional

di↵usion space back to the high-dimensional space of the data, solving the

pre-image problem. By stacking the encoder and decoder we obtain an au-

toencoder, whose inner-most layer computes the di↵usion embedding of the

data. The autoencoder can be used for both outlier detection and denoising.

Our framework is presented in Algorithms 1, 2 and 3.

Algorithm 1 Out-of-sample Extension

Encoder (Section 3.3.3)
Training phase:
Input Training setX, di↵usion embedding  , number of layers for encoder

L.
Initialize the weights ✓e = {W(l), b(l)}

l

of the encoder and set a(1) = X,
y =  .
Optional: pre-train every hidden layer as an autoencoder. (Sec-
tion 3.4.1)
Optimize the parameters of the network by fine-tuning cost (3.8) with
back-propagation. (Section 3.4.2)

Test phase:
Input test data X 0

Calculate the out-of-sample-extension to new points as the output of the
encoder b (x0) = oe(x0).

3.3.3 Encoder

The encoder learns the mapping between the high-dimensional data space

and the embedding space. The encoder is designed as an MLP, minimizing

the L
2

loss between the di↵usion map  and the output of the net, i.e.

oe(x
i

) =  (i) in (3.5), where oe denotes the output matrix of the encoder

for all training points, oe 2 Rd⇥m. To facilitate the output of the encoder

approximating the di↵usion map, we add a new constraint to the training

objective of the encoder. Since the coordinates of the di↵usion map are

eigenvectors of the random walk matrix on the data,P in (3.2), we add a
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Algorithm 2 Pre-Image

Decoder (Section 3.3.4)
Training phase:
Input Training setX, di↵usion embedding  , number of layers for decoder

L.
Initialize the weights ✓d = {W0(l), b0(l)}

l

of the decoder and set a(1) =  ,
y = X.
Optional: pre-train every hidden layer as an autoencoder.
Optimize the parameters of the network by fine-tuning cost (3.9) with
back-propagation.

Test phase:
Input test points in the embedding space {'}

Calculate the pre-image of the test points as the output of the decoder
bx = od(').

new cost term on the output of the encoder being an eigenvector of this

matrix. The additional term, termed the eigenvector (EV) constraint, is

JEV =
⌘

2m

d

X

j=1

k(P� �
j

I
m⇥m

)(oe
j

)T k2, (3.7)

where oe
j

is the j-th row of the output matrix, �
j

is the j-th eigenvalue of

the a�nity matrix, and ⌘ is an optimization cost parameter.

This new term imposes smooth locality on the training points, and main-

tains the local geometry of the points in the encoder function. In contrast

to general constraints in deep learning, where each data point is processed

independently, this constraint “mixes” output values of di↵erent data points

together, via the random-walk matrix. The EV constraint enforces that an

output value for a given data point can be reconstructed as a weighted aver-

age of the outputs of the local neighborhood of the data point. The locality

of the neighborhood depends on the bandwidth of the kernel used to define

the a�nity matrix (3.1). This constraint serves to minimize the loss error

on the output, such that the output is not a general regression of the desired

function, but an eigenvector of the matrix, thus maintaining the geometric

properties of the embedding.

Although we use di↵usion maps for manifold learning, other kernel meth-

ods may be used and imposed with the EV constraint. This only re-



32 3. DIFFUSION NETS

Algorithm 3 Autoencoder

Autoencoder (Section 3.3.5)
Training phase:

Stack decoder trained as in Alg. 2 on top of encoder trained as in Alg. 1
and obtain autoencoder with 2L� 1 layers.
Calculate average reconstruction error ✏.

Test phase:
Input test data X 0

Calculate reconstruction of the point as the output of the autoencoder
bx0 = r(x0).
Calculate an outlier detection score as threshold on the reconstruction
cost kr(x0)� x0k > C✏.

quires replacing the matrix P with the matrix that is decomposed in other

approaches, for example the normalized a�nity matrix D�1/2KD�1/2 as

in spectral clustering [157] or the unnormalized graph Laplacian matrix

L = D�K as in Laplacian Eigenmaps [10].

Adding the EV constraint to the cost function of the encoder, the total

cost is:

Je(✓e) =
1

2m

m

X

i=1

koe(x
i

)� (x
i

)k2+µ

2

L�1

X

l=1

kW(l)k2
F

+
⌘

2m

d

X

j=1

k(P��
j

I)(oe
j

)T k2,

(3.8)

where ✓e = {W(l), b(l)}
l

denotes the set of the weights and biases of all

the layers of the encoder. To incorporate this constraint in the gradient

calculation in back-propagation, the gradient of this constraint in regards to

the output layer is:

rJEV =
⌘

m

d

X

j=1

oe
j

�

PT � �
j

I
�

(P� �
j

I) .

For new data-points, the encoder performs out-of-sample extension, based

on the mapping learned from the training points. This extension is com-

putationally e�cient as it relies on a few a�ne transforms and non-linear

element-wise functions. In addition, once trained, it does not depend at all

on the training data, making it e�cient also in terms of memory.



3.3. DIFFUSION NET 33

Note that for a high value of ⌘, the EV constraint forces the output to the

origin, which is a trivial solution to minimizing this constraint. To drive the

solution away from the origin, an “orthogonality” constraint can be added,

such that oe(oe)T =   T . For symmetric a�nity matrices as spectral clus-

tering or Laplacian Eigenmaps this becomes oe(oe)T = I
d

, where I
d

is a d⇥d
identity matrix. In our simulations, adding this constraint to the encoder

cost function did not have a meaningful impact, and it increased the training

time while requiring fine-tuning of an additional cost parameter with respect

to the other terms. Other constraints could be used as an alternative to the

EV constraint we introduce, such as the Rayliegh quotient [72], which will

be explored in future work.

3.3.4 Decoder

The decoder has the same architecture as the encoder, only in reverse. The

input layer is a(1) =  , with size s
1

= d, and y = X with size s
L

= n. There

are no new constraints in the decoder cost, and it consists of a loss term and

weight regularization term as in (3.5):

Jd(✓d) =
1

2m

m

X

i=1

kod(i)� x
i

k2 + µ

2

L�1

X

l=1

kW0(l)k2
F

, (3.9)

where ✓d = {W0(l), b0(l)}
l

denotes the set of the weights and biases of all

the layers of the decoder, and od(i) 2 Rn is the output for input  (x
i

).

Note that the decoder weights {W0(l)}
l

are not tied to those of the encoder

{W(l)}
l

, therefore the number of units in the hidden layers can be di↵erent

than for those in the encoder. Enforcing tied weights in the autoencoder

will be explored in future work.

The decoder solves the pre-image problem and has several interesting

applications. As the decoder learns the non-linear inverse mapping between

the data and the di↵usion space, it enables to output points in the data space

given new points in the di↵usion space. This enables data visualization, per-

formed by covering the di↵usion space with new points, and inputting these

points to the decoder. This also enables to perform data augmentation for

increasing the training set in machine learning applications. Another benefit

of the decoder is the ability to perform calculations in the embedding space

and then pull back to the data-space, for example, calculating centroids in
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a clustering application, or interpolation of points in the embedding space.

In our current formulation we do not impose constraints on the decoder,

however, in future work we will explore including additional constraints on

recovering the data such as a harmonic constraint. This will enable recov-

ering interesting surfaces, such as “minimal surfaces”, from the embedding.

3.3.5 Autoencoder

Having trained the encoder and the decoder, the two networks are stacked

together to obtain an autoencoder. This architecture is displayed in Fig-

ure 3.1. The network is composed from two stacks, one for the encoder and

Decoder

... ......
...

Encoder
.........

...

input layer output layerembedding 
layer

encoder 
hidden layers

decoder 
hidden layers

Figure 3.1: Autoencoder. Left: encoder with two hidden layers, Right:
decoder with two hidden layers. The output of the encoder is a prediction
of the di↵usion map. The output of the decoder is a reconstruction of the
data.

one for the decoder. In most of our experiments each stack has 2 hidden

layers, and in some we use simpler stacks of a single hidden layer.

One application of the autoencoder is to use the autoencoder recon-

struction error to detect outliers in the data. Denoting the output of the

autoencoder by r, the training data provides an average reconstruction error:

✏ =
1

m

m

X

i=1

kx
i

� r(x
i

)k2. (3.10)

This enables setting a threshold on new test points to determine whether

they fit the model of the data learned by the autoencoder. If the recon-

struction error for a new point x0 is greater than this threshold, the point
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is considered an outlier and its OOSE can be disregarded. This condition is

given by

kr(x0)� x0k2 > C✏,

where C is a constant determined by the user and the training data. Per-

forming outlier detection within the framework of OOSE was previously

addressed in [3], where a Mahalanobis distance in the embedding space was

used for anomaly detection. Our approach di↵ers in that our measure de-

pends on the reconstruction of the point in the data space and not in the

embedding space. This approach is similar to anomaly detection via dic-

tionary learning, where a high reconstruction error of a test point indicates

that the learned dictionary does not represent the point and it is therefore

an outlier [165].

A second application of the autoencoder is denoising. When applied

to noisy data, the di↵usion map recovers a smooth manifold. Noise in the

data, which relates to the relaxation time in the di↵usion process, is typically

manifested in eigenvectors relating to small eigenvalues [136]. These are are

usually disregarded when choosing the number of dimensions to retain in the

embedding. Thus, noisy points which relate to the same original clean point

are embedded at identical coordinates, and this mapping is learned by the

encoder. The decoder, which learns the inverse mapping from the embedding

to the data, can only recover a smooth version of the data. Variations in the

recovered data are such that they are along the low-dimensional manifold,

whereas variations due to noise, that are not “seen” by the manifold, are

suppressed. Thus, inputting new noisy points into the autoencoder, outputs

a clean version of the points.

From a deep learning perspective, the embedding in the middle layer

of the autoencoder serves as a regularization that promotes denoising, as

the contractive penalty is used for regularization in contractive autoen-

coders [124]. From a manifold learning perspective, the same mechanism

we propose here can also be applied to perform denoising with other paired

techniques of out-of-sample extension and pre-image computation. This is

also true for the outlier detection scheme. However, our approach provides

a single general framework with which to perform these tasks.

Vincent et al. [156] provide an interpretation of their denoising autoen-

coder based on the manifold assumption, however they do not explicitly
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incorporate the manifold in their training procedure. In addition, they are

intentionally corrupting the data by adding noise to the input and then

training the network to recover the clean data. We do not assume the data

is clean, but that the embedding provides a smooth representation of the

data.

3.4 Practical Considerations

This section provides implementation details regarding the optimization of

the di↵usion net and the computational complexity of our approach.

3.4.1 Pre-training

In general neural nets, a greedy layer-wise pre-training procedure was first

developed by Hinton, Osindero and Teh [68] for Restricted Boltzman Ma-

chines, and later extended to autoencoders [12]. This procedure was shown

to improve the optimization of the neural network. In this approach, each

layer is first trained in an unsupervised manner as an autoencoder whose

input is the output of the previous layer. This enables to “initialize” the

parameters ✓ = {W(l), b(l)}
l

of the network before performing backpropa-

gation, termed fine-tuning, over the complete network for the supervised

learning task. It was shown empirically that this procedure yields improved

results compared to initializing with random weights which can get stuck in

poor local minimum solutions.

Recently, deep networks trained using very large quantities of labeled

data have achieved successful results, with pre-training having very little

impact, if at all. It appears that employing large amounts of data in the

training cancels the advantage gained by pre-training [13]. However, in

our setting, the amount of the data used to train the network is not large,

therefore pre-training is beneficial.

We pre-train every hidden layer as a denoising autoencoder [156] with a

sparsity term. This term encourages the average activation of every hidden

unit to be small so that the hidden representation of the data is sparse [83].
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The loss function is given by

J(✓) =
1

2m

m

X

i=1

kêx
i

� x
i

k2 + µ

2

2

X

l=1

kW(l)k2
F

+ �

s1
X

j=1

KL(⇢k⇢̂
j

), (3.11)

where ✓ = W(1),W(2), b(1), b(2). The input point is x
i

, ex is x corrupted by

setting a random subset of entries to zero and êx
i

is the reconstruction of

x
i

by the autoencoder. The third term is the sparsity loss where s
1

is the

number of hidden units, ⇢ is a sparsity parameter, typically a small value

close to zero, ⇢̂
j

is the average activation of hidden unit j and KL(⇢k⇢̂
j

)

is the Kullback-Leibler divergence between the probability mass functions

of Bernoulli random variables with parameters ⇢ and ⇢̂
j

. This constraint

imposes that each hidden units “responds” only to specific input patterns

in the data.

3.4.2 Optimiztion

The cost function in neural networks is highly non-convex. However, convex

optimization methods are used, as typically a local minimum yields good

results. We perform training with Limited memory BFGS (L-BFGS) [83,

158] with line search procedure, a quasi-Newton method implemented in

Matlab’s minFunc package, and the gradients are computed using standard

back-propagation [125]. L-BFGS is a suitable approach when the dataset is

not too large, and even out-performs SGD, which is a more popular approach

in deep learning, in certain settings [83].

The weights and biases in all layers are initialized with random values

from a normal distribution with zero mean and small variance. The weight

regularization parameter µ was set to be small, i.e. order of 10�7 or 10�10.

In the experimental results in Section 3.6 we examine the performance of

the new constraint (3.7) for di↵erent values of ⌘.

3.4.3 Mini-batch training

Mini-batch training is typically used with large datasets in deep learning and

has been shown to improve performance. In this method, a random subset

of samples is chosen for each iteration (or number of iterations) and the

gradients are computed and averaged only for this small subset. Since the



38 3. DIFFUSION NETS

constraint we added (3.7) entails multiplying the output of the encoder by

the normalized random walk matrix, it is essentially “mixing” between the

outputs of di↵erent training points. This is problematic in mini-batch train-

ing, since a point’s local neighborhood which most influences the eigenvector

constraint will not necessarily be included in the mini-batch. If extracting

only a subset of points, a new matrix needs to be calculated for the mini-

batch by extracting the relevant rows and columns, and renormalizing the

new matrix. In this case, this constraint is reduced to the output being

only an approximation of the eigenvector of the full random walk matrix.

However, since the size of training data used in manifold learning is usually

not large due to computational complexity constraints, it is unnecessary to

train using mini-batches. In this our setting di↵ers from typical large-scale

applications in deep learning such as Imagenet, CIFAR-100, etc.

3.4.4 Computational complexity

Training is an iterative sequential process, performed o✏ine, as in other

OOSE methods [39, 54, 119]. The training time to convergence depends on

the cost parameters, initialization and size of the training set. To over-

come the sensitivity of the optimization to the random initialization of the

network parameters, we employ greedy pre-training (Sec. 3.4.1) to improve

the convergence of the network. In the following we report the computa-

tional and memory cost of processing new points. Once the encoder has

been trained, out-of-sample extension on new data is calculated with com-

plexity O(
P

L�1

l=1

s
l

s
l+1

) where s
1

= n and s
L

= d. In our experiments,

we used an encoder with two hidden layers so the complexity was of order

O(ns
2

+ s
2

s
3

+ s
3

d). This is opposed to other OOSE methods in which the

complexity depends on m, the number of training points, where typically,

m� n > d. For example, the complexity of OOSE using a näıve implemen-

tation of Nyström is O((d+n)m), as it requires calculating the distance to all

training points. This cost can be reduced using an accurate or approximate

k-nearest-neighbor search [16, 74], however their e�ciency depends on the

dimensionality and distribution of the data. In terms of memory require-

ments, these algorithms still rely on retaining all the training points and

may even incur increased memory requirements for e�cient search [74].

An advantage of our method is that there is no need to retain the training
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points and embedding, once the network has been trained. Only the weight

matrices and bias vectors of all the layers of the network are necessary. Thus,

our approach requires memory on the order of O(
P

L�1

l=1

s
l

s
l+1

). Other meth-

ods, on the other hand, require retaining all training points and embeddings.

For Nyström and Geometric Harmonics [39] this results in memory on or-

der of O((d + n)m). The memory cost of the PCA-based approach in [3]

is higher, requiring an additional O(md2) to save covariance matrices for

the embeddings of the training points. If using a non-Euclidean metric as

in [135, 146], retaining the covariance matrices of the training points leads

to an additional memory cost on the order of O(mn2). Thus, our method

has a large advantage in applications and systems in which the memory and

run-time are limited.

3.5 Bounding the Out-of-sample-extension Error

In this section, we provide a theoretical bound on the error rate for ap-

proximating eigenfunctions of the Laplacian using a single layer network of

sigmoid hidden units. The full derivation is given in 3.A. Suppose M is a

smooth compact d-dimensional submanifold of Rn. Assume M is equipped

with a metric ⇢ : M ⇥M ! R+ which is locally bi-Lipschitz with respect

to the Euclidean metric, meaning 9�, ✏ such that

(1� ✏)kx� yk
2

 ⇢(x, y)  (1 + ✏)kx� yk
2

, for kx� yk < �.

Theorem 3.5.1 Let M be a smooth compact submanifold of Rn equipped

with a metric which is locally bi-Lipschitz with respect to the Euclidean met-

ric. Let B
r

be a Euclidean ball of radius r such that M ⇢ B
r

. Let  be an

eigenfunction of the Laplacian of M with eigenvalue �, and let f : Rn ! R
be an extension of the eigenfunction to the ambient dimension via

f(x) = exp(��kx� PMxk2
2

) (PMx)

where PMx = arg min
y2M

kx� yk
2

.
(3.12)

Then there is a linear combination f
K

of K sigmoidal units such that

✓

Z

(f(x)� f
K

(x))2dx

◆

1
2

 Cp
K

. (3.13)
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Corollary 3.5.2 Under the same conditions as Theorem 3.5.1, let  
1

, ..., 
d

be eigenfunctions of the Laplacian and f
i

be the extension of  
i

. Let f(x) =

(f
1

(x), ..., f
d

(x)). Then there exists a single hidden layer network with Kd

sigmoidal units and output o(x) 2 Rd such that

✓

Z

(f(x)� o(x))2dx

◆

1
2

 Cp
K

. (3.14)

While our theorem addresses the true Laplacian, our implementation

considers the empirical Laplacian, which converges to the true Laplacian

given infinite training data uniformly sampled from the manifold. In addi-

tion, Theorem 3.5.1 guarantees existence of a solution, yet since the opti-

mization problem is non-convex, it does not guarantee convergence. We are

bounding the best in-class approximation error for a fixed size of parame-

ters (network size), however results on whether gradient descent achieves this

ideal are still lacking. There are recent results showing that, for deep feed-

forward linear models, every local minimum is also a global minimum [75].

While this no longer applies when using non-linearities, a similar cost func-

tion landscape is conjectured to apply, thus implying a local minimum may

attain similar approximation error to the best-in-class network.

3.6 Experimental Results

In this section, we present experimental results for several toy problems and

real image data. We demonstrate the performance of the encoder and de-

coder separately and then joining them in an autoencoder. We evaluate

the e↵ect of the eigenvector constraint and demonstrate how it improves

the performance of our system, especially in noisy scenarios. Finally, the

autoencoder is successfully used in outlier detection in images. This demon-

strates that our solution not only performs OOSE, but also means by which

to verify that new data agrees with the model inferred from the training

data.
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Figure 3.2: (a) 3D closed curve. (b) First two coordinates of the di↵usion
map. Points colored by ✓

i

.

3.6.1 Encoder

Our first example is a closed 3-D curve parametrized by:

x
i

= (cos(✓
i

), sin(2✓
i

), sin(3✓
i

))T , ✓
i

2 (0, 2⇡). (3.15)

We examine the e↵ect of adding the eigenvector constraint (3.7) to the

encoder cost function (3.8) for this toy problem. We address both the e↵ect

of the architecture of the network, i.e. number of layers and units, and the

e↵ect of noise in the data. We add white Gaussian noise ⌫
i

with standard

deviation (std.) �
⌫

= 0.05 to the data:

x̃
i

= x
i

+ ⌫
i

, ⌫ ⇠ N (0,�2
⌫

I
3⇥3

)

and sample 2000 points from this noisy curve. The 2D di↵usion map of

these points is a smooth circle (Fig. 3.2).

To evaluate the performance of the encoder, we calculate a leave-one-

out cross validation error as in [14]. We first calculated the embedding  

for m = 2000 training points. Then, for every point x̃
i

, we calculated an

embedding e using the remaining m̃ = 1999 points, and calculated the map-

ping between the two embeddings. A leave-one-out evaluation minimizes the

inherent error due to mapping the training manifold embedding to the man-

ifold calculated for the training and test set together, which grows with the

number of added test points.

In our experiments, the data is closed curve, so that its continuous equiv-

alent is the heat equation with Neumann boundary condition. Therefore,

continuous solutions to this PDE are the trigonometric functions sin(·), cos(·).
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Figure 3.3: Comparing 1 hidden layer (red ‘x’) vs. 2 hidden layers (blue
circle) for varying ⌘ values for fixed �

⌫

= 0.05.

For our discrete 3D data, the eigenvectors approximate these continuous pe-

riodic eigenfunctions. Specifically, the first two eigenvectors belong to the

same eigenvalue and form a 2D circle in the embedding space. Therefore,

two such embeddings calculated for the same data are similar up to a rota-

tion. We calculated the rotation between both embeddings  and e using

the 1999 shared points. This was calculated by [37]

S[i, j] =
X

k

e T

i

(k) ⇤ 
j

(k), k 2 {1, ..., m̃} i, j = 1, 2. (3.16)

The SVD of S is U⇤V T . Then the rotation from e to  is given by

R = V UT . (3.17)

We trained the encoder on the 1999 points and their corresponding em-

bedding e , and extend the embedding to the excluded point x̃
i

, denoted
e (i) = oe(x̃

i

). We then calculated the MSE error between the original

embedding of x̃
i

and its rotated extension:

k (i)�Re (i)k2.

We performed this for each point x̃
i

separately and then averaged the leave-

one-out MSE error over all points.

Figure 3.3 plots the MSE for various values of ⌘ for an encoder with 1
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Figure 3.4: Leave-one-out cross validation MSE of the encoder. Comparing
various ⌘ values for increasing noise std. �

⌫

hidden layer and with 2 hidden layers. In Fig. 3.5, we plot several results

from this experiment. The top row displays the output of the encoder with

one hidden layer and the bottom row with two hidden layers. Column (a)

is the result without the added constraint (⌘ = 0). Columns (b)-(d) are for

⌘ = 10, 100, 10000 respectively.

A first conclusion from these simulations is that adding depth to the net-

work improves the results. This follows known observations in deep learning,

that functions that can be compactly represented by networks with L lay-

ers, can require an exponential number of units in a network with L � 1

layers [12]. Using one hidden layer, the reconstruction of the embedding is

noisy and the added constraint is not enough. Using two hidden layers, the

results are significantly improved and the eigenvector constraint serves to

smooth out the noise in the reconstruction. In terms of the MSE, adding a

layer decreases the error by a factor of 10. When the cost parameter is too

large as in Fig. 3.5(d), this constraint collapses the output of the encoder to

the origin, which is the trivial solution to minimizing this constraint. The

optimal results were achieved for ⌘ = 10 � 100. Not imposing the EV con-

straint (⌘ = 0) yielded an error that was twice as high and results in a noisy

approximation.

We note that similar results regarding the advantages of depth were

observed in training an autoencoder for this data. Adding a layer to the

autoencoder decreases the reconstruction MSE by a factor close to 10. Thus,
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Figure 3.5: Top row: Encoder with 1 hidden layer, Bottom row: Encoder
with 2 hidden layers. Blue plot is original di↵usion map, red plot is output
of the encoder. The columns examine the e↵ect of the eigenvector constraint
for increasing values of ⌘. (a) ⌘ = 0, (b) ⌘ = 10 ,(c) ⌘ = 100, (d) ⌘ = 105. If
⌘ is too large, the eigenvector constraint dominates the cost function and the
output collapses to the trivial solution that all points equal zero. For a one
hidden layer encoder, the eigenvector constraint is not enough to smooth out
the noise and obtain a good embedding. For a two layer net, increasing ⌘
within a reasonable range smooths the noise and yields an improved output
compared to not including this constraint.

using 2 layers in the network improves both encoder and autoencoder errors.

To examine the e↵ect of noise on the approximation, we ran simulations

with varying values of �
⌫

, and present the results in Fig. 3.4. The encoder

was trained with 2 hidden layers, with 20 hidden units in each layer. We

calculate the leave-one-out MSE, comparing several encoders with di↵erent

value of ⌘ in the EV constraint. The best results are obtained by ⌘ = 100 up

to �
⌫

= 0.1, where ⌘ = 10 has the lowest error. Even for no noise (�
⌫

= 0),

including the EV constraint with proper ⌘ is meaningful for estimating the

di↵usion embedding (⌘ = 0 has the second highest error for all �
⌫

values).

If is ⌘ is too high, the solution collapses to zero, resulting in a high error.

For low �
⌫

, ⌘ = 1000 performs well so there is some trade-o↵ between the

SNR and how high ⌘ can be.

To examine the dependence of the mean error on the number of units
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in the single layer encoder, we trained the network with a varying number

of hidden units s
1

2 {5, ..., 60}, for ⌘ = 100, given clean data, i.e. �
⌫

= 0.

Figure 3.6 shows that the empirical mean error e is bounded by C

s1
, so that

empirically we are achieving a tighter bound than the bound guaranteed in

Corollary 3.5.2.

s
1
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Figure 3.6: Embedding estimation error vs. number of hidden units s
1

in
1-layer encoder (solid line). The empirical error is bounded by C

s1
(dashed

line), which is a tighter bound than the theoretical bound Cp
s1

guaranteed

in Corollary 3.5.2.

In Fig. 3.7(a) we compare the encoder to competing OOSE methods:

Nyström, Geometric Harmonics (GH) [39] and Auto-adaptive Laplacian

Pyramids (AALP) [54] (an improved version of [119]), for varying noise.

We also examine how the number of hidden units a↵ects the performance of

the encoder. We compare three DN encoders with two hidden layers, which

were trained using ⌘ = 100:

• DN-20-10: s
1

= 20 and s
2

= 10 hidden units

• DN-20-20: s
1

= 20 and s
2

= 20 hidden units

• DN-40-20: s
1

= 40 and s
2

= 20 hidden units

The DN-40-20 encoder outperforms all competing methods for all noise std.

For no noise (�
⌫

= 0) AALP has the second lowest error, but there is

a decrease in performance when noise is introduced. Geometric Harmonics

does better than Nyström for low noise, but also shows a significant decrease

in performance as the noise grows. Nyström is least dependent on noise in

this scenario but does poorly for low noise. Finally, the results demonstrate
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Figure 3.7: (a) Out-of-sample extension MSE vs. �
⌫

: Comparing three
DN encoders to competing methods . (b) Out-of-sample extension error vs.
variation in the in-sample embeddings. Dashed plot is ✏

ntest , solid line is DN
encoder MSE error.

that using more hidden units improves the OOSE as the encoder is able to

learn a more accurate mapping.

We also compare the OOSE error to the inherent mapping error between

embeddings, due to increasing the number of points for which the embedding

is calculated, similar to [14]. The purpose of an out-of-sample extension

algorithm in the manifold learning setting is to provide an extension of the

embedding to new points, such that this extension on the new points is close

to the embedding of these points if the embedding was calculated over all the

points. Due to the discrete nature of the data, there is no “true” embedding;

rather the value of the eigenvectors for a given training point depends on

the other points in the set and the scale used in the a�nity matrix. We

calculate the mapping error between two embeddings as follows.

We sample m = 2000 training points along the curve and calculated

the di↵usion embedding  for these points. We then added n
test

points

to the training points, and calculated an embedding e for all m̃ = m +

n
test

points. We calculated the rotation between both embeddings using

the shared points, i.e. the m training points, following (3.16)-(3.17), and

calculated their average mapping error:

✏
ntest =

1

m

X

k (k)�Re (k)k2, k 2 {1, ...,m}.
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We calculated this error over 10 realization of the data and for 5 �
⌫

values.

This error is the variation in the in-sample embedding due to increasing

the number of points for which the embedding is calculated. Figure 3.7(b)

compares this error to the leave-one-out OOSE error of the DN encoders,

trained using m = 2000 points and ⌘ = 100. For n
test

> 100, the out-of-

sample extension MSE of our encoders is lower than the variation in the

in-sample embeddings. Since, OOSE will typically be performed for n
test

much higher than 100, this demonstrates that our method provides a good

out-of-sample extension.

Regarding the parameters used in the encoder simulations, the num-

ber of units in the hidden layers in the simulations was s
l

= 20, unless

stated otherwise. The cost parameter of the weight regularization term

was set as µ = 10�10. For the sparsity constraint in pre-training the auto-

encoder (3.11), we tried various values of � for ⇢ = 0.1 and they do not

a↵ect the errors in any significant manner. Therefore, we set � = 1.

3.6.2 Decoder

The decoder solves the pre-image problem. It can be used to extend data

from the di↵usion embedding space to the data space, thus creating new

points that lie on the manifold. This enables a better visualization of the

data belonging to the manifold, in the data space.

Our first example is based on the clean version of the 3D curve, given

in (3.15). We draw 2000 random samples from this curve. The di↵usion

map is calculated with � = 0.1 for the scale in the kernel (3.1). The first

two di↵usion coordinates are a circle, as in the previous example. We train

a decoder using these 2000 samples and their embedding. We then cover

the di↵usion space with points enclosed within a circle extended beyond the

radius of the embedding and use the decoder to predict the data in the 3D

data space.

Figure 3.8(a) displays the points in the embedding space colored by

angle (top) and radius (bottom). Figure 3.8(b) presents two di↵erent views

of points predicted by the DN decoder in the 3D data space, where the colors

correspond to the color of the points in the di↵usion space. We can see the

points are restricted to a 2D surface enclosed within the 3D curve. Note

that the embedding of the origin is handled smoothly, with no singularities
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(a) (b) (c) (d)

Figure 3.8: (a) Di↵usion space is covered in points within a circle. The black
points are the di↵usion coordinates for the training data and are the input
points to the decoder. (b) Two di↵erent views of the output of the decoder,
where the black points are the original training datapoints. (c) Output of
weighted average for fine scale. (d) Output of weighted average for coarse
scale. Top row: points colored by angle in the di↵usion space. Bottom row:
points colored by radius.

in the data space. Also note that points in the di↵usion space which are

located beyond the original circle (points colored in red in the bottom plots),

are decoded in the data space along the boundary of the surface. Thus, the

range of extension is limited and follows the geometry of the original data. In

comparison, Fig. 3.8(c) and (d) present a pre-image calculated by weighted

averaging using an a�nity kernel with a fine and coarse scale, respectively.

For a fine scale, the range of extension is limited close to the 3D curve,

with points with a distance much larger than the scale collapsing to the

origin. For a large scale, the points along the original embedding are no

longer mapped along the 3D curve, but within it, resulting in a high data

reconstruction error.

The next example is of more complex data, whose embedding is also a 2D

circle. Given an image of a noisy periodic function (std. of the noise is 25),

shown in Fig. 3.9(a), we extract all overlapping patches sized 5 ⇥ 5 pixels,

and construct a random walk on the patches, to obtain the di↵usion map  .

The first two coordinates of the di↵usion embedding are a circle shown as the
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blue points in Fig. 3.9(b). Training the decoder with two hidden layers for

the di↵usion map and the patches, yields a function that “produces” image

patches. The input dimension is s
1

= 2 and the output dimension is s
L

= 25.

The decoder enables visualization of the data. Figure 3.9(b) displays the

patches obtained by inserting several test points from the di↵usion space

into the decoder, where the position of the patches in the circle corresponds

to the location of the points entered into the decoder. This example shows

that the radius in the di↵usion embedding represents the amplitude of the

periodic function in the image patches. At the origin of the di↵usion space,

we get a smooth patch. Note the patches are clean as opposed to the training

patches.

Figure 3.9(c) shows how this can be used for image manipulation. A

rotation of ⇡ and scale by 0.45 is applied to the di↵usion map as

e = 0.45

 

�1 0

0 �1

!

 .

The values of e are inputted into the decoder. Then the output values are

used to reconstruct the image where each value is assigned to its original

pixel location. The resulting image is indeed a shift of the original image in

Figure 3.9(c) and the amplitude has been decreased.

3.6.3 Autoencoder

We now turn to the Di↵usion Net autoencoder, which is trained following

Alg. 3. We compare the autoencoder to a Nyström-based OOSE and pre-

image, extending the data to the manifold and pulling back to the data

space. We begin with synthetic data, examining the e↵ect of the ambient

dimension of the data and the number of points used to train the network.

The high-dimensional data is defined by pairs of sine and cosine function,

whose period increases by 2⇡ for increasing dimension:

x
i

[2k � 1] = cos(2k⇡✓
i

)

x
i

[2k] = sin(2k⇡✓
i

)
(3.18)

where ✓
i

2 (0, 1), and we run simulations for increasing k. As the dimension

of the data increases, the complexity of the data increases as well, becoming
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(a) (b) (c)

Figure 3.9: (a) Image of noisy periodic function. (b) Decoding image
patches. Blue points are the di↵usion map of the training image patches.
Various points along and within the circle are inputted to the decoder. We
display the obtained patches at the locations in the di↵usion space that were
used an input to the decoder. This demonstrates that the radius of the em-
bedding corresponds to the amplitude of the periodic function in the image
space. (b) Image manipulation: the training di↵usion map is rotated by 180
degrees and the values multiplied by 0.45. Inputting these points into the
decoder and reconstructing the image from output, shows the period of the
image has indeed shifted and the amplitude decreased.

more and more oscillatory. We add i.i.d. Gaussian noise with std �
⌫

to each

high-dimensional point, obtaining a training set X
train

= {x̃
i

}Ntrain
i=1

. The

di↵usion embedding of this data is a 2D circle. The reconstruction of the

data is tested on a test set X 0 = {x̃0
j

}m
j=1

, where m = 5000 points.

In Figure 3.10, we present the denoising capabilities of the autoencoder,

compared to the Nyström-based reconstruction of the data. The DN au-

toencoder was trained with 2 hidden layers in the encoder, and 2 hidden

layers in the decoder, with 20 hidden units in each layer. Following the

experimental results of the encoder, we set ⌘ = 100 in the EV constraint.

We compare performance for three di↵erent noise levels: �
⌫

= {0, 0.1, 0.2},
and we average the results of 10 realizations of the data for each simulation.

The reconstruction MSE is given by

✏ =
1

m

P

m

j=1

kx0
j

� r(x̃0
j

)k2
kX 0k

F

,

where we divide by the Frobenius norm of the set X 0 to normalize the e↵ect
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Figure 3.10: Reconstruction MSE of the autoencoder for data with increas-
ing noise, where the network is trained using N

train

= 1000 (a), 2500 (b),
5000 (c) points.

of increasing the dimension of the data. Note that we are comparing the

output of the autoencoder to the clean data x0
j

, although the autoencoder

is trained using the noisy data {x̃
i

}
i

. Aside from a configuration of low

number of training points (N
train

= 1000) and high noise std (�
⌫

= 0.2),

the autoencoder demonstrates better denoising for all noise std, compared

to the Nyström-based reconstruction. Increasing the number of training

points improves the denoising of the di↵usion net, as expected with a neural

network, whereas Nyström is mostly una↵ected. Note that increasing the

number of training points does not increasing the memory and computa-

tional requirements of the Di↵usion net, as opposed to Nyström.

In Fig. 3.11, we examine the e↵ect of the number of units in the hidden

layers (the complexity of the network) on the denoising of the data. We

compare three configurations of the network, denoted DN-100-50, DN-50-25

and DN-25-13, where s
1

= {100, 50, 25} and s
2

= s1
2

in the encoder, and

vice-versa for the decoder, i.e. s
2

= {100, 50, 25} and s
1

= s2
2

in the decoder.

We compare the autoencoder to the Nyström-based approach for fixed noise

�
⌫

= 0.05, and increasing number of training points. The Di↵usion net again

out-performs Nyström. For a low number of training points (N
train

= 1000)

and a high number of hidden units (DN-50-25), the error of the network

increases, indicating an over-fit of the training data with respect to the

number of optimized parameters in the network. For DN-50-25 and DN-

100-50, increasing the number of training points significantly improves the

MSE. The performance of DN-25-13 is less a↵ected, as perhaps the network
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Figure 3.11: Reconstruction MSE of the autoencoder for increasing com-
plexity of the network (number of hidden units) for data with fixed noise
�
⌫

= 0.05. The network is trained using N
train

= 1000 (a), 2500 (b), 5000
(c) points.

has too few parameters to gain from the additional training data. As before

Nyström is mostly una↵ected by the increase of number of training points.

In both simulations, the performance of Nyström greatly degrades with the

increasing complexity of the data (the ambient dimensionality).

Finally, we test the autoencoder on recovering digits in the MNIST [84]

dataset. The dimensionality of the data is now very high n = 784 as com-

pared to the synthetic data we previously addressed. We calculate the em-

bedding and train the network for N
train

points, and compare the recon-

struction of m = 60000 test points by the DN autoencoder to Nyström. In

Fig. 3.12 we present the reconstruction MSE for each of the 10 digits vs.

N
train

. In all cases, the DN autoencoder out-performs the Nyström-based

recovery. In addition, aside for digits 0,1 and 2, as before, Nyström is un-

a↵ected by the number of training points, whereas the performance of the

autoencoder improves for all digits with additional training data.

3.6.4 Outlier Detection

We now apply the autoencoder to real image data and demonstrate that the

autoencoder performs outlier detection. As stated in Sec. 3.3, test data will

not necessarily follow the model of the data used to calculate the embed-

ding. OOSE applied to new data that significantly di↵ers from the training

data will assign embedding values that do not distinguish it from the data.
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Figure 3.12: Reconstruction MSE per digit for MNIST for varying N
train

training points. Blue ‘o’ plot is DN autoencoder, Red ‘x’ plot is Nyström.

Therefore, it is important to be able to determine when the embedding is

unreliable.

Figures 3.13(a) and 3.14(a) display two images of patterned semicon-

ductor wafers acquired by a scanning electron microscope, sized 200 ⇥ 200

pixels. Both wafer images have a defect near the center of the image. For

each image separately, we randomly extract 2500 patches from the image,

sized 8 ⇥ 8 pixels. This training set is used to calculate a di↵usion map,

reducing the data from dimensionality n = 64 to d = 2 dimensions. The

training set is used to train an autoencoder, as in Algorithm 3, and the

average training reconstruction error ✏ (3.10) is calculated. We then input

all overlapping image patches from the image into the autoencoder and cal-

culate the reconstruction error of each patch. Figures 3.13(b) and 3.14(b)

display kr(x0)�x0k/✏ for all pixels in the image, revealing that this approach

easily separates the defects from the background.

This is a result of the di↵usion map capturing the main structure of

the data, i.e. the pattern of the wafer, as represented in the training data.

Patches which di↵er from the training set, as in the case of the defects, are

not represented in the di↵usion map. Thus, when applying the autoencoder,

these patches are not properly reconstructed by the mappings learned from

the data space to the di↵usion space and back. This result obtained by the

autoencoder indicates that, for these patches, the embedding provided by

the encoder does not properly represent them.
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(a) (b)

Figure 3.13: (a) SEM image of a semiconductor wafer with defect near the
middle of the image. (b) Reconstruction error of the image relative to the
average training error: kr(x0)� x0k2/✏. This reveals the wafer defect.

3.7 Conclusions and Future Work

We have presented a new framework employing deep learning for manifold

learning. We proposed designing an encoder and decoder that learn the map-

ping between a given high-dimensional dataset and low-dimensional embed-

ding, and vice-versa. To this end, we proposed a new constraint in training

the encoder, which preserves the locality of the points in the embedding. We

demonstrated empirically that this constraint improves the approximation

of the embedding. Our encoder enables very e�cient out-of-sample exten-

sion of the non-linear embeddings to new points, with low memory costs.

The decoder provides a solution to the pre-image problem, enabling data vi-

sualization and augmentation. Finally, stacking the two networks together

as a deep autoencoder enables both denoising and outlier detection of the

data, as seen via the embedding. Calculating the reconstruction error of the

autoencoder for new points allows to evaluate whether the OOSE provided

by the encoder properly represents these new points. We presented experi-

mental results in noisy scenarios for simulated and real data, demonstrating

the properties of the proposed architecture and out-performing competing

methods.
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Figure 3.14: (a) SEM image of a semiconductor wafer with defect near the
middle of the image. (b) Reconstruction error of the image relative to the
average training error: kr(x0)� x0k2/✏. This reveals the wafer defect.

3.8 Future Work

Our main focus has been on the encoder for performing out-of-sample exten-

sion for data whose distribution follows the distribution of the training data.

However, in di↵erent applications, such as sequential signal processing, the

nature of the data can change over time. In manifold learning, the embed-

ding is usually calculated once for training points, and does not adapt over

time for new points, as opposed to online dictionary learning in sparse rep-

resentations, for example. This could lead to the embedding not providing

a good representation of the data as it evolves, and requires re-calculating

the embedding again and again. In future work, we propose to develop a

method based on online fine-tuning of the autoencoder that will adapt the

embedding to new points which do not fit the model of the training data.

Instead of performing “regular” fine-tuning of the autoencoder, constraints

can be added that will maintain the middle layer as an approximation of the

embedding, as we proposed with the encoder in this work. In this case, we

will fine-tune with both the test and training data, where the training data

regularizes the autoencoder so that its middle layer remains an approxima-

tion of the embedding for the training points. By fine-tuning the network

so that it reconstructs the new test data, the middle layer should recover a

new embedding for the test data. This adaptive approach will be explored

in future work.

A second direction is to further explore the decoder and how includ-
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ing di↵erent regularizations a↵ects the solution of the pre-image problem.

Including a harmonic constraint for example should enable recovering a min-

imal surface as the example shown in Sec. 3.6.2. The error rate we provided

on the encoder does not apply to the decoder as it requires the function that

is being approximated to be band-limited, which does not hold for the de-

coder in a general case. In future work on the decoder, we intend to provide

a theoretical analysis of the decoder, and to expand our theoretical results to

multi-layer nets. Computing the pre-image is important in di↵erent appli-

cations in which interpolating the data by averaging in the high-dimensional

data space is meaningless, such as the possibility of performing image tex-

ture synthesis. We will analyze datasets in which the high-dimensional data

is more complicated and examine how this a↵ects the required complexity

of the decoder architecture.

A third research direction is to examine improving deep learning appli-

cations. Our network enables to determine the number of nodes needed to

learn the geometry of the data and can be used to infer the maximal number

of nodes needed to model the complexity of the system for an unconstrained

neural net. In addition, we intend to explore whether incorporating our

encoder into a deep network will improve deep neural networks. This is mo-

tivated by previous works that have shown that implicitly incorporating the

manifold assumption in the construction of deep networks improves classifi-

cation results. Therefore, we expect that explicitly including the embedding

in the network via the encoder should be beneficial.

3.A Proof of Theorem 3.5.1

Proof 1 The proof of the theorem requires two key results in the literature,

relying on theorems by Barron [9] and Coifman and Lafon [39].

Theorem 3.A.1 (Theorem 1 from [9]) Let f : Rn ! R be a function with

bounded first moment of its Fourier transform

Z

Rn

| bf(!)||!|d!  C
f

.

Let B
r

⇢ Rn be a Euclidean ball around zero with radius r, which we assume

contains our data. Then for every n 2 N there exists a linear combination
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f
K

of K sigmoidal units such that

✓

Z

(f(x)� f
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(x))2dx

◆

1
2

 C
1p
K

, (3.19)

where C
1

= 2⇡C
f

µ(B
r

), and µ is the Lebesuge measure on Rn.

Now it su�ces to show that the extension function f of  from (3.12)

has a bounded first moment of its Fourier transform. To show this, we rely

on a second result.

Theorem 3.A.2 (Proposition 11 from [39]) Let M be a submanifold in Rn

and  : � ! R be an eigenfunction of its Laplacian with eigenvalue �. Let

� > 0 be an approximation level. Let f be an extension function as in (3.12).

Then there exists a band limited function b : Rn ! R with band C
�, 

� such

that
R

Rn

(f(x)� b(x))2dx
R

Rn

(f(x))2dx
< �.

We need several more intermediate claims before addressing the result.

Claim 3.A.3 The function f from (3.12) is in L2(Rn).

Proof 2 (Proof of Claim 3.A.3) Since ⇢ is locally bi-Lipschitz,

Z

Rn

f(x)2dx =

Z

Rn

e�2�kx�PMxk22 (PMx)2dx


Z
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Rn�d

e�2�kx�x
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n�d,�
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 (x0)2dx0

 C
n�d,�

1� ✏
Z

M
 (z)2d⇢(z)

=
C
n�d,�

1� ✏

Claim 3.A.4 Let b be as in Theorem 3.A.2, and bb be its Fourier Transform.

Then b 2 L2(Rn) and

Z

|bb(!)||!|d! <1.
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Proof 3 (Proof of Claim 3.A.4) Clearly b 2 L2(Rn) since
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where µ(B
1

) is the volume of a ball of radius 1 in Rn.

Now we prove Theorem 3.5.1. By setting � = 1

K

in Theorem 3.A.2, we

combine the above results to show
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Chapter 4

Multiscale Anomaly
Detection Using Di↵usion
Maps

We propose a multiscale approach to anomaly detection in images, combin-

ing spectral dimensionality reduction and a nearest-neighbor-based anomaly

score. We use di↵usion maps to embed the data in a low dimensional repre-

sentation, which separates the anomaly from the background. The di↵usion

distance between points is then used to estimate the local density of each

pixel in the new embedding. The di↵usion map is constructed based on a

subset of samples from the image and then extended to all other pixels. Due

to the interpolative nature of extension methods, this may limit the ability

of the di↵usion map to reveal the presence of the anomaly in the data. To

overcome this limitation, we propose a multiscale approach based on Gaus-

sian pyramid representation, which drives the sampling process to ensure

separability of the anomaly from the background clutter. The algorithm is

successfully tested on side-scan sonar images of sea-mines.

4.1 Introduction

Anomaly detection is important in many applications in image processing,

such as target detection in hyperspectral [31, 66] or sonar images [63, 112],

mammographic image analysis [138] and defect detection, for example in

60
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wafer or fabric inspection [20, 168]. A robust solution to this problem is

important in military applications and automation of quality assurance pro-

cesses, as the user will be shown only suspicious objects.

Anomaly detection in images is challenging due to several factors:

• Large size of the dataset: images have between tens of thousands of

pixels and up to millions of pixels.

• Noisy features which may be falsely detected as anomalies.

• Lack of training data: it is usually very hard to attain labeled data

for anomaly detection. In addition, the datasets are unbalanced due

to the nature of anomalies: there are many examples of normal data,

but few of the anomalies. This makes unsupervised methods more

desirable than supervised ones.

• High dimensionality of the data: images are usually represented using

high-dimensional features such as the patch surrounding each pixel,

histogram of gradients, etc.

• Multiple classes of normal data-points: in many images the normal

datapoints do not belong to a single cluster.

There are many approaches to anomaly detection in images based on

statistical models, machine learning, saliency based methods, sparse repre-

sentations, and more.

Statistical approaches model the data based on its statistical properties

and use this information to estimate whether a test sample comes from the

distribution describing the normal data-points [63,66,112,138]. The problem

with statistical approaches is that the choice of the distribution to model

the image is not obvious. In cases where the background is multi-class,

estimation of the parameters of the statistical model becomes complex. Also,

a statistical model which works well for certain images will not necessarily

be easily adapted to a new application.

Anomaly detection methods based on machine learning require training

data, which is not always available, and they may not be able to detect new

types of anomalies they were not trained on. The assumption in anomaly

detection using sparse representation is that an anomaly cannot be recon-

structed in a sparse manner using a dictionary learned from normal images.
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In such an approach, it is necessary to learn a dictionary to model the normal

regions in the image, which requires training data to model the background.

Chen, Nasrabadi and Tran [31] propose training an additional dictionary

to model the anomalies using training samples. In [20], the algorithm pro-

posed by Boiman and Irani is based on the assumption that anomaly patches

in an image cannot be composed combining normal patches from the image

or from a reference image. The data (image or video) is divided into en-

sembles of many small patches at multiple scales, along with their relative

spatial layout. Image regions that cannot be composed from ensembles of

other patches are detected as anomalies. This algorithm presents impres-

sive results, but it has high computational complexity in regards to both

memory requirements and run-time. Zontak and Cohen [168] propose an

algorithm for wafer defect detection based on anisotropic kernels. Patches

from a test image are reconstructed using patches taken from a reference im-

age, and patches which cannot be reconstructed from the reference patches

are anomalous. This algorithm requires a reference image or an image with

a periodic pattern.

The features used to describe images are typically high-dimensional, but

can be shown to lie on a low-dimensional manifold. Dimensionality reduc-

tion techniques find a new, lower-dimensional representation for the data,

which reveals meaningful structures. This is useful in anomaly detection be-

cause such techniques can find a representation which separates the anomaly

from the background. The detection itself will then be easier in the reduced

dimensionality. In addition, such approaches are data-driven and do not

depend on a model for the data. For example, Madar, Malah and Barzo-

har [89] perform dimensionality reduction using the normalized eigenvectors

of the Normalized Laplacian Matrix, constructed on a hyperspectral im-

age. In the lower dimensionality, spectral clustering is employed to model

di↵erent types of background terrain. These clusters are then used in a com-

bined local-global statistical approach to model the background and detect

anomalies. Tsai and Yang [153] introduce a method for defect detection

using dimensionality reduction, in cases where a clean reference image is

available. Dimensionality reduction is performed on the images using a 1-

D vector of quantiles, and the quantile of the input image is compared to

that of the template using a quantile-quantile (Q-Q) plot. Abnormalities

are detected in the Q-Q plot using Chi square distribution.
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We propose using di↵usion maps [39] for dimensionality reduction. Dif-

fusion maps is a spectral dimensionality reduction method based on the

construction of the graph Laplacian on the data. It has been used success-

fully in various applications [67, 80, 109, 136, 143, 144]. The computational

burden of the di↵usion maps approach may be significant as it requires the

computation of an a�nity matrix on the data. This requires calculations

of the distance between each pair of samples in the dataset. The burden

can be reduced by sampling a subset of data-points for which the di↵usion

map is calculated and then extending it to all points using an out-of-sample

extension method [39, 119]. Sampling and extension is common practice in

applying di↵usion maps to images due to the large size of the dataset [53,67].

The computational complexity of constructing the a�nity matrix can

also be reduced by calculating a sparse a�nity matrix, using a k-nearest-

neighbor search. Thus, instead of calculating the kernel between each sam-

ple and all the rest of the samples, the kernel is calculated only between

each sample and its nearest neighbors. This results in a sparse matrix and

complexity is further reduced by e�cient spectral decomposition algorithms

adapted for sparse matrices. When using exact nearest-neighbor search, it

can still be necessary to employ sampling and out-of-sample extension to

reduce run-time, dependent on the size of the dataset. However, fast algo-

rithms for approximate nearest neighbor (ANN) search in which a degree

of error is allowed in the query result can enable calculating the matrix for

all data-points. This removes the need for sampling and extension. In such

methods, the exact k-nearest-neighbors are not necessarily obtained, but

k neighbors that are not too distant from the exact ones. These approxi-

mate queries can greatly reduce the search time [6,74,95]. For example, the

computational complexity of the recently proposed randomized approximate

nearest neighbors algorithm (RANN) search method proposed by Jones et

al. [74] scales nearly linearly with the number of patches. This is useful

when the dimensionality of the image features is not too high, since the

performance of ANN algorithms deteriorates as the dimension increases. In

practice, the performance depends on the intrinsic dimension of the data,

which often turns out to be much smaller than the extrinsic dimension, as

we assume in our setting. Since often the intrinsic dimension of the data is

not known in advance, it is di�cult to predict how well an ANN algorithm

will do in a specific application.
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Rabin and Averbuch recently proposed using di↵usion maps for anomaly

detection in a di↵erent application than image processing: a sensor data fu-

sion framework [118]. Using a hierarchical framework, di↵usion maps are

applied to the nodes at every level, first fusing groups of sensors together,

and then fusing the groups together. The score function used is also a

nearest-neighbors based approach, determined by the sum of the di↵usion

distances between each instance and its nearest neighbors. The anomalies

in this application are contextual anomalies: the sensor measurements are

not necessarily anomalies by themselves, but their co-occurrence in a par-

ticular form makes them anomalies [28]. In [118], the assumption is that the

anomaly is within normal levels for each of the individual sensors and only

becomes distinct through the fusion of the sensors. At the bottom level of

their framework, i.e. the measurements, anomalies have values similar to the

normal instances. This assumption usually does not hold in image anomaly

detection where the data-points are features of image patches or the image

patches themselves.

A disadvantage of using spectral dimensionality reduction methods is

that they are only useful if the normal and anomalous instances are sep-

arable in the lower dimensional embedding of the data [28]. This issue

manifests itself in our approach due to the process of sampling and out-of-

sample extension. We show how this process can limit the success of the

dimensionality reduction in revealing the presence of anomalies in the data

and propose an algorithm for overcoming these limitations. We propose a

multiscale approach which drives the sampling process to ensure separabil-

ity of the anomaly from the background clutter. This approach enables to

e↵ectively apply di↵usion maps to the problem of anomaly detection. We

demonstrate on real images that this approach greatly improves the anomaly

detection, compared to methods which are single-scale.

The main advantage of using di↵usion maps in our framework is that it

induces a distance measure over the dataset which is robust to noise and

preserves local neighborhoods. This enables nearest-neighbor anomaly de-

tection in the reduced dimensionality. Our assumption is that anomalies

lie in low-density neighborhoods, whereas normal pixels lie in dense neigh-

borhoods. Based on the local density of the pixel on the lower-dimensional

manifold, we compute an anomaly score for every pixel. This score con-

veys the degree to which the pixel is considered an anomaly. Depending on
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the application, the score can be thresholded to produce a binary map of

anomalies, or the pixels with top-ranking can be outputted to be inspected

by the user. The successful performance of our algorithm is demonstrated

for real images of side-scan sonar where the anomalies are sea-mines.

Our approach is unsupervised and no prior knowledge is required regard-

ing the appearance of the anomaly or the background. No assumptions are

made on the statistical model of the background pixels or if the background

can be clustered into several di↵erent classes. We do not use training data

or a reference image. Our approach is data-driven, and can be used in di↵er-

ent applications. The user needs to provide a feature space for the dataset

and a distance measure which can be used to compare the local similarity

of data-points. In addition, the size of meaningful anomaly regions in the

image can also serve as input, but it is not necessary.

This chapter is organized as follows. Sec. 4.2 briefly reviews the dif-

fusion map framework and describes out-of-sample extension methods and

their limitations in anomaly detection. In Sec. 4.3, the proposed multiscale

algorithm is presented. Finally, Sec. 4.4 demonstrates the application of the

proposed algorithm to automatic target detection in real images.

4.2 Di↵usion Maps and Out-of-sample Extension

4.2.1 Di↵usion Maps

In this chapter, we initially represent the image using by extracting all n

overlapping patches from the image, denoted by � = {x
1

, .., x
n

}. We then

calculate an embedding for the patches using the di↵usion maps framework.

Our motivation for using di↵usion maps is that spectral embedding methods

have been successfully used in clustering applications [10,109,110,163]. Most

methods suggest to use the first non-trivial eigenvectors (the first eigenvec-

tor corresponding to �
0

= 1 is constant) to find clusters in the dataset. This

clustering property of di↵usion maps is useful for anomaly detection. We

expect the background pixels in the image to be clustered together and the

anomaly to be distant from this cluster in the new embedding. A second mo-

tivation is using the di↵usion distance (2.7) to define a new a�nity between

points in the di↵usion map embedding. The advantage of this distance is

both the low computational complexity due to the lower dimensionality of



66 4. MULTISCALE ANOMALY DETECTION

the embedding and the distance being robust to noise. This is beneficial in

our approach as the images used in anomaly detection applications tend to

be very noisy.

We briefly review the di↵usion maps construction. For more details, see

the mathematical background in Chapter 2.1. We define the weight between

two patches x
i

, x
j

in � using the Radial basis function (RBF) kernel:

w(x
i

, x
j

) = exp
��kx

i

� x
j

k2/�2
i,j

 

, (4.1)

where �
i,j

> 0 is a scale parameter. Setting a global scale �
i,j

= � = const

is problematic in the setting of anomaly detection, as setting � to be too

large will connect the anomalies with the cluttered background. Therefore,

instead of using a global scale, we use the self tuning weights (2.8):

�
i,j

= �
i

�
j

, (4.2)

where we set K = 7. This local scale weights the distance between two

points according to the local statistics of the neighborhoods surrounding

the two points. This is desirable since we expect the anomaly to be in a low

density neighborhood in contrast with the background, which we expect to

be in a dense neighborhood. Setting a single global scale would not be able

to address the di↵erences in density of the points.

Denote the symmetric a�nity matrix on the dataset byW[i, j] = w(x
i

, x
j

),

x
i

, x
j

2 �. A random walk is created on the dataset by normalizing the ker-

nel:

P = D�1W, (4.3)

where D(i, i) =
P

j2�w(xi, xj). The spectral decomposition of P yields �
l

and  
l

, the biorthogonal left and right eigenvectors of P, respectively, and

|�
0

| � |�
1

| � ... � 0 are the sequence of eigenvalues. Retaining only the first

` right eigenvectors, we obtain the di↵usion map that embeds the dataset �

into the Euclidean space R`:

 : x
i

! �

�
1

 
1

(x
i

),�
2

 
2

(x
i

), ...,�
`

 
`

(x
i

)
�

T

. (4.4)

Note we set t = 1 since running the Markov chain forward for values t > 1

can join the anomaly with the background.
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4.2.2 Out-of-sample Extension

When the dataset is very large, it is impractical to compute a di↵usion map

for the entire dataset �. Instead, a di↵usion map is constructed for part of

the samples � ✓ � and then the embedding is extended to all points in �

using an out-of-sample extension method.

The Nyström extension method is a common method for the extension

of functions from a given training set to new samples. Recently, methods

have been proposed to approximate the Nyström extension method [56] or

improve upon it, such as the Geometric Harmonics method [39]. In [39], the

authors state that low-complexity functions can be easily extended very far

from the training set as their behavior is smooth and the extended values

are easy to predict. A function with many variations on � should have a

limited range of extension, as its values o↵ the training set are more di�cult

to predict.

We perform out-of-sample function extension using the multiscale Lapla-

cian pyramid approach presented by Rabin [119] and briefly reviewed in

Chapter 2.2.1. At each iteration, the Laplacian pyramid algorithm con-

structs a coarse approximation of a function f for a given scale. Then, the

di↵erence between f and the coarse approximation is used as input for the

next iteration. The di↵erence is approximated at each level using a Gaussian

kernel with increasingly finer scales. For more details, see [119]. We perform

this extension method for each di↵usion coordinate f =  
l

, l 2 {1, ..., `} sep-

arately. The number of levels in the pyramid extension can di↵er between

coordinates, dependent on their smoothness over �. A smooth function can

be extended using coarse scales, i.e. will not require many levels of the pyra-

mid. An oscillating function on the other hand will require finer and finer

levels of the pyramid to enable an accurate extension.

4.2.3 Limitations of Out-of-sample Extension for Anomaly
Detection

The size of the dataset for images is very large (the number of overlapping

patches in the images). Even for a small image of 100⇥ 100 pixels there are

10, 000 data-points. Therefore, it can be ine�cient to construct a di↵usion

map using all the patches in the image, especially for high-resolution images.

Instead, it is a common approach to construct the di↵usion map for an image
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using a subset of random samples � ✓ � [3,53,67]. The subset is embedded

in a lower dimensional representation using the first several eigenvectors and

then the di↵usion map coordinates are extended to all patches in the image

using an out-of-sample extension method.

The popular methods for out-of-sample extension are based on inter-

polation. They are all a variety of calculating the value for a new sample

by weighted sum of the values of the sample points in �, with the weights

dependent on the Euclidean distance between the data-points. This is a

limitation of extension methods when applied to anomaly detection. In a

case where there are no anomalies in � and it consists only of examples

from a single n-dimensional cluster (the background), then the eigenvectors

capture only the relaxation process within this cluster [110]. If the anomaly

is not at least partially represented in the subset �, the values of the dif-

fusion map will not capture the nature of the anomaly. Extension of the

di↵usion map to anomaly data-points will give these points di↵usion coor-

dinates which are not meaningful in separating them from the background.

All anomalies or data-points which are far removed from the test set, will

not be extended to appropriate coordinates representing their distance from

the test set. Anomaly detection when the anomaly is not included in the

initial di↵usion map, requires extrapolation of the di↵usion coordinates and

not interpolation. However it is not clear how to perform extrapolation on

the low-dimensional manifold, if at all possible. This is a “chicken and egg”

problem in which it is necessary to sample the anomaly for the purpose of

detecting it.

If the set of random samples � does not include the anomaly, the dif-

fusion map will not capture the di↵erence between the anomaly and the

background. Therefore, the out-of-sample extension of the di↵usion map to

the pixels in the anomaly region will not succeed in separating them from

the background. These pixels will be assigned di↵usion coordinates which

represent the background and the anomaly detection will fail.

4.3 Di↵usion-based Anomaly Detection

We propose a multiscale approach combining spectral-based dimensionality

reduction and nearest-neighbor-based anomaly detection. Di↵usion maps

are used to find a lower dimensional representation of the image. Due to the
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successful use of di↵usion maps for spectral clustering, our assumption is

that the anomaly regions will be well separated from background regions in

the new embedding. In the embedding, background pixels will have similar

di↵usion coordinates, lying in a dense neighborhood, whereas the anomalies

are separated from the background and lie in a low density neighborhood.

This enables using a nearest-neighbors based approach in the lower dimen-

sional embedding to determine which pixels are anomalies and which are

normal. This approach is based on the assumption that normal data-points

appear in dense neighborhoods, whereas anomalies lie in neighborhoods with

low density [28]. One challenge of such an approach is the computational

complexity of computing the distance of each test instance with all other in-

stances, in order to compute its nearest neighbors. Calculating the distances

using the low-dimensional di↵usion representation, greatly reduces the com-

plexity of the distance computation. Also, as noted in Sec. 2.1, calculating

the distance between points in their di↵usion coordinates, i.e., the di↵usion

distance, has been shown to be robust to noise. These steps are performed

in a multiscale framework to overcome limitations of under-sampling the

image and out-of-sample extension to the entire image.

In Sec. 4.3.1 we present three anomaly detection methods based on dif-

fusion maps, using a single resolution of the image. We describe the disad-

vantages of these methods in terms of performance and computational com-

plexity. In Sec. 4.3.2, we propose a multiscale anomaly detection method

which overcomes the limitations of applying di↵usion maps to images. In

Sec. 4.3.3 we describe the implementation details of our algorithm. We com-

pare the performance of our multiscale method with each of the single-scale

methods in Sec. 4.4.

4.3.1 Single-scale Anomaly Detection

One may consider three simple methods for applying di↵usion maps to

anomaly detection in images, while avoiding the limitations of under-sampling.

The first is to apply the process of constructing a di↵usion map and detect-

ing anomalies in the low-dimensional embedding several times, for di↵erent

subsets of random samples. The results can be fused together to detect the

anomalies. This method avoids the problem of being too dependent on the

random samples. However, it is computationally intensive and the number of
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times this would have to be performed until the anomaly was detected is un-

known, due to the randomness of the sampling. Therefore, this method may

result in a miss-detection. An example is displayed in Fig. 4.1. Fig. 4.1(a)

presents a side-scan sonar image of a sea-mine on a periodic background.

The sea-mine is indicated by the red arrow. Two subsets of random samples

are used for the image, yielding very di↵erent detection results. In the top

row there is a miss-detection and in the bottom row there is a positive de-

tection. Note both subsets have the same number of samples. The di↵usion

maps for the two sampling schemes are shown in Fig. 4.1(b). The first three

coordinates in the di↵usion map (4.4) are associated with RGB color in or-

der to display the connection between the location of the pixel in the image,

and its di↵usion coordinates. Each point in the three-dimensional space

is assigned RGB values, by applying a simple transform from the di↵usion

coordinates to RGB values [0, 255] ⇥ [0, 255] ⇥ [0, 255]. Then, each pixel in

the image is colored (Fig. 4.1(c)) according to the RGB value assigned to its

di↵usion coordinates (Fig. 4.1(b)). Note that this coloring is only for display

purposes. In the top row, the di↵usion map (Fig. 4.1(b)) captures the peri-

odic nature of the data, but the anomaly is not sampled su�ciently and is

not distinct in the di↵usion coordinates. When the di↵usion map is extended

to the entire image shown in Fig. 4.1(c), the pixels of the anomaly are given

coordinates representing the background, and the anomaly is not visible.

Calculating the anomaly score, Fig. 4.1(d), yields there are no anomalies in

the image. In the example on the bottom row, a di↵erent subset of random

samples is used. In this case, the di↵usion map Fig. 4.1(b) captures both

the anomaly and the periodic nature of the background, and separates the

anomaly from the background. The anomaly score in Fig. 4.1(d) displays

the existence of an anomaly in the image. These examples demonstrate that

the success of the di↵usion map in capturing the nature of the anomaly is

dependent on the pixels included in �. For this image, in average only one

out of every five random subsets yielded a detection of the anomaly, when

the size of the subset was 15% of the pixels.

A second approach is to perform the detection on a coarser resolution

of the image. The advantage of using a coarse resolution is that a higher

percentage of samples can be used since the image is down-sampled, and it

is more likely that the anomaly will be properly sampled. A disadvantage of

this approach is that the chosen scale may limit the ability to detect small
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(a) (b) (c) (d)

Figure 4.1: Demonstration of the e↵ect of random sampling on the di↵usion
map and the detection results. Results are shown for two di↵erent sampling
distributions in the top and bottom row. (a) Side-scan sonar image of a sea-
mine, visible as the dark shadow and indicated by a red arrow. In (b),(c) the
first three coordinates in the di↵usion are associated with RGB color in order
to display the connection between the location of the pixel in the image,
and its di↵usion coordinates. (b) First three di↵usion map coordinates. (c)
Image pixels colored according to the RGB color associated with the first
three coordinates of the di↵usion map given in (b). (d) Anomaly score.

anomalies. Also, since the fine details are blurred, the anomaly may be less

distinctive from the background. This will require lowering the detection

threshold which will result in more false-alarms. An example of anomaly

detection on a coarse scale is shown in Fig. 4.2. The original side-scan sonar

images are presented in the top row and the anomaly score for each image

is displayed on the bottom. In Fig. 4.2(a) the detection is successful. In

Fig. 4.2(b), the anomaly is detected as well as other regions in the back-

ground. Successful detection of the anomaly in this case, would detect false

alarms as well. In Fig. 4.2(c), the anomaly received a low score. In order

to keep the detection rate high, a low threshold would be necessary, which

could cause false alarms in other images. The anomaly in Fig. 4.2(d) is not

detected at all.
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(a) (b) (c) (d)

Figure 4.2: Top row: original side-scan sonar images, the sea-mines are
indicated by red arrows. Bottom row: Anomaly score for detection based
on coarse resolution of the images. The images were down-sampled by a
factor of 2, and a third of the pixels were sampled in the construction of the
di↵usion map. In (a) the detection is successful. However, this method may
result in false alarms (b), low anomaly score (c) or a miss-detection (d).

A third possibility is to divide the image into several sub-images, and

perform anomaly detection on each sub-image separately. For each sub-

image, a high percentage of samples can be used to avoid sub-sampling.

This method is computationally intensive since it requires the calculation

of a di↵usion map for every sub-image. In addition, it can cause a higher

false alarm rate. The reason for this is that regions which are unique in

their immediate surroundings, yet similar to other regions in the image, will

be treated in separate sub-images and can be detected as anomalies. Also,

the anomaly itself might be split between sub-images, making it smaller in

each sub-image and reducing the detection rate. To avoid this, the image

will have to be divided into overlapping sub-images, raising the computation

complexity even more. Finally, even if the sub-image itself is rather homo-

geneous, the nature of the di↵usion maps is that the embedding for such a

sub-image will include the inner-cluster variations, and cause possible false

alarms.
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4.3.2 Multiscale Anomaly Detection

Our method aims at reducing the computational complexity while improving

the detection rate. To overcome the limitations of random sampling, we

propose a multiscale approach. Assume that the anomalies in the image

are larger than a single pixel. Therefore, they can be detected at several

resolutions of the image. At a lower resolution, it is computationally possible

to sample a larger percentage of the image. Thus, detecting an anomaly at

a lower resolution is less likely to fail due to sampling. We propose to

take advantage of the anomaly detection at di↵erent scales to overcome

the limitations of random sampling. Since our method performs anomaly

detection at di↵erent resolutions of the image, even if the anomaly is missed

on a coarse level, for example since it is too small at that level, it can still

be detected on the following finer levels. In addition, it is possible to lower

the threshold for anomaly detection on the coarser levels, since this will not

harm the false alarm rate as a decision is only reached at the full-scale level.

Thus we are able to detect anomalies on the higher levels, even at the cost

of detecting more false alarms, since these false alarms will be removed at

the final level.

Our multiscale approach is based on constructing a Gaussian pyramid [23]

representation of the image. Starting with the coarsest scale, a di↵usion map

is constructed, based on a subset of the dataset. Since the image is smaller

at this scale, a larger percentage of the image can be sampled for the con-

struction of the di↵usion map, perhaps even all pixels. Then, an anomaly

score is used to determine which pixels are anomalies at this level. These

pixels are used as input to the next level as the pixels at the finer level

corresponding to the anomalous pixels at the coarser level are included in

�. The rest of the pixels in � are sampled randomly from the image. This

algorithm continues from level to level, with each previous level providing

prior information on which samples of the dataset are used to construct the

di↵usion map. This approach greatly increases the detection rate of the

di↵usion-based anomaly detector.

Our approach is less computationally intensive than a single-scale de-

tector using an equivalent amount of samples, since on the coarser scales,

smaller patches can be used as features, reducing computation time of the

calculation of the a�nity matrix. Also, the detection process is faster on a
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coarser scale.

The anomaly score itself is based on a nearest neighbor approach. In

the low dimensional embedding, background pixels will have similar dif-

fusion coordinates, lying in a dense neighborhood, whereas the anomalies

are separated from the background and lie in a low density neighborhood.

The di↵usion distances in the low dimensional embedding can be used in

a measure of the density of the neighborhood of each pixel, determining

which pixels are anomalies and which pixels are normal. Using the di↵usion

distance in a nearest neighbor approach is both computationally e�cient

compared to the calculation in the original dimensionality and robust to

noise.

4.3.3 Implementation

Given an image I, the Gaussian pyramid representation of the image is

computed, yielding {G
l

}L
l=0

, where G
0

is the original image and G
L

is the

coarsest resolution. At each level l, G
l

is calculated by convolving the image

from the previous level G
l�1

with a Gaussian low-pass filter and then down-

sampling by a factor of two. Starting with G
L

, a subset �
L

of random pixels

is sampled from the image. Since the image at this level is at very low

resolution, the subset can include all pixels, if it is feasible given memory

constraints. The di↵usion map is calculated using this subset, and extended

to the remaining pixels. Then, an anomaly score C
L

is calculated for all

pixels. A threshold ⌧
l

on the anomaly score is used to mark suspicious

pixels. We then proceed to the image G
L�1

. On this level, pixels which

correspond to the suspicious pixels found in G
L

are included in �
L�1

. The

rest of the pixels in the subset are chosen at random.

The threshold ⌧
l

used at the output of each level is chosen to be the 95th

percentile of the anomaly score for that level. If the image does not hold an

anomaly this will result in random samples with the highest anomaly scores.

If the image holds an anomaly, the anomaly will have a high score compared

to the rest of the image and it will be sampled more densely in the next

level. An example of this process is shown in Fig. 4.3. Fig. 4.3(a) shows the

calculated anomaly score for level l. Thresholding this score yields a group of

suspicious pixels, including both the anomaly and some background pixels.

The corresponding pixels on the next level, l� 1, are included in �
l�1

. The
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rest of the pixels are randomly sampled. Calculation of the di↵usion map

and its extension to the image, yields the anomaly score C
l�1

, in which only

the anomaly received a high score, separating it from the background.

The process of sampling, dimensionality reduction and anomaly detec-

tion repeats for every level, with the output of each level serving as input

to the next level, determining the samples in �
l

. At the full-scale level G
0

,

the anomaly score for each pixel determines the existence of anomalies in

the image. We use a hard threshold ⌧ on C
0

and then smooth the resulting

image. Anomalies have a high score, close to 1. Fig. 4.4 presents a flowchart

of the algorithm.

At each level, the a�nity matrix is calculated for the subset �
l

using

(2.8), with the scaling parameter set as explained in Sec. 2.1.4. In order to

reduce computation time and memory requirements, the matrix is calculated

using k nearest neighbors, i.e. patch x
i

is connected to patch x
j

if x
i

is

among the k nearest neighbors of x
j

or vice-versa. Otherwise w(x
i

, x
j

) = 0,

as in [10]. This enables the matrix to be sparse.

The anomaly score for each level is calculated based on a nearest-neighbor

approach. This requires calculating the distance to each point’s nearest

neighbors. Calculating the distances using the low-dimensional di↵usion

representation, greatly reduces the complexity of the distance computation.

To further reduce the complexity, we take advantage of the spatial nature

of the original data. We limit ourselves to computing the di↵usion distance

between each pixel to the pixels in a window surrounding it. Our method

is similar to the one presented in [168, 169], where anisotropic kernels were

used for defect detection in images of wafers, given a clean reference image.

There, anisotropic kernels were used to measure the similarity of a patch

in a test image to patches in a window in a reference image. In our ap-

proach, instead of calculating the similarity between a patch in a test image

and patches in a clean reference image, we compare the test image to itself.

In addition, we compare the patches in the embedded di↵usion coordinates

 (x
i

), using the di↵usion distance d2
DM

(x
i

, x
j

; t = 1) between patches as a

similarity measure.

An a�nity measure is calculated between each pixel i and the m pixels

in the window surrounding the pixel. Similarly to [143, 144], the a�nity



76 4. MULTISCALE ANOMALY DETECTION

measure is defined using a Gaussian kernel w̄ based on di↵usion distances:

w(i, j) = exp
��k (x

i

)� (x
j

)k2/�� , 0 < w(i, j)  1. (4.5)

Unlike the kernel in (2.1) which relies on the Euclidean distance between

grayscale levels of the patch, this kernel relies on di↵usion distances.

As opposed to the local scale (2.9) used in the a�nity measure (2.1),

here a single global scale is required for �. Using a local scale as described

in (2.9), which relies on the distance to the K-th nearest neighbors, would

result in each point having approximatelyK neighbors. Here we do not want

to overcome the di↵erence in neighborhood densities between data-points.

Instead, our purpose is to utilize this di↵erence to detect the anomalies

by finding which data-points are far removed from their neighbors on the

low-dimensional manifold. This scale greatly influences the results as it

determines how close pixels are in the di↵usion embedding. Too small a

scale will result in all pixels being di↵erent and too large a scale will result

in the anomaly being considered similar to the background.

We set the scale by the following procedure. We select n
pair

pairs of pixels

in the image and calculate the di↵usion distance for each pair: k (x
i

) �
 (x

j

)k. Since these are random pixels from the image, most, if not all

of them, are background pixels. Thus, these distances represent typical

di↵usion distances between pixels in the image. The empirical variance

of these n
pair

distances is �2
pair

. We set the scale to be � = r�2
pair

. The

parameter r determines how close we want two normal points to be in the

di↵usion embedding. This procedure enables a method of automatically

setting the scale, with negligible computation time, and gave good empirical

results.

To determine whether a pixel is an anomaly, we use the total similarity

measure presented in [168, 169]. Our anomaly score of a tested pixel i is

defined as

C
l

(i) = 1� 1

m

X

j2N
i

w(i, j). (4.6)

Pixel i is compared to its neighbors {j} in the spatial neighborhood denoted

N
i

, with m being the number of pixel in N
i

. The neighborhood N
i

is a

square window surrounding pixel i of size 2W + 1 in each dimension. The

inner part of the window surrounding the tested pixel is masked, and only
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(a) (b) (c) (d)

Figure 4.3: An example how the anomaly score for a certain level of the
pyramid, a↵ects the sampling in the next level. (a) Anomaly score C

l

. (b)
Suspicious pixels obtained from thresholding C

l

. (c) �
l+1

is determined by
the suspicious pixels from level l and random pixels. (d) Anomaly score
C
l+1

.

the pixels in the outer window are used. Let 2Mmask+1 be the size of the

mask in each dimension. Then the pixel i is compared to all pixels {j 2
N

i

|Mmask  d(i, j)  W}, where d(i, j) is the Manhattan distance. The

reason for masking the inner pixels in the window is that we do not want to

compare the pixel to its immediate neighbors, since we assume the anomaly

is larger than a single pixel. If a pixel belongs to an anomaly, its surrounding

pixels are also anomalous and they may all have similar di↵usion coordinates,

compared to the background pixels. Therefore, if the window is too small,

the anomalous pixel will receive a low anomaly score, due to its a�nity to

its immediate spatial neighbors in the image. To avoid this, the inner pixels

are masked and ignored and the window surrounding each pixel is chosen to

be large enough in comparison with the expected size of an anomaly.

The sum
P

j2N
i

w(i, j) can be seen as a smoothed estimate of the number

of close neighbors the data-point i has in the window surrounding it, where

the notion of closeness is determined by the di↵usion distance. Pixels which

are anomalous have few close neighbors in the di↵usion embedding and

therefore a very high anomaly score. Pixels with a low anomaly score are

similar to the pixels in the window surrounding them. The size of the

window and the masked area should be determined by the application and

prior knowledge of the size of possible anomalies.
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Figure 4.4: Flowchart of the multiscale algorithm.

4.4 Experimental Results

We demonstrate the proposed algorithm on real sea-mine side-scan sonar

images, achieving a high detection rate with a low rate of false-alarms. We

treat the sea-mines in the images as anomalies and the reflections from the

seabed are considered normal background clutter. We compare the multi-

scale detector with five variations of a single-scale detector, to demonstrate

the improvement gained by our multiscale approach.

Automatic detection of sea mines in side-scan sonar imagery is a chal-

lenging task due to the high variability in the appearance of the target and

sea-bed reverberations (background clutter). Objects in side-scan sonar ap-

pear as a strong bright region (highlight) aside a dark region (shadow). The

shadow is due to the object blocking the sonar waves from reaching the

seabed. Typically, the shadow region is larger than the highlight region in

the image.

Research in this field focuses on two aspects of the problem: detection

of mine-like-objects (MLO) in the image and classification of these objects

as mine or non-mine. Algorithms proposed for detection of the MLOs in-

clude MRF models for modeling the background [122,123], a 2-D multiscale

GMRF with matched subspace detector (MSD) [63], a multidimensional

GARCH model with MSD [112], non-linear matched filters [46], etc. The

detection is sometimes accompanied by extraction of the shadow, for exam-

ple using snakes [122]. The detection of the shadow increases the ability to

correctly classify mines and non-mines.

Most algorithms for detection of sea-mines in side-scan sonar make use of

a training set, based on real images and/or synthetic ones [116,123]. In [112],

a few examples of sea-mines are used for creating the anomaly subspace for
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(a) (d)(c)(b)

(e) (h)(f) (g)

Figure 4.5: Side-scan sonar images of sea-mines. The sea-mine locations are
marked with a red arrow.

the MSD. Our di↵usion-based approach does not require a training set and

makes no assumptions regarding the appearance of the mine and its shadow

in the image. The only prior information used is that the expected size of

the sea-mine is approximately 15 pixels by 3 pixels. This information is used

in determining the size of the surrounding window and mask for each pixel,

as explained in Sec. 4.3.3.

We evaluated our algorithm on a set of 28 side-scan sonar images with

sea-mines, each image sized 200x200 pixels. For the multiscale detector,

we used a Gaussian pyramid of L = 3 levels. The parameters used in the

multiscale detector are given in Table 4.1. In order to reduce computation

time and memory requirements, the a�nity matrix is calculated using k-

nearest-neighbors, i.e. patch x
i

is connected to patch x
j

if x
i

is among the

k-nearest-neighbors of x
j

or vice versa. Otherwise w(x
i

, x
j

) = 0, resulting

in a sparse matrix as in [10]. We set k = 16.

For the k-nearest neighbors search we use the Matlab function pdist2,

which uses the exhaustive search method to find the exact k-nearest neigh-

bors. For the spectral decomposition of sparse matrices we use the Matlab

function eigs. We choose the global scale in (4.5) to be � = 20�2
pair

. Note

that the size of the images used in our results enables denser sampling of the

image than what we used. We intentionally use a small percentage of the
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pixels in the image to demonstrate that this framework is applicable also for

larger images. Using di↵usion maps for larger images requires small subsets

at the full scale level, due to memory constraints in calculating the a�nity

matrix.

We compared the performance of our multiscale algorithm (MS) with

five single-scale sampling schemes:

1. SS1: 10% of the image was randomly sampled to construct the di↵u-

sion map.

2. SS2: 20% of the image was randomly sampled to construct the di↵u-

sion map.

3. SS3: The images were blurred with a Gaussian filter and down-sampled

to 100x100. 30% of the image was randomly sampled to construct the

di↵usion map.

4. SS4: The image is divided into 16 overlapping sub-images. A di↵u-

sion map is constructed for each sub-image using all the pixels in the

sub-image such that no out-of-sample extension is necessary. Anomaly

detection is performed on each sub-image separately and for the over-

lapping pixels, the maximal anomaly score is taken.

5. SS5: The di↵usion map is calculated for the entire image at once, with-

out the need for performing sampling and out-of-sample extension.

This is done using RANN [74], a recently proposed fast approximate

nearest neighbors algorithm. The sparse a�nity matrix is calculated

for all 8⇥8 patches using 16 neighbors for each patch. We used 5 iter-

ations of RANN and supercharging; for details about these parameters

the reader is referred to [74].

In SS1 the parameters were chosen to be identical to that of the multi-

scale detector for level l = 0, given in Table 4.1. SS2 is intended to demon-

strate the e↵ect of using more samples. In addition, the number of samples

used in this scheme is equivalent to the total number of samples used in the

multiscale detector. We demonstrate that for the same number of samples,

the multiscale detector achieves superior results. SS3 has identical param-

eters to the middle-scale level, l = 1, of the multiscale detector given in

Table 4.1. This demonstrates the e↵ect of a decimated scale, in which the
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fine details are blurred, on the detection. In SS4, the dependence on random

samples is completely removed. In each sub-image, all pixels are used in the

construction of the di↵usion map. Instead of using a window surrounding

each pixel, the pixels in a sub-image are compared to all other pixels in the

sub-image in the calculation of the anomaly score. To avoid border issues,

the sub-images are overlapping. In SS5, the dependence on random samples

is completely removed. Comparing SS5 with our method demonstrates the

e↵ect the multiscale driven sampling has on the final full-scale di↵usion map

compared to a di↵usion map calculated for all points together.

Detections are found by thresholding the anomaly score image resulting

in a binary image. A detection is a connected component in the binary im-

age. We considered detection of the sea-mine to be a true positive (TP) and

any other detections to be false alarms (FA). The size of the connected com-

ponent can be used to reject noisy detections. We compare two thresholds

on the size of the detection: 5 pixels and 20 pixels. Using a larger threshold

on the size rejects more FAs, but can also result in a decreased amount of

TPs, for small sized anomalies.

We compared the number of TPs for each method for a given FA rate.

Results are given in Table 4.2. Our multiscale approach has the highest TP

rate. In SS2, using twice as many samples than in SS1, results in a better

detection rate, but at a high computational cost. In addition, the di↵erence

in detection for using twice as many samples is not dramatic. Most impor-

tantly, it does not overcome the limitations of sub-sampling the image, as

the multiscale detector which uses the same number of samples, has a signif-

icantly better detection rate. This is due to the propagation of information

from level to level. SS3 shows better results than both SS1 and SS2, as it

has a lower FA rate. This demonstrates that di↵erent scales of the image are

useful in detecting the anomalies and combining this information as in our

multiscale approach, gives the best results. SS4 demonstrates results which

are comparable to that of our multiscale approach. However, as explained in

Sec. 4.3.1, this method has various false alarms in the background, due to the

limited region each di↵usion map is calculated for. This results in a higher

false alarm rate to ensure positive detection of the anomalies. In addition,

such a method faces scalability issues when applied to larger images.

The SS5 approach also gave results which are comparable to that of our

multiscale approach. However, for two images, Fig. 4.5(g) and (h), the SS5
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approach was unable to detect the sea-mines at all, even for a detection

threshold as low as ⌧ = 0.3. In addition, the MS approach has better results

for a small threshold. In fact, for the low threshold on detection size, there

was no threshold on the SS5 anomaly score which resulted in zero FAs. For

a threshold of ⌧ = 1, the results of SS5 were 3 FAs and 43% detection rate.

This because the SS5 results had more small FAs with very high anomaly

score values, than the MS algorithm. Therefore it is harder to get a good

detection rate with low FAR for a small size anomaly. On the other hand,

for the higher threshold on anomaly size, the results of the SS5 approach

are slightly better. This is because for a few of the images, the number of

anomalous pixels which received a high anomaly score in the MS method

was smaller compared to the SS5 method. Therefore, there were more TPs

for the SS5 method, for the larger anomaly size and low FAR rate.

Table 4.1: Parameters used in Multiscale Detector

Pyramid
Level

Image size
n
l

= |G
l

|
Patch
size

` |�
l

| Window
Size (W )

Mask
Size (Mmask)

0 200x200 8x8 6 n
l

/10 41x41 (20) 9x9 (4)
1 100x100 4x4 6 n

l

/3 21x21 (10) 5x5 (2)
2 50x50 2x2 3 n

l

/2 13x13 (6) 5x5 (2)

Eight of the tested images are shown in Fig. 4.5. Each image contains one

sea-mine on highly cluttered seabed background. The background patterns

are diverse. Some appear as noise (Fig. 4.5(b),(d), and (h)) whereas others

contain relatively slow changing backgrounds (Fig. 4.5(a)). Images with a

rapidly changing background (Fig. 4.5(g) and (c)) or dominant periodical

pattern (Fig. 4.5(e) and (f)) are especially di�cult. Also, the size of the

mine and its shadow di↵er from image to image, as well as its orientation.

For example, in Fig. 4.5(a) the mine is quite large, whereas in Fig. 4.5(h)

the mine is very small and its shadow is also thin. In most images, the

highlight is rather bright, yet in image Fig. 4.5(d) its intensity is similar to

that of the noise and in Fig. 4.5(f), the mine highlight is not visible at all,

with only its shadow seen in the image.

Results of the multiscale detector are presented in Fig. 4.6 and for the

single scale detector SS1 in Fig. 4.7. Positive detection of the sea-mines is

achieved in all displayed images using the multiscale detector. The sin-
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Table 4.2: Number of True Positive for Given Number of False Alarms

size=5 size=20

FA=7 FA=4 FA=0 FA=7 FA=3 FA=0
MS 100% 89% 89% 100% 86% 82%
SS1 61% 39% 0% 57% 43% 14%
SS2 68% 54% 0% 68% 61% 29%
SS3 61% 61% 29% 61% 57% 29%
SS4 89% 79% 64% 93% 93% 79%
SS5 93% 93% ** 93% 93% 86%

(a) (d)(c)(b)

(e) (h)(f) (g)

Figure 4.6: Results of Anomaly Detection for multiscale detector, corre-
sponding to the images displayed in Fig. 4.5.

gle scale detector on the other hand, does not detect any anomalies in

Fig. 4.7(e)-(h). The single scale detector also su↵ers from a higher false

alarm rate, as can be seen in Fig. 4.7(a). The multiscale detector has a sin-

gle false alarm in image Fig. 4.6(d), on a small shadow in the image. This

same false alarm is detected by the single scale detector. The multiscale

detector performs very well in detecting both the sea-mine and its highlight

in the image, demonstrated for diverse, challenging backgrounds and various

sea-mine sizes and orientations.

In Table 4.3, we report the average total running time and the running

time for the two parts of the MS algorithm: dimensionality reduction, in-

cluding sampling the image, constructing a di↵usion map and out-of-sample-
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(a) (d)(c)(b)

(e) (h)(f) (g)

Figure 4.7: Results of Anomaly Detection for single scale detector, corre-
sponding to the images displayed in Fig. 4.5.

extension to all image patches, and anomaly detection in the reduced dimen-

sionality. We compare the runtime of the MS algorithm with those of two

single-scale schemes: calculating the a�nity matrix for the entire image us-

ing RANN method (SS5) and using Matlab’s exact NN method. In these

schemes dimensionality reduction is based only on constructing the di↵usion

map, without the need for out-of-sample-extension. Results are given in sec-

onds. Our algorithm has been implemented in Matlab and the numerical

experiments have been carried out on a Dell laptop computer, with an Intel

Core i5 QuadCore CPU 2.67 GHz and 4.0GB RAM. It should be noted that

this a Matlab implementation and it has not been optimized for runtime.

The RANN search been implemented in FORTRAN.

The results first enable us to compare between the MS algorithm and

SS1, which is equivalent to the runtime of scale l = 0 of the MS approach.

The MS takes about 15% longer but with greatly improved detection results.

Next, comparing RANN with Matlab’s exact NN search, the improvement

factor in runtime using RANN for dimensionality reduction is around 18.

The di↵usion maps constructed by the two methods are not identical, as

RANN does not always return the true nearest neighbors, so the sparse

a�nity matrix is di↵erent. Overall, the detection statistics for both meth-

ods are very similar so we do not report those for the exact NN search in

Table 4.2. Based on this comparison, we can assume that using RANN in
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Table 4.3: Average Running Times of the Algorithm in Seconds, Compar-
ing Multiscale Approach with Single-Scale Exact and Approximate NN Ap-
proach

Pyramid
Level

Dimensionality
Reduction

Anomaly
Detection

Total

0 23.70 43.77 67.54
1 5.47 3.77 9.26
2 1.00 0.66 1.67

Total 30.18 48.20 78.47

RANN 10.53 43.70 54.30

Exact NN 190.00 43.79 233.90

our multi-scale approach instead of the exact NN search should improve the

runtime of our algorithm, without a↵ecting the detection results. This will

be verified empirically in future work. In such a framework, RANN will be

used initially to construct the a�nity matrix for the sampled points in �
l

,

and then a query will be run on each of the points in �
l

. The improvement

in runtime entails a cost in memory on the order of O(n
l

·T )), with n
l

being

the number of points in �
l

and T being the number of iterations used by

RANN [74]. For the lower-resolution scales of the pyramid the improvement

factor will be modest considering the small size of � and the low dimension

of the points (small patches are used as features). However, we expect a

meaningful improvement for the higher-resolution scale.

4.5 Conclusions

We have introduced an anomaly detection algorithm using di↵usion maps

representation of the data. Based on the clustering properties of the di↵usion

map, we proposed to detect anomalies in the reduced dimension based on

a nearest-neighbor approach. To improve the detection process and ensure

that the normal pixels and the anomaly regions are separable in the lower

dimensional embedding of the data, we implemented a multiscale framework

to overcome the possible limitations in using di↵usion maps with out-of-

sample extension.

The algorithm was successfully applied to sea-mine detection in side-
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scan sonar images, which is a challenging task due to the high variability

of the target and sea-bottom reverberation. The results demonstrated the

capability of the proposed approach to cope with a variety of targets and

background clutter patterns. The results also validated the advantage of the

multiscale framework over using only a single scale.

Although our algorithm is used in an unsupervised setting, it also has

implications for using di↵usion maps in a supervised setting, using out-of-

sample extension to extend the di↵usion map from a training set to a test

set. Our results imply that constructing a training set using only background

data-points will not be successful in a supervised anomaly detection appli-

cation. The anomalous data-points will be assigned coordinates similar to

those of the background, and the detection will fail in the lower dimensional

embedding.

A possibility for future research is combining the anomaly scores from the

di↵erent multiscale levels into a single anomaly score. We predict this will

improve performance, as the coarser levels have information on the presence

of the anomaly, which we currently disregard in our final output. This can

also assist in detecting anomalies whose size di↵er from the expected size.

In addition, computational complexity of the algorithm can be reduced by

employing the RANN algorithm for computing the a�nity matrix for the

di↵usion map, as explained in Sec. 4.4.



Chapter 5

Multiscale Anomaly
Detection Using Di↵usion
Maps and Saliency Score

In Chapter 4 we presented a multiscale approach to anomaly detection in im-

ages, combining di↵usion maps for dimensionality reduction and a nearest-

neighbor-based anomaly score in the reduced dimension. When applying

di↵usion maps to images, usually a process of sampling and out-of-sample

extension is used, which has limitations in regards to anomaly detection. To

overcome the limitations, we proposed a multiscale approach, which drives

the sampling process to ensure separability of the anomaly from the back-

ground clutter. In this chapter, we propose a new anomaly score in the

di↵usion map space, which shows increased performance. We show that this

algorithm enables improved detection when tested on side-scan sonar images

of sea-mines and compare it to competing algorithms.

5.1 Introduction

In this chapter, we propose a new anomaly detection score inspired by the

saliency map proposed by Goferman, Zelnik-Manor and Tal [61]. The prob-

lems of anomaly detection and saliency in images are closely related, where

an anomaly can be viewed as a salient object in the image. However, while

saliency is typically important in natural images, anomaly detection is usu-

87
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ally performed in images which are not natural: multispectral, sonar, mi-

croscopy, medical, etc. These images tend to be noisy. Therefore, a feature

space which is robust to noise is more appropriate in this context. We adapt

the dissimilarity measure used in [61] to the di↵usion map feature space used

in our algorithm. This new anomaly score has improved performance, re-

quires less parameters and is better at suppressing background regions which

are similar to each other yet spatially distant.

This chapter is organized as follows. Sec. 5.2 briefly reviews the proposed

multiscale algorithm. In Sec, 5.3 we present a new saliency-based detection

score. Finally, Sec. 5.4 demonstrates the application of the proposed algo-

rithm to automatic target detection in real images of side-scan sonar where

the anomalies are sea-mines.

5.2 Multiscale Anomaly Detection

In chapter 4, we presented a multiscale algorithm for anomaly detection

based on dimensionality reduction using di↵usion maps. This approach

is data-driven, with the separation of the anomaly from the background

arising from the intrinsic geometry of the image, revealed through the use of

di↵usion maps. Sampling and out-of-sample extension are common practice

in applying di↵usion maps to images due to the large size of the dataset [53,

67]. Yet, as discussed in Sec. 4.2.3, anomaly detection methods based on

spectral dimensionality reduction and out-of-sample extension methods can

fail as a result of the set of random samples � ✓ � used to construct the

similarity matrix.

To overcome the limitations of random sampling, we propose a multiscale

approach, which drives the sampling process to ensure separability of the

anomaly from the background clutter. Assume that the anomalies in the

image are larger than a single pixel. Therefore, they can be detected at

several resolutions of the image.

Our multiscale approach is based on constructing a Gaussian pyramid [23]

representation of the image, yielding {G
l

}L
l=0

, where G
0

is the original im-

age and G
L

is the coarsest resolution. Starting with G
L

, a subset �
L

of

random pixels is sampled from the image. Since the image at this level is at

very low resolution, the subset can include all pixels, depending on memory

constraints. We calculate the di↵usion maps (2.6) of �
L

. Using the di↵u-
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sion coordinates, an anomaly score S
L

is calculated for all pixels and then

a threshold ⌧
l

on the anomaly score determines suspicious pixels.

Proceeding to the image G
L�1

, pixels which correspond to the suspicious

pixels found in G
L

are included in �
L�1

. The rest of the pixels in �
L�1

are

sampled randomly from the image. We calculate a di↵usion maps for �
L�1

and extend it to the rest of the pixels using the multiscale Laplacian pyramid

approach presented by Rabin [119] and briefly reviewed in Chapter 2.2.1.

The threshold ⌧
l

used at the output of each level is chosen to be the 95th

percentile of the anomaly score for that level. If the image does not hold

an anomaly this will result in random samples with the highest anomaly

scores. If the image holds an anomaly, the anomaly will have a high score

compared to the rest of the image and it will be sampled more densely in

the next level.

The process of sampling, dimensionality reduction and anomaly detec-

tion continues from level to level, with each previous level providing prior

information on which samples of the dataset will be used in �
l

to construct

the di↵usion map. At the full-scale level G
0

, the anomaly score for each

pixel determines the existence of anomalies in the image. We use a hard

threshold ⌧ on S
0

and then smooth the resulting image. Anomalies have

a high score, close to 1. For more details, see Chapter 4.3.2. A workflow

diagram of the multiscale framework is presented in Fig. 4.4.

5.3 Saliency-based Anomaly Score

In chapter 4, we used an anomaly score based on a nearest-neighbor ap-

proach. The assumption was that the anomaly is in a low density neigh-

borhood in the di↵usion map space whereas background pixels belong to

dense local neighborhoods in the di↵usion map space. Taking advantage of

the spatial nature of the dataset, the pixel grid, we calculated an a�nity

measure between each pixel and the pixels in the window surrounding it,

using the di↵usion distance. This a�nity was used to calculate an approx-

imation of the local density of each pixel in the di↵usion map space, given

its spatial neighborhood. Anomaly pixels were dissimilar to their spatial

neighborhoods, resulting in low local density, whereas background pixels

were similar to their spatial neighborhoods, resulting in high density. Since

we assume the anomaly to be non-pointwise, a mask was used in order to
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remove the inner region of the window surrounding the pixel.

In this chapter we propose using a di↵erent measure to calculate the

anomaly score. In [61], Goferman et al. defined a local-global dissimilarity

measure between two patches in an image:

d(p
i

, p
j

) =
d
color

(p
i

, p
j

)

1 + c · d
position

(p
i

, p
j

)
(5.1)

with c = 3. The distance d
color

is the Euclidean distance between vectorized

patches in CIE L*a*b color space normalized to the range [0, 1]. The distance

d
position

is the Euclidean distance between the image positions of patches p
i

and p
j

, normalized by the larger image dimension. This dissimilarity mea-

sure is proportional to the di↵erence in appearance and inverse proportional

to the positional distance. It realizes the authors’ observations that back-

ground pixels are similar to both near and far pixels, whereas salient patches

are grouped together, therefore similar only to nearby patches. In addition,

in order to evaluate the distinctness of a patch it is su�cient to consider its

K most similar patches {q
k

}K
k=1

(K = 64), and not calculate its dissimilarity

to all image patches. The saliency value of a pixel was given by

S(i) = 1� exp

(

� 1

K

K

X

k=1

d(p
i

, q
k

)

)

(5.2)

These observations holds for anomaly detection as well. However, instead

of using d
color

, we propose using the di↵usion distance d
DM

2.7 between

patches. The di↵usion distance is preferable to using the color distance

between patches as it is robust to noise. Also, the embedding it yields

better separates the anomaly from the background, compared to using image

patches. This requires normalizing the di↵usion distance such that most

values are spread out in the range [0, 1] and therefore comparable to d
position

.

Since we already calculate the K most similar data-points for each point in

the image in terms of the di↵usion distance, we can use the statistics on

these distances for the normalization. Empirically, dividing the distances by

the standard deviation of the distances to the Kth neighbor gave us values

in the desired range: �
K

= std
i2�

{d
DM

(p
i

, q
K

)}. Finally, the anomaly score is
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given by

S(i)
DM

= 1� exp

(

� 1

K

K

X

k=1

d
DM
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i

, p
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)/2�
K

1 + c · d
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)

)

. (5.3)

The advantages of using this measure over the one given in chapter 4

are:

1. This grade better suppresses background regions which have similar

di↵usion coordinates, yet are spatially distant from one another in the

image. Using the previous score, a tested pixel was compared to the

pixels within a limited spatial region surrounding it. So if there were

background regions which are similar to one other, yet di↵erent from

their close spatial neighborhood, they could receive a high anomaly

score. Now since each pixel is compared to its most similar neighbors

in the di↵usion space regardless of spatial proximity, these regions

receive a low anomaly score. Anomalous pixels, unlike these regions,

lie close together yet are di↵erent from all other regions, therefore

receive a high score.

2. No prior knowledge is required regarding the anomaly size, while in

our previous method the size of the anomaly was used to mask the

close spatial neighbors of a tested pixel, since they were not used in

calculating the anomaly score.

3. The previous score requires more fine-tuning of di↵erent parameters

(the size of the spatial neighborhood, the size of the mask, the scale

used in the di↵usion-based a�nity measure) and special treatment of

the boundary pixels of the image.

In Fig. 5.1, we compare the Euclidean distance d
color

(top) and di↵usion

distance d
DM

(bottom) between patches. Each image displays the distances

between a patch indicated in red and all other patches in the image. In

Fig. 5.1(b) and (c) the point of interest is on the anomaly (sea-mine). The

di↵usion distance has low values for other points on the anomaly and high

points on the background. The Euclidean distance on the other hand indi-

cates low values on parts of the background as well as on the anomaly, and

also distinguishes between the two parts of the anomaly, the bright high-

light and dark shadow. In Fig. 5.1(d) and (e) the point of interest is on
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the background, the periodic textured background and noisy background

respectively. The di↵usion distance separates between all of the background

and the anomaly, whereas the Euclidean distance separates between the two

background types and does not distinguish the anomaly.

(a) (b) (c) (d) (e)

Figure 5.1: Comparison of Euclidean distance d
color

(top row) and di↵usion
distance d

DM

(bottom row) between patches. (a) Side-scan sonar image with
sea-mine indicated by arrow. (b-e) Distance between patch indicated by red
circle and all other patches in the image. Note the di↵usion distance better
separates the anomaly from the background.

5.4 Experimental Results

We demonstrate the proposed algorithm on real sea-mine side-scan sonar

images, achieving a high detection rate with a low rate of false-alarms. We

treat the sea-mines in the images as anomalies and the reflections from

the seabed are considered normal background clutter. Automatic detection

of sea mines in side-scan sonar imagery is a challenging task due to the

high variability in the appearance of the target and sea-bed reverberations

(background clutter). Objects in side-scan sonar appear as a strong bright

region (highlight) alongside a dark region (shadow), which is due to the

object blocking the sonar waves from reaching the seabed.

Algorithms proposed for detection of mines in side-scan sonar include

MRFmodels for modeling the background [122,123], a 2-D multiscale GMRF

with matched subspace detector (MSD) [63], a multidimensional GARCH
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model with MSD [112], non-linear matched filters [46], etc. Most algorithms

for detection of sea-mines in side-scan sonar make use of a training set, based

on real images and/or synthetic ones [116, 123]. In [112], a few examples of

sea-mines are used for creating the anomaly subspace for the MSD. Our

di↵usion-based approach does not require a training set and makes no as-

sumptions regarding the appearance of the mine or its shadow in the image.

We evaluated our algorithm on a set of 28 side-scan sonar images of

size 200x200 pixels. The parameters of the multiscale detector are given in

Table 5.1, for a Gaussian pyramid of L = 3 levels . Note that the size of

the images enables denser sampling of the image than what we used. We

intentionally use a small percentage of the pixels in the image to demonstrate

that this framework is applicable also for larger images.

Table 5.1: Parameters used in MS-CAS Detector

Pyramid
Level

Patch
size

Embedding
Dimension

Percentage of
pixels in subset

0 8x8 6 0.10
1 4x4 6 0.33
2 2x2 3 0.5

Detections are found by applying a threshold to the anomaly score image,

resulting in a binary image. A detection is a connected component (CC)

in the binary image. A CC containing the sea-mine is a true positive (TP)

and any other CCs are false alarms (FA). The size of the CC can be used

to reject noisy detections, where small CCs are discarded. We compare two

thresholds on the area of the CC: 10 pixels and 20 pixels. Using a larger

threshold on the size rejects more FAs, but can also result in a decreased

amount of TPs, for small sized anomalies. We compared the percentage of

TPs for each method for a given FA rate. Results are given in Table 5.2.

We compare our proposed algorithm (MS-CAS) with three other meth-

ods:

• MS: The multiscale method we proposed in Chapter 4, using the local

density based score.

• SS-CAS: A single-scale method using the full-size image. The param-

eters are the same as those in Table 5.1 for pyramid level 0, however
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Table 5.2: Percentage of True Positives for Given Number of False Alarms

size=10 size=20

# of FA 8 4 0 8 4 0
MS 93% 93% 89% 93% 89% 89%

MS-CAS 100% 96% 93% 100% 96% 96%
SS-CAS 89% 89% 44% 89% 89% 37%
CAS 81% 67% 41% 78% 63% 30%

20% of the image is randomly sampled to construct the di↵usion map.

The anomaly score is the one described in Sec. 5.3.

• CAS: The method proposed in [61]. Anomaly detection is performed

by applying a threshold to the saliency map.

Our new multiscale approach MS-CAS has the highest TP rate. The

performance of our new algorithm is better than our previous method MS,

with an improvement of 3%-17% for a given number of FAs. Also, as in our

previous work, using a multiscale approach results in increased performance

compared to using a single scale. The poor performance of the single-scale

detector SS-CAS for low FA rate reveals the limitations of sampling the

image compared with the multiscale detectors which have a significantly

better detection rate. This is due to the propagation of information from

level to level. Our method also outperforms [61]. The reason for this is that

the Context-Aware Saliency method uses a feature space which is suitable

for natural images. The images we tested are side-scan sonar and are very

noisy. Some of the noise patterns in the background are given a high saliency

score. Using the di↵usion map as a feature space suppresses the noise, due to

the robustness of the di↵usion distance, and the noisy patterns are clustered

with the background and not detected as anomalies. Results of the MS-CAS

detector are presented in Figures 5.2- 5.3.

5.5 Conclusions

We have presented an anomaly detection algorithm using di↵usion maps,

which is a state-of-the-art method for manifold learning and dimensional-

ity reduction. To improve the detection process and ensure that the nor-

mal pixels and the anomaly regions are separable in the lower dimensional
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Figure 5.2: Examples of Anomaly Detection with MS-CAS detector. (top)
original side-scan sonar images with sea-mines (indicated by arrow). (bot-
tom) detection score.

embedding, we implemented a multiscale framework. This multiscale ap-

proach overcomes the possible limitations in using di↵usion maps with out-

of-sample extension algorithms. A new anomaly score is proposed, com-

bining a saliency measure with the noise-robust di↵usion distance. Exper-

imental results on side-scan sonar images showed that the proposed score

improved both single and multi-scale anomaly detection of sea-mines. Us-

ing the new score, our multi-scale approach achieved superior results when

compared to competing methods, both single scale and multiscale.
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Figure 5.3: Examples of Anomaly Detection with MS-CAS detector. (top)
original side-scan sonar images with sea-mines (indicated by arrow). (bot-
tom) detection score.



Chapter 6

Multi-Channel Wafer Defect
Detection Using Di↵usion
Maps

Detection of defects on patterned semiconductor wafers is a critical step

in wafer production. Many inspection methods and apparatus have been

developed for this purpose. We extend our multiscale anomaly detection

approach to 3D data in multichannel wafer defect detection. We test our

algorithm on a set of semiconductor wafers and demonstrate that our multi-

scale multi-channel algorithm has superior performance when compared to

single-scale and single-channel approaches.

6.1 Introduction

Defect detection is critical to the manufacturing of semiconductor wafers,

yet relying on manual detection is time consuming, expensive and may cause

yield ratio loss. A robust automated solution to this problem is essential,

as the user will be shown only suspicious regions, thus saving valuable time.

Defect detection is challenging due to the large size of the dataset (the im-

age), the presence of noise and the high dimensionality of the data [28].

Also, there are no precise characteristics of the possible defects and they

may include particles, open lines, shorts between lines or other problems.

Defects may belong to the wafer background or to its pattern, and may

97
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be predominant or scarcely noticeable. This variety makes it very di�cult

to perform template matching based on some a-priori features or training

database of detects, and therefore encourages the development of unsuper-

vised, data-driven methods.

Various image processing techniques have been applied to automatic de-

fect detection in wafers. A common approach for wafer defect detection

utilizes a defect-free reference image and detection is performed on the dif-

ference between the reference and inspection images [70,76,87,113,130,153,

154]. Calculation of the di↵erence image is very sensitive to image reg-

istration between the reference and inspection images, and can a↵ect the

performance of reference-based methods. Onishi et al. [113] proposed a

reference-based method that does not require exact registration. They per-

form grayscale morphological dilation of the reference and inspected images,

which compensates for slight misregistration and allows dynamic tolerance

control. The di↵erence image is then calculated according to the minimal

distance between the reference and inspected images in the dilation range.

Zontak and Cohen [168, 169], introduced a defect detection procedure

which avoids image registration and is robust to pattern variations. The

method is based on anisotropic kernel reconstruction of the source image

using its reference image, where defect regions are identified since they can-

not be properly reconstructed from the reference image. The source and

reference images are represented by overlapping image patches, and each

patch from the source image is estimated by a weighted sum of neighboring

patches from the reference image. Patches originating from defect regions

are not reconstructible from the reference image, and hence can be identified.

In [169], the kernel-based approach was extended to multichannel defect de-

tection. A consistency criterion was proposed, which allows simultaneous

detection based on the information from all the channels. The assumption

was that if a pattern-originated region in the source wafer is similar to cer-

tain regions in the reference wafer, then this similarity is maintained across

the three SEM images. Accordingly, the reconstruction of a source patch

from reference patches in the three channels is constrained by a consistency

criterion that the locations of reference patches, which are most similar to

the source patch, are identical in the three channels. They showed that that

the proposed defect detection under constrained multichannel reconstruction

is more advantageous than the single-channel defect detection method.
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A second approach to defect detection avoids the use of reference images.

A semiconductor wafer typically contains many copies of the same electrical

component laid out in a matrix pattern, and this repetitive pattern can be

utilized for detection. Xie and Guan. [159] and Guan et al. [64] proposed

to generate a defect-free golden template from the inspection image itself,

and then modify and refine its content when used in further inspections.

The calculated building blocks can be stored in a database and then used in

reference-based methods in later inspection of the same repeating patterns.

Gleason et al. [60] employ fractal image encoding based on self-similarities

within the inspection image. A defect region di↵ers from the normal im-

age background structure, and therefore cannot be e↵ectively coded as an

a�ne transform of a background region. Active contours are then used to

extract the defects from the suspicious regions. Unsupervised neural net-

works which do not require reference images have been proposed in [29,30].

Chang et al. [30] propose a 3-D Hopfield neural network for defect detec-

tion, which enables detection based on local gray level variance and local

spatial information of each pixel. Chang et al. [29] proposed an automatic

zoom-independent and orientation-independent approach based on a self-

organizing neural network. Wafer images are classified as one of four classes

based on color variance and sharp irregularity, and a heuristic detection al-

gorithm determines which class contains defective regions. Yeh et al. [161]

proposed a wavelet-based approach which is template-free and requires no

training. The image is decomposed using a two-dimensional wavelet trans-

form and a modified version of the wavelet transform modulus sum (WTMS)

is calculated. The interscale ratio of the WTMS across adjacent decompo-

sition levels is used to detect defects, as defect pixels retain much more

wavelet energy than background pixels.

Recently, we presented a multiscale algorithm for anomaly detection

based on spectral dimensionality reduction [99,100]. This approach is data-

driven, with the separation of the anomaly from the background arising from

the intrinsic geometry of the image, revealed through the use of di↵usion

maps [39]. The algorithm is unsupervised, requires no prior knowledge re-

garding the anomaly or the background, and does not rely on training data

or reference images. When applying di↵usion maps to images, it is common

practice to perform sampling and out-of-sample extension due to the large

size of the dataset. We showed [99] that this process can limit the success
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of the dimensionality reduction in revealing the presence of anomalies in

the data. To overcome these limitations, a multiscale approach is proposed,

which drives the sampling process to ensure separability of the anomaly

from the background clutter. In [100], we proposed an anomaly detection

score inspired by the saliency map proposed by Goferman, Zelnik-Manor

and Tal [61]. We adapted the color-based dissimilarity measure used in [61]

to the di↵usion map feature space used in our algorithm, as a noise-robust

feature space is more appropriate for the task of anomaly detection in noisy

images.

In this chapter, we apply our anomaly detection algorithm to the prob-

lem of defect detection in patterned wafers, specifically multichannel defect

detection in Scanning Electron Microscope (SEM) images. The application

of di↵usion maps to defect detection is extremely appropriate as the di↵u-

sion map provides a compact representation of the repetitive geometry of

the wafer. In addition, the di↵usion map is associated with a metric, the

di↵usion distance, which is robust to the dominant noise in the SEM images.

Finally, our algorithm provides a natural extension from single channel to

multichannel images.

This chapter is organized as follows. Sec. 6.2 briefly introduces multi-

channel wafer inspection. Sec. 6.3 presents the proposed multiscale mul-

tichannel defect detection algorithm. Finally, Sec. 6.4 demonstrates the

application of the proposed algorithm to defect detection in SEM images of

patterned wafers.

6.2 Multi-Channel Wafer Inspection

In wafer inspection, the analyzed wafer is illuminated with electrons, which

causes interactions on the surface of the wafer. These interactions lead to

subsequent emission of electrons that provides information about the edges

and the material of the inspected wafer. This information is rendered into a

two-dimensional intensity distribution that can be stored as a digital image

and analyzed for defect detection. An SEM tool that is manufactured by

Applied Materials can simultaneously produce three di↵erent images for

a given sample, namely External
1

, External
2

and Internal images. The

external images indicate the topography of the sample by light and shadows

as if a “light source” is directed to a sample from top-left (External
1

) or top-
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right (External
2

), and are more noisy than the Internal image. The Internal

image provides information about edges and material of the sample. Spatial

alignment of the three images is a byproduct of the imaging process. Images

of two patterned wafers in all three channels are presented in 6.1. Defects

may appear more salient in one channel than in others, and may not even

be noticeable in the other channels. However, given an arbitrary defect, it

is impossible to know in advance in which channel the defect is distinct.

Hence, information from all three channels should be incorporated.

6.3 Proposed algorithm

6.3.1 Multiscale defect detection

We apply our multiscale anomaly detection approach presented in Chapter 4

to defect detection, where we aim at a low dimensional representation that

separates the defect from the patterned wafer background. Since the defects

in the inspection image are larger than a single pixel, they can be detected

at several resolutions of the image. Our multiscale approach is based on

constructing a Gaussian pyramid representation of the image [23]. Starting

with G
L

, a subset �
L

of random pixels is sampled from the image. Since the

image at this level is at very low resolution, the subset can include all pixels,

depending on memory constraints. We calculate the di↵usion maps (2.6) of

�
L

. Using the di↵usion coordinates, a detection score S
L

is calculated for

all pixels and then a threshold ⌧
l

on the score determines suspicious pixels.

Proceeding to the image G
L�1

, pixels which correspond to the suspicious

pixels found in G
L

are included in �
L�1

. The rest of the pixels in �
L�1

are

sampled randomly from the image. We calculate a di↵usion maps for �
L�1

and extend it to the rest of the pixels using the multiscale Laplacian pyramid

approach presented by Rabin [119] and briefly reviewed in Chapter 2.2.1.

The threshold ⌧
l

used at the output of each level is chosen to be the 95th

percentile of the detection score for that level. If the image does not hold

a defect this will result in random samples with the highest scores. If the

image holds a defect, the defect will have a high score compared to the rest

of the image and it will be sampled more densely in the next level.

The process of sampling, dimensionality reduction and defect detection

continues from level to level, with each previous level providing prior infor-
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Figure 6.1: Defects in two patterned wafers (top row and bottom row). (a)
External

1

image. (b) External
2

image. (c) Internal image. (d) Image pixels
colored according to RGB color associated with the first three coordinates
of the di↵usion map. (e) Defect detection score for multichannel multiscale
(MCMS) method. Only the defects receive a high score.

mation on which samples of the dataset will be used in �
l

to construct the

di↵usion map. At the full-scale level G
0

, the detection score for each pixel

determines the existence of defects in the image. We use a hard threshold

⌧ on S
0

and then smooth the resulting image. Defects have a high score,

close to 1. For more details, see Chapter 4.3.2. A workflow diagram of the

multiscale framework is presented in Fig. 4.4.

6.3.2 Detection score

Our defect detection score in the di↵usion embedding is the saliency-based

anomaly detection score (5.3) presented in Chapter5 and inspired by the

local-global dissimilarity measure defined between two image patches by

Goferman et al. [61]. While saliency is important in natural images, anomaly

detection is usually performed in images which are not natural and su↵er

from noise, such as in the given defect detection problem in SEM images.

The original detection score uses the color distance between patches, whereas

we propose using the di↵usion distance d
DM

2.7. This is preferable in our

application as the di↵usion distance is robust to noise.
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6.3.3 Multichannel detection

Our multiscale algorithm provides a natural extension from two-dimensional

images to three-dimensional data as in this application. For a multichannel

image, the feature vector associated with each pixel x
i

is the N
p

⇥N
p

⇥ n
c

patch surrounding the pixel, ordered as a column, where n
c

= 3 is the

number of channels. The resulting di↵usion map for multichannel images is

dominated by both the geometry of the data, revealed by integration of the

three channels, and the presence of the defect, which is distinct in at least

one channel. Fig. 6.1 demonstrates the compact and denoised representa-

tion achieved by di↵usion maps when applied to two multi-channel SEM

wafer images (top row and bottom row). For display purposes, the first

three coordinates of the di↵usion map ( 
1

, 
2

, 
3

) are mapped to RGB

values [0, 255] ⇥ [0, 255] ⇥ [0, 255]. Then, each pixel in the image is colored

(Fig. 6.1(d)) according to the RGB value assigned to its di↵usion coordi-

nates. The representation obtained by the di↵usion map provides both a

denoising of the image and a compact representation of the intrinsic geome-

try of the patterned wafer, integrating information from all three channels,

and assigning repetitive components such as edges distinct values. Also, as

expected, the defect is easily separable from the background in the di↵usion

embedding, as demonstrated by the high detection score of the defects in

Fig. 6.1(e). Note that this display is only of the first three coordinates of

the di↵usion map and additional coordinates provide additional information

on the geometry of the patterns and the defect.

The dimension of the di↵usion map (2.6) depends only on the random

walk (2.2) and is independent of the dimensionality of the feature vector

used in the original representation of the data. Thus, using a multichannel

feature vector does not entail a higher di↵usion map dimension compared

to using a single channel feature vector.

The detection problem can be viewed as a clustering problem in which

we are separating between background clusters and the defect cluster. Using

a combined multichannel feature vector translates into adding dimensions in

which the defect is distinct from the background. This increases the distance

between the cluster centers, which leads to fewer misidentifications [136].
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Figure 6.2: Defect in a patterned wafer. (a)-(c) Source images in di↵erent
channels: External

1

, External
2

and Internal respectively, defect marked with
a red arrow. Defect detection scores for multichannel multiscale (MCMS)
method (d), single channel multiscale method in External

1

(e), External
2

(f)
and Internal (g) channels, and for multichannel single-scale (MCSS) method
(h).

6.4 Experimental Results

We demonstrate the proposed algorithm on SEM patterned wafer images,

achieving a high detection rate with a low rate of false-alarms. We treat

the defects in the images as anomalies and the patterned wafer is considered

normal background clutter. We evaluated our algorithm on a set of 36

images of size 200 ⇥ 200 pixels. The parameters of the multiscale detector

are given in Table 6.1, for a Gaussian pyramid of L = 3 levels. Note that the

size of the images enables denser sampling of the image than what we used,

however we intentionally use a small percentage of the pixels to demonstrate

that this framework is also applicable for larger images.

Detections are found by applying a threshold to the detection score im-

age, resulting in a binary image. A detection is a connected component

(CC) in the binary image. A CC containing the defect is a true positive

(TP) and any other CCs are false alarms (FA). The size of the CC can be

used to reject noisy detections, where small CCs are discarded. We compare

two thresholds on the area of the CC: 5 pixels and 20 pixels. Using a larger

threshold on the size rejects more FAs, but can also result in a decreased

amount of TPs, for small sized defects. We compared the percentage of TPs
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(a) (b) (c) (d)

(e) (f) (g) (h)

Figure 6.3: Defect in a patterned wafer. (a)-(c) Source images in di↵erent
channels: External

1

, External
2

and Internal respectively, defect marked with
a red arrow. Defect detection scores for multichannel multiscale (MCMS)
method (d), single channel multiscale method in External

1

(e), External
2

(f)
and Internal (g) channels, and for multichannel single-scale (MCSS) method
(h).

for each method for a given FA rate. Results are given in Table 6.2.

We compare our proposed multi-channel multiscale algorithm (MCMS)

with four other methods. The first three methods perform single-channel

multiscale detection on each of the three channels: External
1

, External
2

and

Internal, separately, using the parameters given in Table 6.1. The fourth

method is MCSS, a single-scale method using the full-size image. The pa-

rameters of MCSS are the same as those for pyramid level 0 in Table 6.1,

however 20% of the image is randomly sampled to construct the di↵usion

map. For all methods, the detection score is the one described in Sec. 6.3.

Our new MCMS approach has the highest TP rate. Comparison to the

three single-channel methods demonstrates that the defects are usually not

apparent in all three channels, and combining information yields the best

results. We can see that the Internal channel is usually the least informative,

and although both External images hold similar topographical information,

their performance is not identical. Also, as in our previous work, using a

multiscale approach results in increased performance compared to perform-

ing detection only on the full-scale image. The poor performance of the

single-scale detector, MCSS, reveals the limitations of sampling the image
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compared with the multiscale detectors, which have a significantly better

detection rate. Indeed, this shows that having more information on the

presence of a defect by combining the three channels as in MCSS is less

beneficial to defect detection than properly sampling a single channel, as in

the single-channel multiscale detectors.

We present an example of all detection methods for a given patterned

image in Fig. 6.2. For External
2

-MS, Internal-MS and MCSS, Fig. 6.2 (f),(g)

and (h) respectively, there are no detections with high score. Thresholding

the image with a low threshold will reveal the defect for Internal-MS and

MCSS, but will also cause many FAs. External
1

-MS, Fig. 6.2 (e), detects

the defect with a high score but also has a FA with similar score. Only in

MCMS, Fig. 6.2 (d), the defect receives a high score, while all other regions

receive low scores.

A second example of all detection methods is given in Fig. 6.3. For

External
1

-MS, External
2

-MS and Internal-MS, Fig. 6.3 (e), (f) and (g) re-

spectively, there are several detections with high score, including the defect.

In MCSS the detection on the defect is small and comparable in size to a

FA with similar score. Only in MCMS, Fig. 6.2 (d), the defect receives a

high score, while all other regions receive low scores.

Table 6.1: Parameters used in Multichannel Multiscale Detector.

Pyramid
Level

Patch size
(N

p

⇥N
p

)
Embedding
Dimension

Percentage of
pixels in subset

0 8x8 6 0.10
1 4x4 6 0.33
2 2x2 3 0.5

Table 6.2: Percentage of True Positives for Given Numbers of False Alarms.

size=5 size=20

# of FA 10 3 0 10 3 0
MCMS 97% 97% 97% 97% 97% 92%
MCSS 70% 70% 61% 70% 67% 58%

External
1

-MS 89% 89% 78% 92% 89% 83%
External

2

-MS 92% 92% 89% 94% 92% 89%
Internal-MS 75% 75% 75% 75% 75% 75%
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6.5 Conclusions

We have extended our multiscale anomaly detection algorithm to 3D data

in multichannel wafer defect detection. The proposed algorithm is tested on

a dataset of semiconductor wafer SEM images and demonstrated superior

performance when compared to single-scale and single-channel approaches.

Our method, based on di↵usion map embedding, is especially attractive in

this application as the di↵usion map provides a compact representation of

the repetitive geometry in the wafer image, obviating the need for a reference

image, and in addition is robust to the dominant noise in these images. This

algorithm was previously applied to side-scan sonar images in the detection

of sea-mines. This chapter demonstrates the robustness of the proposed

algorithm and its robustness to the imaging sensor, background and noise

models.



Chapter 7

Iterative Di↵usion-based
Anomaly Detection

Di↵usion maps, when applied to large datasets, are constructed by a pro-

cess of sampling and out-of-sample function extension. However, the perfor-

mance of anomaly detection in large data is sensitive to the chosen samples.

In this chapter we propose an iterative data-driven approach to improve the

sample set and di↵usion maps representation. By updating the sample set

with suspicious points detected in the previous iteration, the constructed dif-

fusion maps better separate the anomaly and normal points from iteration to

iteration. Experimental results in side-scan sonar images demonstrate the

improvement gained by our iterative sampling compared to random sam-

pling and other competing detection algorithms.

7.1 Introduction

In image anomaly detection, the goal is to identify an object in the image

and separate it from the background based on its di↵erent appearance or

statistical properties. Automatic detection algorithms are of practical im-

portance in military target detection applications, medical image analysis

and automation of quality assurance processes, given the large amount of

images produced in such applications. A robust solution will present the user

only with suspicious objects, saving valuable time and e↵ort, as suspicious

objects occur very rarely by nature.

108
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Image features are typically high-dimensional, but can be shown to lie on

a low-dimensional manifold. Manifold learning techniques, such as di↵usion

maps [38], find a new low-dimensional representation for the data, which

reveals meaningful structures. Such techniques can provide a representa-

tion that separates the anomaly from the background, making the detection

easier in the new representation space. In addition, such approaches are

data-driven and do not depend on a-priori model for the data.

Due to the large size of the dataset, applying di↵usion maps to images

typically requires performing sampling and out-of-sample function exten-

sion in order to calculate an embedding for all image patches [53, 67]. In

Chapter 4 we analyzed that this process can limit the success of the dimen-

sionality reduction in revealing the presence of anomalies in the data. To

overcome these limitations, we proposed an unsupervised multiscale algo-

rithm for anomaly detection using di↵usion maps and an anomaly detection

score relying on the noise-robust di↵usion distance.

In this chapter, we propose an alternative iterative approach on the full-

scale image. Starting with a random subset of images patches, we apply a

di↵usion-maps based anomaly detector at each iteration, and then extract

a set of suspicious patches to be used in the next iteration. Thus, the

iterative process updates the subset of samples to ensure better separability

of the anomaly from the background clutter. The advantage of this approach

compared to the multiscale approach is that it is not limited to images and

it requires less parameters. In addition, we provide motivation for this

approach based on theoretical analysis of spectral clustering, where we view

anomaly detection as a vastly unbalanced clustering problem.

This chapter is organized as follows. Sec. 7.2 reviews the di↵usion map

framework for dimensionality reduction. In Sec. 7.3, we provide motivation

for the proposed approach and present the iterative algorithm. Finally,

Sec. 7.4 demonstrates the application of the proposed algorithm to automatic

target detection in real images of side-scan sonar where the anomalies are

sea-mines.

7.2 Di↵usion Maps

We briefly review Di↵usion Maps [38], which is based on the construction

of the graph Laplacian of the data, and preserves local neighborhood in-
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formation. In addition to capturing the main structure of the data in few

dimensions, this method is equipped with a noise-robust computationally

e�cient metric, the di↵usion distance, which is the Euclidean distance in

the low-dimensional embedding space.

Let � = {x
i

}M
i=1

be a high-dimensional dataset of M samples of dimen-

sionality N . A weighted graph is constructed on � with the data points

as nodes and the weight of the edge connecting two nodes is a measure of

the similarity between the two data points. Let w(x
i

,x
j

) be a kernel repre-

senting the pairwise a�nity between two samples, which conveys the local

geometry of the data. The choice of the specific kernel function should be

application-driven. For all x
i

,x
j

2 �, the kernel function has the following

properties: (1) symmetry; (2) non-negativity; (3) fast decay. A popular

choice which satisfies these properties is the Gaussian kernel:

w(x
i

,x
j

) = exp
��kx

i

� x
j

k2/2�2 . (7.1)

We construct the normalized graph Laplacian on the dataset by normal-

izing the kernel by the degree d(x
i

) of each point:

p(x
i

,x
j

) =
k(x

i

,x
j

)

d(x
i

)
, d(x

i

) =
M

X

j=1

k(x
i

,x
j

). (7.2)

Let P[i, j] = p(x
i

,x
j

) be the row-stochastic matrix corresponding to the

function p(·, ·) on the dataset �. The matrix P has a complete sequence of

left and right biorthogonal eigenvectors {'
j

, 
j

} and 1 = �
0

> �
1

� �
2

� . . .

are the sequence of eigenvalues.

Coifman and Lafon [38] propose a new metric, termed the di↵usion dis-

tance, based on the construction of the random walk:

d
DM

(x
i

,x
j

) =
X

l�1

�2t
`

( 
`

(i)�  
`

(j))2. (7.3)

This distance measures the similarity of two points according to the evolu-

tion of the transition probability distribution p
t

(x
i

,x
j

) in the Markov chain.

It is robust to noise, since the distance depends on all possible paths of length

t between two points. Due to the fast spectrum decay of {�
j

}, the di↵usion

distance can be well approximated by only the first few ` eigenvectors.
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Thus, the right eigenvectors of the transition matrix P and corresponding

eigenvalues can be used to define a new data-driven representation of {x
i

}
termed di↵usion maps. The mapping  

t

(x
i

) embeds the data points {x
i

}
in a low-dimensional Euclidean space R`, defined as

 
t

(x
i

) =
⇥

�t
1

 
1

(i), · · · ,�t
`

 
`

(i)
⇤

T

, (7.4)

where we set t = 1.

7.3 Iterative Anomaly Detection

Our aim is to detect a connected group of pixels in the image that constitute

an anomaly. We choose to represent the pixels by their surrounding patches,

but other features can be used. Let � be the set of all
p
N⇥pN overlapping

patches from the image � = {p
i

}M
i=1

. The size of the dataset for images, M ,

is very large, since even for small images there is a large number of patches.

Therefore, it can be computationally ine�cient to construct a di↵usion map

using all the patches in the image, in terms of both calculating the a�n-

ity and performing an eigen-decomposition, especially for high-resolution

images. Instead, it is a common approach [53, 67] to construct the di↵u-

sion map for an image using a subset of m < M random patches, denoted

� = {p
j

}m
j=1

✓ �. Then the di↵usion map coordinates  are extended

to the set of all patches in the image � using an out-of-sample extension

(OOSE) method [39, 101, 119]. As discussed in Chapter 4, OOSE methods

can cause anomaly detection to fail, depending on the set of random samples

� ✓ � used to construct the di↵usion map. To overcome this limitation of

the OOSE for anomaly detection, we propose an iterative approach which

drives the sampling process and ensures the inclusion of samples from the

anomaly region in �. We first provide motivation for our approach based on

spectral clustering and then present the iterative approach.

7.3.1 Spectral Clustering

Several spectral clustering methods propose to cluster data into k clusters

with the first dominant eigenvectors of an a�nity matrix on the data, as in

the case of di↵usion maps [108,111,157,163]. Anomaly detection can be seen

as a special case of clustering in which there is a vast imbalance in the size of
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clusters, background vs. anomaly, and the density of each cluster. Several

works in spectral clustering analyze the limitations and success of spectral

clustering in the setting of a di↵usion process in a multi-well potential or a

mixture of Gaussians model [107,108,136]. They present two characteristic

times that determine the success of spectral clustering. The first is the relax-

ation time for each cluster ⌧
R

and the second is the mean first passage time

⌧
exit

between two clusters. These depend on the covariance matrix of each

cluster and its density. Spectral clustering succeeds when the fastest exit

time from any of the clusters C
i

is significantly slower than the slowest relax-

ation time in each one of the clusters, i.e. max
i

{⌧
R

(C
i

)} < min
i

{⌧
exit

(C
i

)}.
Otherwise, the leading eigenfunctions capture only the relaxation process

inside the dominant cluster (or clusters), and do not di↵erentiate the re-

maining clusters, and therefore the clustering fails. Nadler and Galun [107]

show that spectral clustering cannot successfully cluster datasets that con-

tain structures at di↵erent scales of size and density, as in our setting. Thus,

even if using all patches in the image, the dominant eigenvectors could fail

to capture the anomaly in the case of a multi-class background.

This limitation is even more pronounced when using a subset of samples

from the data. In a case where there are no anomalies in � and it consists

only of samples from a single N -dimensional cluster (the background), then

the eigenvectors capture only the relaxation process within this cluster [110].

This also occurs when the data contains multiple background clusters, such

that the sample set is highly unbalanced in terms of the sample density of

each cluster. In these cases, the di↵usion map fails to capture the di↵erence

between the anomaly and the background. The OOSE of the di↵usion map

to the anomaly points will not succeed in assigning them new coordinates

that distinguish them from the background. Thus, anomaly detection when

the samples from the anomaly are not included in the calculation of the

initial di↵usion map requires extrapolation of the di↵usion coordinates and

not interpolation. However, it is not clear how to perform extrapolation on

the low-dimensional manifold, if at all possible. This is a “chicken and egg”

problem in which it is necessary to sample the anomaly for the purpose of

detecting it.

To overcome this limitation of OOSE, we propose an iterative approach,

inspired by [62], which drives the sampling process and ensures the inclusion

of samples from the anomaly region in �. By constructing a sample set which
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includes a more balanced set of both anomaly and background points, we

improve the detection compared to an unbalanced set which is composed

mostly, if not entirely, of background points. In our approach, initially

random samples are used in � and then more and more suspicious points

are sampled from iteration to iteration. This is equivalent to reducing the

local density of the large dominant background clusters while increasing the

density of the anomaly cluster in the sample set. The di↵usion map is then

dominated by the anomaly and not the background.

7.3.2 Iterative Sampling

Given an image, we extract all overlapping patches to obtain �, and initialize

� with a random subset of m patches from �. We then calculate an a�nity

kernel, calculate the di↵usion map for � and extend the embedding to all

the patches using an OOSE method. An anomaly score SCAS (presented in

Sec. 7.3.4) is calculated for all patches based on their di↵usion embedding.

We mark suspicious patches by applying a threshold ⌧ to the anomaly score,

where we set ⌧ to be the 95th percentile of the anomaly score. This is the

output of the initial iteration. In the next iteration, we set � to include

the suspicious patches and the rest of the patches are chosen at random

so that |�| = m. The process of sampling, dimensionality reduction and

anomaly detection continues from iteration to iteration, with each iteration

providing prior information on which samples of the dataset will be used

in � to construct the di↵usion map. At the final iteration, we use a hard

threshold on the detection score SCAS and then smooth the resulting image.

Our approach is based on the assumption that anomaly patches will be

included among the suspicious patches, and therefore, be represented in the

di↵usion map of the next iteration. Even if they are not included, it is likely

they are more similar to other irregular patches in the background that will

be included in �. Thus, when the di↵usion map is extended from � to the

anomaly patches, they will be assigned a representation similar to that of

the irregular patches and therefore, will be marked as suspicious for the next

iteration.
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7.3.3 A�nity kernel and Out-of-sample Extension

We propose to replace the regular di↵usion maps construction described in

Sec. 7.2 with a combined embedding and OOSE approach previously pro-

posed in supervised settings [65,78,144]. We treat the set of sampled patches

� as a reference set and calculate a non-square a�nity matrix between �

and �:

A[i, j] = exp{�kp
i

� p
j

k2/�
i

�
j

}, (7.5)

such that A is an M ⇥m a�nity matrix where M > m.

We then define the symmetric matrix W = ATA which is an m ⇥ m

matrix between the sampled patches in �:

W[i, j] =
M

X

l=1

A[l, i]A[l, j]. (7.6)

The advantage of this construction compared to using the a�nity kernel

in (7.1) is that it takes into account not only the distances between the

sample patches, but between the sample patches and all patches. The matrix

W can be interpreted as an a�nity between any two sample patches via all

the patches in the image [65, 144]. Thus, two sample patches are similar if

they “view” the rest of the image patches the same, i.e. their distances to

all other patches in the image are similar. This implies that they belong to

the same local “patch neighborhood”. Note that by distance here we refer

to the high-dimensional di↵erence of the patch intensity values and not the

spatial distance within the image. Thus, this kernel is better at suppressing

noisy connections between two patches. This is important when the number

of samples is limited as in our approach. In addition, this approach provides

an elegant and e�cient OOSE as follows.

An eigen-decomposition of W yields the eigenvectors {�
l

}
l

and eigenval-

ues �
l

. The eigenvectors {�
l

}
l

are also the singular right vectors of A and

can be used to calculate the singular left eigenvectors { 
l

}
l

, 
l

2 RM of A

by simple matrix multiplication [78]

 
l

=
1p
�
l

A�
l

. (7.7)

Thus, an eigen-decomposition of W provides an e�cient manner in which
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to calculate the singular left eigenvectors { 
l

}
l

of A. These are used in (7.4)

to obtain the di↵usion map of all patches in �.

7.3.4 Detection Score

We use the improved anomaly detection score (5.3) proposed in 5, relying

on the di↵usion distance d
DM

2.7 between pairs of patches. This score is

inspired by the saliency map in [61], quantifying the observation that back-

ground patches are similar to both near and far patches, whereas salient

patches are grouped together and similar only to nearby patches. We mea-

sure the similarity between patches using the di↵usion distance, which is

preferable to the Euclidean distance between the patches intensities since

it is robust to noise. Also, the di↵usion map better separates the anomaly

from the background, compared to using image patches [100]. Normalizing

this distance by the spatial distance d
position

penalizes background patches

by assigning them a low distinctness value. To ensure that most values

are spread out in the range [0, 1] and therefore comparable to d
position

, we

normalize the di↵usion distance by �
K

.

7.4 Experimental Results

We apply the proposed algorithm to sea-mine detection in real side-scan

sonar images, achieving a high detection rate with a low rate of false-alarms.

We treat the sea-mines in the images as anomalies and the reflections from

the seabed are considered normal background clutter. Automatic detection

of sea mines in side-scan sonar imagery is a challenging task due to the

high variability in the appearance of the target and sea-bed reverberations

(background clutter). Objects in side-scan sonar appear as a strong bright

region (highlight) alongside a dark region (shadow), which is due to the

object blocking the sonar waves from reaching the seabed. Most algorithms

for detection of sea-mines in side-scan sonar make use of a training set,

based on real images and/or synthetic ones [112, 116, 123]. Our di↵usion-

based approach does not require a training set and makes no assumptions

regarding the appearance of the mine or its shadow in the image.

We evaluated our approach on a set of 48 side-scan sonar images of size

200 ⇥ 200 pixels. We use patches of size 8 ⇥ 8 and a sampling density of
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Figure 7.1: Percentage of true positives for given number of false alarms for
detections of size greater that (a) 5 pixels and (b) 10 pixels.

20% of the patches so that m ⇡ 8000. Note that the size of the images

enables denser sampling of the image, however we intentionally use a small

percentage of the patches in the image to demonstrate that this framework

is applicable also for larger-sized images. The patches are embedded to a

di↵usion maps space of dimensionality ` = 6.

Detections are found by applying a threshold to the final anomaly score

image, resulting in a binary image. A detection is a connected component

(CC) in the binary image, where a CC containing the sea-mine is a true

positive (TP) and any other CCs are false alarms (FA). We count all detec-

tions on the sea-mine as a single TP for a given image, whereas there can

be more than one FA in an image. The size of the CC can be used to reject

noisy detections by discarding small CCs. We compare two thresholds on

the area of the CC: 5 pixels and 10 pixels. Using a larger threshold on the

size rejects more FAs, but can also result in a decreased amount of TPs, for

small sized anomalies. We compare the percentage of TPs for each method

for a given FA rate. Results are given in Fig. 7.1.

We compare our proposed iterative di↵usion detection (IDD) algorithm

with three other methods:

• IterStat: An iterative local statistical model-based method as proposed

in [62].

• CAS: The saliency method proposed in [61] where detection is per-

formed by applying a threshold to the saliency map.
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• MS-CAS: The multiscale method we proposed in [100].

The IDD method is based on the joint di↵usion and OOSE construction pre-

sented in Sec. 7.3.3. We compare this method to the “traditional” approach

of calculating the di↵usion map using only the sample set as in Sec. 7.2

and performing OOSE, where we employ the Laplacian pyramids approach

in [119] (denoted IDD-LP).

For both IDD (blue plot) and IDD-LP (red plot), the second iteration

results in a significant increase in performance (comparing the dashed plot

for the first iteration to the solid plot for the second iteration). Compar-

ing IDD and IDD-LP, calculating the a�nity matrix for the sample set by

integrating the a�nity to all patches in the image yields a gain of about

4% in the second iteration. Both methods are comparable to the multi-

scale MS-CAS approach we proposed in previous work (yellow plot) with an

advantage of 6% for IDD. Another advantage of our new approach is that

MS-CAS is based on a multiscale representation of the image and is thus

limited to anomaly detection in images. The IDD method can be adapted

to any data provided an anomaly score in the di↵usion maps space.

Comparing the di↵usion-based iterative method to the statistical method

(green plot), our data-driven approach has significantly higher performance

and is not sensitive to parameter selection of the statistical model. Our

method also outperforms the CAS method [61]. The reason for this is that

the saliency-based method uses a feature space which is suitable for natural

images. The images we tested are side-scan sonar and are very noisy. Thus,

some of the noise patterns in the background are given a high saliency score.

Using the di↵usion map as a feature space suppresses the noise, due to the

robustness of the di↵usion distance, and the noisy patterns are clustered

with the background and not detected as anomalies.

7.5 Conclusions

We presented a new iterative anomaly detection algorithm using di↵usion

maps. Based on a spectral clustering analysis, we proposed a method that

iteratively improves the sample set used to construct the di↵usion map by

including suspicious samples detected in the previous iteration. This leads

to a representation that better separates the anomaly from the background.

In addition, we obtained an improved representation by using an a�nity
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kernel that incorporates all the data and not just the limited sample set.

Our algorithm achieved successful performance in the challenging task of

automatic target detection in side-scan sonar images and achieved superior

results compared to competing methods.



Chapter 8

Graph-Based Supervised
Automatic Target Detection

In this chapter, we propose a detection method based on data-driven tar-

get modeling, which implicitly handles variations in the target appearance.

Given a training set of images of the target, our approach constructs models

based on local neighborhoods within the training set. We present a new

metric using these models and show that by controlling the notion of local-

ity within the training set, this metric is invariant to perturbations in the

appearance of the target. Using this metric in a supervised graph frame-

work, we construct a low-dimensional embedding of test images. Then, a

detection score based on the embedding determines the presence of a target

in each image. The method is applied to a dataset of side-scan sonar images

and achieves impressive results in the detection of sea-mines. The proposed

framework is general and can be applied to di↵erent target detection prob-

lems in a broad range of signals.

8.1 Introduction

Target detection in images is important in military applications, in vari-

ous imaging systems such as hyperspectral [31, 49], SAR [19, 94], ground-

penetrating radar [152] and side-scan sonar [41, 46] . The goal is to detect

the target, usually man-made structures, vehicles or devices, in a cluttered

background. Automatic target detection is important for practical reasons,

119
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given the large amount of images produced in such applications. A super-

vised approach is useful in target detection when training images exist or

prior knowledge exists regarding the target (e.g., its size and appearance).

This prior knowledge can be used for modeling the target, feature selec-

tion, training a classifier, rejecting false alarms, etc., using various methods

[31,41,47,112,138].

Automatic detection of sea-mines in side-scan sonar imagery is a chal-

lenging task due to the high variability in the appearance of the target and

sea-bed reverberations (background clutter). Objects in side-scan sonar ap-

pear as a strong bright region (highlight) aside a dark region (shadow). The

shadow is due to the object blocking the sonar waves from reaching the

seabed. This paired highlight-shadow region is the primary feature for de-

tection of sea-mines [50]. Research in this field focuses on three aspects of

the problem: detection of mine-like-objects (MLOs) in the image, classifica-

tion of these objects as mine or non-mine and identification of the sea-mine

type [55, 122]. In this chapter we propose a new detection method and

demonstrate its application in extracting MLOs from the cluttered seabed.

Algorithms proposed for MLO detection include MRF models [97, 122],

a 2-D multiscale GMRF with matched subspace detector (MSD) [63], a

multidimensional GARCH model with MSD [112], non-linear matched fil-

ters [46, 47], morphological filters [82], etc. The detection is sometimes

accompanied by extraction of the shadow, for example using co-operating

statistical snakes [122, 123] or deformable templates [96]. Following the de-

tection of MLOs, a classification and identification procedure is applied to

determine whether the objects are a mine or not, usually focusing on the

shape of the shadow region [41,50,51,55,96,106,116,117,123].

In target detection, the appearance of the target is usually known in

advance and reference images may also be available or simulated. In side-

scan sonar, for example, augmented reality simulators have been proposed

to embed synthetic target models on a real image of the seafloor [41, 116].

Many algorithms for sea-mine classification make use of training data. Reed

et al. use the Hausdor↵ distance to compare test objects to a synthetic

training set of mine-like object shadow regions produced by a sonar simula-

tor [123]. Quidu et al. compare the Fourier descriptors of the contour of a

tested shadow region to the Fourier descriptors of an initial set of prototype

shadows [117]. Myers and Fawcett propose matching an object’s signature
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image with a number of computer generated templates using a generalized

cross-correlation measure for template matching [106].

Mine-like-object detection algorithms, on the other hand, usually take

advantage of prior information by applying a statistical model that is ap-

propriate for the sonar acquisition scenario and/or searching for a joint

signature of highlight and shadow. Dobeck et al. designed a non-linear

matched filter for MLO detection, which contains four distinct regions: pre-

target, highlight, dead zone, and shadow, based on the expected size of

the sea-mine [47]. Lange proposes using grayscale morphological filters to

extract bright and dark region from the image, expecting these to be high-

light and shadow regions. These filters impose geometric constraints on

shape, size and area, determined by prior information on the expected size

of the sea-mines in the images [82]. Coiras et al. presented a special set

of spatial filters, termed central filters, specifically designed for detection

of MLOs. Their design ensures object presence and a highlight-shadow di-

chotomy [41]. Reed et al. [122] and Mignotte and Collet [97] incorporate the

prior knowledge on the spatial dependency between highlight and shadow

regions into an MRF model, each proposing di↵erent distributions for the

seabed-reverberation and shadow regions. Noiboar and Cohen present an

anomaly detection based approach, where the anomaly subspace for the

MSD incorporates available a-priori information about the target using a

few real sea-mine images [112].

Most target detection methods require statistical modeling or heuristic

filter design using prior knowledge on the appearance (size and geometry) of

the expected target and the image formation process. When using a training

set, typically many images are included in the training set, in order to ac-

count for variability of the target appearance. In this chapter, we propose a

data-driven detection method to model the target, which implicitly handles

variations in the target appearance, allowing for a small-sized training set.

Recently, Talmon et al. presented di↵usion graph-based filters for su-

pervised speech enhancement [144]. A similar framework was proposed by

Haddad et al. for filtering a known pattern in an image [65]. Both papers

propose a PCA-based metric for constructing local models of the signal,

using a training set.

We propose a new local metric for supervised target detection. This

metric, as opposed to the PCA-based metric, is invariant to perturbations in
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the appearance of the target, as defined by the training set. Our approach

is supervised to the extent that the user needs to input an appropriate

training set and a notion of similarity between patches within the training

set. No other a-priori information is required, i.e., this approach does not

rely on statistical modeling or imposing typical shape parameters. The

paired appearance of the highlight-shadow region arises implicitly from the

calculated metric and does not need to be imposed as prior information.

Consider several training images of the target are available, either real

or simulated, that may di↵er in their appearance, for example, in size, ori-

entation, contrast, etc. Extracting overlapping patches from these images

provides a training set of image patches containing the target. Our approach

constructs a model for each training patch based on its local neighborhood

within the training set: other training patches which are similar to the given

patch. The main contribution of our approach is that by controlling the no-

tion of locality, i.e. how the neighborhood of each training patch is chosen,

we e↵ectively construct a metric which emphasizes similarities within the

local neighborhood while allowing for a desired invariance to other dissimi-

larities. These similarities and dissimilarities are learned from the variability

of the target in each local neighborhood of patches. This metric, therefore,

enables to compare test patches containing the target to the training set,

while repressing the di↵erences due to slight changes in the target appear-

ance. On the other hand, the metric emphasizes di↵erences from the training

set to which we want to be sensitive and penalizes them heavily. Thus, this

metric does not penalize variability in the appearance of the target in the

test image as compared to the training set, in contrast to other metrics such

as the Euclidean distance.

Assume there is an intrinsic set of parameters governing the appearance

of the image patches that contain a target, such as shape parameters, tex-

tures, lighting conditions, etc. The proposed metric enables to design an

invariance to certain intrinsic parameters, while emphasizing the similar-

ity in other parameters. We show that this can be done in a data-driven

manner, without explicitly modeling and calculating the intrinsic parame-

ters. Calculating the element-wise empirical mean and variance of the local

neighborhood provides a model for each training patch, with the desired

invariant properties.

The proposed invariant metric is used to define an a�nity kernel between
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the training set and test set. In [65,144], an a�nity kernel is used in a super-

vised graph-based algorithm to construct a filter which extracts the desired

pattern from the input signal. In our approach, we use the supervised graph

framework, however we do not use the graph filter to detect the target in the

image. Instead, we construct an embedding of the high-dimensional image

patches into a low-dimensional space, which separates the patches contain-

ing the target from the patches that contain the background. We propose a

new detection score in the embedding space, based on the structure of the

a�nity kernel, that determines the presence of a target in the image. The

framework we present is general and can be applied to di↵erent target detec-

tion problems in a broad range of signals, e.g. audio signals, hyperspectral

images, and videos.

This chapter is organized as follows. In Section 8.2, we propose a metric

for comparing training and test patches which enables to implicitly design

an invariance to perturbations in the target model. In Section 8.3, this

metric is inserted in a supervised graph-based framework which provides a

low-dimensional embedding of the data. Section 8.4 presents a target de-

tection score in the low-dimensional embedding. Section 8.5 reviews related

work in which a di↵erent approach to target modeling is used, based on a

PCA approach, and in Section 8.6 we analyze the advantages and disadvan-

tages of both methods. Finally, Section 8.7 presents experimental results in

a one-dimensional toy problem, and the real-world problem of sea-mine de-

tection in side-scan sonar images. Using a training set consisting of merely

five images, we demonstrate the success of our method compared to other

supervised methods.

8.2 Local Neighborhood Modeling

In this section, we formulate the problem and present a new metric for

comparing image patches based on local neighborhoods of patches in the

training set. We show that by controlling how these neighborhoods are

defined, we can e�ciently construct a metric that emphasizes similarities

within the local neighborhood, while allowing for a desired invariance to

other dissimilarities. We demonstrate our method in the application of side-

scan sonar images.
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8.2.1 Problem Formulation

In target detection applications, images of the target can be acquired or

simulated in advance. Given a new test image, the goal is to determine

whether a target exists in the image, based on prior information available

from the training set. High-dimensional features are commonly used for

image representation. In our approach, we describe the images using over-

lapping patches extracted from the training set and test image. Some ap-

proaches model both the background and the target [31, 138], however, in

our approach we model only the target.

Given a test image, typically most patches belong to the background.

In side-scan sonar, the appearance of background patches is determined by

the backscattered energy from the seabed which follows a Rayleigh distri-

butions for isotropic regions of the seafloor. In areas with more complex

seafloor topography or backscatter from sand ripples, more complex models

are required [11,42].

A patch containing the target, an MLO, will typically include a small

bright highlight, accompanied by a shadow region to the right or left of the

highlight, dependent on the acquisition of the image. The shadow region is

due to the MLO e↵ectively blocking the sonar waves from reaching the region

of the seabed adjacent to the sea-mine [122]. The shadow region is usually

larger than the highlight region in the image. Examples of a few sea-mines,

composing our training set are presented in Fig. 8.1. Note that the pixels on

the highlight of the sea-mines in our training set were saturated to diminish

variability in the highlight intensity due to noisy acquisition and di↵erences

in the reflectivity of the objects. This was done so that perturbations in the

target model would result from di↵erences in orientation and size and not

from intensity.

The appearance of a patch containing a sea-mine is determined by sev-

eral parameters of the sea-mine: the location of its center in the patch, its

orientation in regards to the sensor, its size (length and width), its reflec-

tivity, and the length of the shadow (determined by the height of the mine

protruding above the seabed and the grazing angle). One could explicitly

calculate these parameters for a test patch using shape analysis and com-

pare them to the typical values learned from the patches in the training

set to determine the existence of a target. The expected geometry of the
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(a) (b) (c) (d) (e)

Figure 8.1: Training set of sea-mines in side-scan sonar images. Three im-
ages were used (a), (c) and (e). The images (b) and (d) are vertical re-
flections of (a) and (c) respectively, added to the set to increase variability.
The pixels on the sea-mine highlights were saturated in order to diminish
variability of target intensity in the training set, which is due to noisy ac-
quisition.

target could also be imposed as prior information in a statistical model or

heuristic filter. Our approach, on the other hand, compares the intrinsic

parameters of the sea-mine appearance between patches, using the patches

directly, without performing explicit shape analysis.

Given a set of training patches containing the target, we want to compare

patches extracted from a test image to the training set. If a test patch is

similar to the training set, we determine that a target has been detected

in this patch. Our focus in this work is to define this notion of similarity

between the test and training sets. We make two observations regarding the

comparison of two patches containing targets. First, a target patch probably

does not contain only pixels belonging to the signal of interest. The patch

will usually also contain pixels belonging to the background, which are not

of interest for determining whether the patch contains a target. Second,

similar patches can be considered di↵erent realizations of the same scene

with slight variations so that many of the pixels containing the target are

identical and some of the pixels are di↵erent due to these variations. If the

Euclidean distance is used to compare patches, all pixels in the patch are

weighted evenly. Yet, it is desirable to ignore di↵erences due to comparing

background pixels in both patches. In addition we want to put less emphasis

on target pixels who are di↵erent due to slight variations in the specific

realization of the given patch.

These goals can be achieved by associating a weight with each pixel in

the patch which determines how important it is in terms of its signal content.

Thus, we ensure that when calculating the distance between patches, we are

comparing only the relevant pixels. Obviously it is tedious and ine�cient to
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set such a weight vector manually for each and every patch in the training

set. In the next section, we present a method to calculate the weight vector

for each patch based on its local neighborhood in the training set. The

variance of each pixel in the patch, estimated using a local neighborhood of

training patches, yields an automatic method to obtain weight vectors with

the desired properties.

Myers and Fawcett have addressed a similar problem when using the

cross-correlation measure for template matching [106]. They propose using

complementary templates, which are an inverse binary mask of a template

model, to penalize areas of echoes or shadows that fall outside the ideal

templates. However, their approach does not enable perturbations in the

templates as the mask is binary, whereas we propose a weighted metric.

Thus, to achieve a variation of orientations they require a large number of

templates of sea-mines at varying aspects.

8.2.2 Invariant Metric

We denote by Z
i

2 RN the column stacked version of the
p
N ⇥pN patch

centered at the pixel i in the image. Let ✓ be a vector of intrinsic param-

eters which determines the appearance of the sea-mine, for example: the

location of its center in the patch, its orientation in regards to the sensor,

its size (length and width), its reflectivity, and the length of the shadow

(which depends on the height of the mine protruding above the seabed and

the grazing angle). The parameters in ✓ are unknown and will be inferred

by our method from the training data. We consider each sea-mine patch a

sonar measurement of a sea-mine, with the realization of the measurement

dependent on the parameter vector and on measurement noise. We assume

that sea-mine patches with similar appearance have similar parameter vec-

tors and are realizations of the same scene with slight perturbations.

We assume that the column stack of the patch Z
i

is a vector of N non-

linear noisy measurements of the unknown intrinsic parameters:

Z
i

(x) = f(x;✓
i

) + ⌘
i

(x), x 2 {1, ..., N} (8.1)

where f(x;✓) is a smooth non-linear function mapping the parameters vector

✓ to the x pixel in the patch, and ⌘ is a zero-mean measurement noise with

variance �2
⌘

independent of ✓ and x. The specific pixel within the patch is
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denoted by x, which ranges from 1 to N . Note that this measurement model

neglects explicit interactions between pixels in the patch. However, all pixels

within the patch share the same mapping f and the same parameter vector

✓, providing an implicit connection between pixels.

Given a training set {Z
i

}M
i=1

of M patches, we calculate the local statis-

tics of each patch, using its k nearest-neighbors within the training set,

denoted N
i

. These nearest-neighbors, which are similar in appearance to

the given patch, can be seen as perturbations of the given patch. These

perturbation are due to slight variations of a subset of parameters in ✓,

depending on the choice of the local neighborhood. Consider several train-

ing patches belonging to the same neighborhood, which all have the same

center-of-mass location, yet di↵er in the orientation of the sea-mine. The

sense of similarity within this neighborhood is defined by the location and

we want to place a large weight on this location. The perturbations within

the neighborhood are defined by changes in orientation and we want to as-

sign low weights to such di↵erences in the orientation. In a similar manner,

we can choose to collect together patches with similar orientation but dif-

ferent lighting conditions, yielding a di↵erent weight vector. Note that we

are addressing slight perturbations and not the range of all possible values.

As this is a supervised approach, the user has control over how a local

neighborhood is defined: what similarities determine these nearest-neighbors.

If all nearest-neighbors patches of a training patch have a consistent value

in a certain parameter, then similarity of that parameter is important when

comparing other patches to the training patch. On the other hand, di↵er-

ences between the nearest-neighbors determine what variations are allowed

in the local model of the training patch. Perturbations of these parameters

when comparing other patches to the training patch should be ignored, or

repressed in comparison to the consistent parameters. For a given neighbor-

hood, we can separate the parameter vector into two sets: ✓ = (✓c,✓v)T .

The parameters included in ✓c are consistent within the neighborhood, while

✓v contains parameters that have variability within the neighborhood. Con-

trolling the definition of the local neighborhood determines to which param-

eters the model will be sensitive and to which parameters it will be invariant.

Given a small set of close neighbors, we can model each pixel as

Z
i

(x) = f(x;✓c

i

,✓v

i

) + ⌘
i

(x), (8.2)
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where ✓c

i

and ✓v

i

relate to the local neighborhood of Z
i

.

Our goal is to empirically infer a model for each training patch which will

allow an invariance to the inconsistent parameters. However, we do not want

to learn a shape model for our target and perform shape analysis for every

patch to retrieve its parameter vector. Instead, we propose a data-driven

approach which is based on the patch pixels and presents an implicit method

of achieving this invariance. This is done via the empirical local variance

vector of the pixels, calculated in the local neighborhood of patches.

The empirical local variance for each pixel in the training patch is esti-

mated using:

�̂2
i

(x) =
1

k

X

Z

j

2N
i

�

Z
j

(x)� µ̂
i

(x)
�

2

, (8.3)

where µ̂
i

(x) is the empirical local mean of the pixel x and k = |N
i

| is the

number of nearest neighbors used in the empirical estimations. Note that

this variance is local in the sense that it is calculated for a given pixel x

based on the values Z
j

(x), Z
j

2 N
i

and is not a spatial variance within the

patch Z
i

. Following our assumption, the set of nearest-neighbors are such

that some of the parameters are identical, i.e. the empirical local variance

of these parameters among the neighbors is zero, whereas other parameters

have high empirical variance.

Within the local neighborhood of a given patch, the intrinsic parameters

defining the appearance of the patches are close. The di↵erences between

a given patch Z
i

and one of its nearest-neighbors Z
j

2 N
i

can be seen as

a perturbation of the given patch due to slight variations in the parameter

vector. Assuming a locally linear model in the parameter space, a nearest-

neighbor patch Z
j

can be written as:

Z
j

(x) = f(x;✓
j

) + ⌘
j

(x)

= f(x;✓
i

) +r✓f
T (x;✓

i

)(✓
j

� ✓
i

) + ⌘
j

(x),
(8.4)

where we have neglected higher-order terms, ✓
i

is the corresponding param-

eter vector of Z
i

and r✓f
T (x;✓

i

) is the gradient of f(x;✓
i

). Denoting the

entries of the parameter vector as ✓ = (✓(1),✓(2), ...)T , the gradient is given
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by the partial derivatives

r✓f
T (x;✓

i

) =

✓

@f(x;✓)

@✓(1)
,
@f(x;✓)

@✓(2)
, ...

◆

�

�

�

�

✓=✓
i

, (8.5)

computed at ✓ = ✓
i

. .

We now present the results of using this linear model in the empirical

estimation of the mean and variance of Z
i

(x). The full derivation is provided

in Appendix 8.A.

The empirical local mean is given by

µ̂
i

(x) =
1

k

X

Z

j

2N
i

f(x;✓j) ⇡ f(x; m̂✓
i

), (8.6)

where we used the assumption that the noise has zero-mean and m̂✓
i

is the

empirical mean of the parameter vector in N
i

.

In a similar manner, plugging the linear model given in (8.4) and the

empirical local mean (8.6) into (8.3) yields

�̂2
i

(x;✓i) =
1

k

X

Z

j

2N
Z

i

(f(x;✓j) + ⌘
j

(x)� f(x; m̂✓
i

))2

= r✓f
T (x;✓

i

)Cov(✓
i

)r✓f(x;✓i) + �2
⌘

,

(8.7)

where we used the assumption that the noise is independent of the signal

and Cov(✓
i

) depends on the empirical covariance of the parameter vector

✓ within the local neighborhood of Z
i

. Assuming that the parameters in ✓

are independent of each other, the estimated covariance matrix Cov(✓
i

) is

diagonal with the empirical variance of each parameter as an element on the

diagonal. We denote the diagonal as the vector �2✓,. i.e. a vector containing

the empirical variances of each parameter ✓ 2 ✓, and the diagonal matrix

with �2✓ as its diagonal by ⌦. Therefore, the left term in the right-hand side

of (8.7) can be rewritten as

r✓f
T (x;✓

i

)⌦
i

r✓f(x;✓i) = r✓cfT (x;✓
i

)⌦c

i

r✓cf(x;✓
i

)

+r✓vfT (x;✓
i

)⌦v

i

r✓vf(x;✓
i

),
(8.8)

where ⌦c

i

and ⌦v

i

are diagonal matrices with the empirical variance vectors

of the parameter sets ✓c

i

and ✓v

i

as their diagonals, respectively. Since we
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defined ✓c

i

as the parameters which are consistent within the neighborhood,

the empirical variances �2✓c

i

! 0. Finally, the empirical local variance of Z
i

at pixel x is given by

�̂2
i

(x) = �̂2
v

(x) + �2
⌘

(x), (8.9)

where �̂2
v

(x) = r✓vfT (x;✓
i

)⌦v

i

r✓vf(x;✓
i

). We have obtained that the local

empirical variance of the pixel depends on perturbations in the parameter

vector within the local neighborhood of the training patch. Since the mea-

sure of similarity used to define the neighborhood essentially defines how

the parameters are divided between ✓c and ✓v, it e↵ectively controls the

variance. Note that although we are calculating empirical estimations of

the statistics for each pixel in the patch independently, there is an implicit

dependence between pixels, as the neighborhood used to calculate these

statistics depends on the appearance of the entire patch, and not just the

pixel.

If we set the weight associated with each pixel to be the inverse local

variance, we obtain a weight vector with the desired properties. If a pixel

x has consistent values among the patches belonging to the local neighbor-

hood, then �̂
v

(x)! 0 and the pixel Z(x) is associated with weight 1/�2
⌘

. If

a pixel x has inconsistent values among the patches belonging to the local

neighborhood, then �̂2
v

(x) > 0 and the pixel Z(x) is associated with weight

1/(�2
⌘

+ �̂2
v

(x)) < 1/�2
⌘

. Such a pixel has high local variance either due to

variability in the model, if it is a pixel belonging to the target, or due to

di↵erences in the background, if it belongs to the background. Thus, pixels

which can be consistently associated with the signal have a larger weight

than pixels which account for perturbations in the signal, or background

pixels which are not part of the desired signal, yet belong to the patch. For

example, the pixels which contain the central body of the target are assigned

high values in the corresponding elements of the weight vector, which is de-

sirable as we want to penalize patches which di↵er in the values of these

pixels.

This property is demonstrated for the case of sea-mines in Fig. 8.2. Fig-

ures 8.2(a) and (c) display two patches, each containing a sea-mine. The

sea-mine is composed of a bright highlight and a dark shadow to its right.

Figures 8.2(b) and (d) display the inverse variance vector calculated for each

patch, reshaped as
p
N ⇥pN patch. The pixels of the central parts of the
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(b)(a)

(e)

(d)(c)

Figure 8.2: (a),(c) Two training patches containing sea-mines with a bright
highlight and dark shadow to the right. (b),(d) The inverse local variance
vector of each patch, reshaped as

p
N ⇥pN patch. White corresponds to a

high weight and black to a low weight. The elements corresponding to the
pixels in the central parts of the highlight and shadow are heavily weighted,
whereas there is a low weight surrounding the outline of the sea-mine and
the background. (e) Three patches from the local neighborhood of patch (c).
These patches have similar center-of-mass positions and length, yet di↵er for
example in orientation and background. These perturbations are accounted
for in the weight vector (d).

highlight and shadow are heavily weighted, whereas there is a low weight

surrounding the outline of the sea-mine. These weights force a small distance

between pixels in the highlight and shadow while enabling small variations

in the appearance of the sea-mine in regards to its orientation and position.

In addition, the pixels which are background pixels have a lower weight than

those belonging to the sea-mine. This demonstrates that the local variance

vector realizes the desired properties. Figure 8.2(e) displays three patches

from the local neighborhood of the patch shown in (c). These patches have

similar center-of-mass positions and length, yet di↵er for example in orien-

tation and background. These similarities and perturbations account for the

low and high weights in the inverse local variance vector.

We associate each training patch with the estimated local statistical

model composed of its local empirical mean µ̂
i

(x), x 2 1, ..., N and the local

empirical variances of each pixel in the patch �̂2
i

(x). The mean is used to

represent the patch and the variances are used to weight each pixel by its
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importance. To facilitate the desired weighting, we propose the following

squared weighted distance between pairs of patches:

d2(Z
i

, Z
j

) =
N

X

x=1

(µ̂
i

(x)� µ̂
j

(x))2

�̂2
i

(x) + �̂2
j

(x)
, (8.10)

where µ̂
k

and �̂
k

are the empirical local mean vector and local variance

vectors of the patch Z
k

, k 2 {1, ...,M}, respectively. Thus, the patches are

compared via their local model and the pixels are weighted according to

their combined importance in both patches. Pixels with high local variance

in either patch are assigned a low weight whereas low variance in both

patches corresponds to a high weight.

Note that the number of neighbors used in defining the local neigh-

borhood should be limited or restricted by computing an error threshold

between the given patch and a neighbor candidate to ensure that patches

are similar enough to be used in the empirical calculations. This thresh-

old should be application dependent and determined empirically, based on

the size of the patches used, the typical intensities of the target and the

variability within the training set. In addition, in the specific case of sea-

mines, since the spatial support of the highlight is small, averaging too many

possible perturbations of the orientation and position of the sea-mine will

attenuate the highlight in the empirical mean. In our experiments, using

k = 16 neighbors for each training patch yielded good results. However,

increasing the number to k = 32 resulted in a blurred target model.

8.2.3 Controlling the invariants via the training set

The proposed distance defined in (8.10) provides a metric with “soft” invari-

ance to certain properties of the signal. This invariance can be controlled

and provides the user with a method to define characteristics of the target to

which they want to be invariant. This is done by the choice of the training

set and definition of the similarities which determine the local neighbor-

hoods within the training set. In Sec. 8.7.1, we provide a numerical example

for one-dimensional signals on creating shift and scale invariant metrics, by

controlling the parameters of the training set.

In the case of sea-mines, it is desirable to enable an invariance to slight

di↵erences in the rotation and position of the sea-mine and the intensity
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and size of the highlight and shadow, in comparison to the sea-mines in the

training set. For example, this metric allows to consider sea-mines for a

small range of orientations as similar to a given patch, without having to

explicitly define this range or calculate it. If the local neighborhoods are

determined such that they include patches at slightly varying orientations

as in Fig. 8.2(e), this creates an invariance to slight variation in the rotation

parameter. The invariance is achieved implicitly via the weight vector since

low values are assigned to the pixels which correspond to slight rotations

of the sea-mine in the training patch. In terms of the implicit parameter

vector ✓, the local variability in the rotation parameter e↵ectively sets it

in ✓v. This enables to limit the size of the training set and not require a

training example for every configuration of the parameters vector.

In addition, the proposed weighted distance can be used to enhance the

target while repressing the background. If all sea-mines in the training set

will have similar background values thus that the empirical value of the

background pixels in the patch is on the same order of that of the highlight

or shadow, then the weighted distance will not be invariant to the back-

ground. This should be taken into consideration so that the training set will

have varying backgrounds. For example, if the training set is created using

synthetic sea-mines placed on real or simulated sea-bed backgrounds, then

a di↵erent background should be used for each sea-mine. If real sea-mine

examples are used for the training set, then it is preferable to use sea-mines

on di↵erent types of backgrounds. Thus, the calculated distance will reduce

the a�nity between a training patch and test patch due to their having

similar background values, providing an invariance to the background.

In related work in the field of sea-mine detection, [42, 116, 123] pro-

pose the use of simulators to create images of synthetic sea-mines on real or

simulated sea-bed backgrounds for use as training data. In [42] Coiras et

al. introduce a multiresolution statistical approach to seabed reconstruction

from side-scan sonar. In the paper, they present an application of this pro-

cedure in which synthetic objects are artificially embedded into a side-scan

image. This can be used to produce a training set of a realistic environment.

Such simulators enable to directly control the parameters of sea-mines and

the sea-bed appearance in a training set. Therefore, they can be used to

determine local neighborhoods based on similarity or dissimilarity of given

model parameters. This enables to create a training set with local neighbor-
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hoods capturing the desired perturbations and thus determining the desired

invariance: to the background, orientation, or highlight intensity for exam-

ple.

8.3 Graph-based Intrinsic Embedding

Given a test image, all its overlapping patches are extracted, providing a

test set of M image patches {Z
i

}M
i=1

2 RN . A graph-based algorithm is

used to embed the high-dimensional image patches in a low-dimensional

space Rd, d < N . As proposed in [65, 78, 144], we define a non-symmetric

weighted square distance between a training patch Z
j

and a test patch Z
i

,

using the new metric, as

a2(Z
i

, Z
j

) =
N

X

x=1

(Z
i

(x)� µ̂
j

(x))2 /�̂2
j

(x). (8.11)

An a�nity matrix, based on this distance, is defined between the dataset of

all image patches {Z
i

}M
i=1

and the training set {Z
j

}M
j=1

:

A[i, j] = exp{�a2(Z
i

, Z
j

)/✏2}, (8.12)

where ✏ is a scale factor. The Gaussian function further enhances the notion

of locality as defined by the proposed metric, as patches with a distance

larger than ✏ have a negligible a�nity. The scale ✏ is set to be of the

order of the median distance within the training set {Z
j

}
j

, as is common

practice. This parameter can be fine-tuned to obtain optimal results. Note

that setting ✏ to be too large will result in all test patches being similar

to the training set and the target detection will fail. On the other hand,

setting ✏ to be too small will result in none of the test patches, including

those containing targets, to be similar to the training set and the target

detection will also fail. Also, although ✏ is a global scale, the proposed

metric is adaptive to each training patch Z
j

via the local empirical variance

of each patch, �̂2
j

(x), x 2 {1, ..., N}.
The matrix A is an M ⇥M a�nity matrix and we assume M > M . We
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define the symmetric kernel W = ATA which is an M ⇥M matrix:

W[i, j] =
M

X

l=1

A[l, i]A[l, j]. (8.13)

This kernel can be interpreted as an a�nity metric between any two training

patches via all the patches in the dataset [65, 144]. Following [78], this

kernel can be rewritten as the convolution of two Gaussians, and using

the convolution theorem, the result is proportional to a symmetric a�nity

matrix given by

Wsym[i, j] = exp

(

�
N

X

x=1

�

µ
i

(x)� µ
j

(x)
�

2

/
�

�2
i

(x) + �2
j

(x)
�

✏2

)

. (8.14)

The proof is provided in Appendix 8.B. The matrix is a symmetric a�nity

matrix based on the distance defined in (8.10). Thus, the symmetric kernel

on the training set, defined via the dataset, approximates the direct a�nity

between the training set patches.

The eigen-decomposition of the matrix W (8.13), yields a set of de-

creasing eigenvalues {�
l

} and eigenvectors {�
l

} 2 RM . The spectrum of

a�nity matrices such as W exhibit a spectral gap, with only a few eigenval-

ues close to one and all the rest quickly tending to zero. Thus, the leading

d eigenvectors {�
l

}d
l=1

, corresponding to the d largest eigenvalues {�
l

}d
l=1

,

provide a lower-dimensional embedding of the training set {Z
j

}M
j=1

, as seen

via the dataset {Z
i

}M
i=1

. The dimension d can be determined by retaining

only the eigenvalues for which �
l

> ��
1

, where a typical value for � is 0.1.

Note that d is an estimate of the intrinsic dimensionality of the data and

does not depend on the dimension of the representation, i.e. the patch size

N . These eigenvectors are also the singular right vectors of A and can be

used to calculate the singular left eigenvectors { 
l

} 2 RM of A by [78]

 
l

=
1p
�
l

A�
l

. (8.15)

Thus, an eigen-decomposition of W provides an e�cient manner in which

to calculate the singular left eigenvectors of A, which are used for low-

dimensional embedding of the dataset {Z
i

}M
i=1

. This embedding is expected
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to reveal which patches in the image are similar to the reference set.

Following [65], instead of calculating the eigenvectors of the Markov op-

erator, we calculate the eigenvectors of the normalized graph Laplacian,

which converges to the continuous Laplace-Beltrami operator on the man-

ifold [78, 135]. This normalization handles non-uniform sampling of the

measurements so that the embedding does not depend on the density of the

data-points [39, 80]. First the kernel W is normalized by its density:

fW = Q�1WQ�1, (8.16)

where the elements of the diagonal matrix Q are the sum of the rows of W:

Q[i, i] =
P

j

W[i, j].

The normalized graph Laplacian is then constructed for this kernel, yield-

ing an anisotropic kernel:
eP = eD�1

fW, (8.17)

where eD is a diagonal matrix whose elements are eD[i, i] =
P

j

fW[i, j]. The

spectral decomposition of eP yields the set of eigenvalues {�̃
l

} and eigenvec-

tors {e�
l

}, which we assume to be of unit norm. The eigenvalues of eP are

all non-negative and bounded by 1, sorted in decreasing order with �̃
0

= 1.

The first eigenvector e�
0

is a uniform column vector. The eigenvectors {e�
l

}
are discrete approximations of the eigenfunctions of the Laplace-Beltrami

operator on the manifold of the training set.

Now we can calculate the eigenvectors { e 
l

} 2 RM for the dataset, as an

out-of-sample extension of the eigenvectors {e�
l

} 2 RM , M < M :

e 
l

=
1
p

�̃
l

eAe�
l

. (8.18)

The matrix eA is given by

eA = D�1AQ�1 (8.19)

where D is a diagonal matrix whose elements are

D[i, i] =
X

j

(AQ�1)[i, j]. (8.20)
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The matrix eA provides an e�cient out-of-sample extension from the em-

bedding of the training set to the embedding of the dataset, by a weighted

mean of the eigenvectors {e�
l

}.
The supervised graph yields a lower dimensional representation of the

image, using the eigenvector entries as new coordinates for each pixel in the

image. Using the first d eigenvectors, excluding the first trivial eigenvector,

we embed the M pixels onto the eigenvectors e 
j

:

e 
d

: Z
i

! �

e 
1

(i), e 
2

(i), ..., e 
d

(i)
�

. (8.21)

8.4 Target Detection

The low-dimensional representation is expected to separate the target from

the background clutter. A construction of the embedding also provides a

detection score. Calculation of the eigenvector e 
l

via the a�nity matrix eA

shows that each element in e 
l

is proportional to a weighted mean of the

elements of e�
l

, which are the embedding of the training set. Consider a

background patch Z
i

which is equally distant from all training patches. The

elements of the corresponding row vector eA[i, :] are uniform, all equaling

1/M , so that this vector equals e�T
0

. Since the eigenvectors are orthonormal,

the embedding of an ideal background patch is given by

e 
l

(i) =
1
q

e�
l

eA[i, :]e�
l

=
1
q

e�
l

e�T
0

e�
l

= 0. (8.22)

Thus, an ideal background patch is embedded at the origin. To measure how

close a patch is to being an ideal background patch, calculating the distance

in the embedding space between the image patches and the ideal background

patch is essentially calculating the norm of the embedding. Therefore, calcu-

lation of the eigenvectors { e 
l

}d
l=1

via the a�nity matrix, results in all back-

ground patches being clustered in a d-dimensional ball around the origin.

On the other hand, the patches which contain a target have high a�nity to

the patches in the training set to which they are similar, under the weighted

distance. Therefore their embedding is meaningful and removed from the

origin.

This is demonstrated in Fig. 8.3. In Fig. 8.3(b), the first three coordi-
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(a) (b) (c)

Figure 8.3: (a) Side scan sonar image containing a sea-mine indicated by the
right arrow. (b) The first three coordinates of the embedding e , calculated
for the image, using the training set in Fig. 8.1. Each datapoint i is colored
according to the embedding norm, ke 

d

(i)k2. (c) The image in (a) with each
pixel colored according to the embedding norm.

nates of the embedding are displayed for the all patches extracted from the

side-scan sonar image in Fig. 8.3(a). The points are colored according to the

embedding norm, ke 
d

(i)k2. Fig. 8.3(c) displays the image in Fig. 8.3(a) with

each pixel colored according to the embedding norm. The target is easily

distinguishable from the background according to this score. This demon-

strates the property that the embedding coordinates of most of the patches

are scattered in a ball around the origin while the few patches corresponding

to the sea-mine are embedded distantly from the origin.

Therefore, calculating the norm of the embedding

ke 
d

(i)k2 =
d

X

l=1

e 2

l

(i) (8.23)

for every pixel i can be used as a target detection score. The background

patches will have a norm close to zero whereas the target will have a mean-

ingful norm. Depending on the application, the score can be thresholded to

produce a binary map of detection, or the patches with top-ranking scores

can be outputted to be inspected by the user.

It should be noted that in simple images, the row-sum of the a�nity

matrix (8.11), given by S(i) =
P

M

j=1

A[i, j], is a reasonable indicator of

whether a target is present in the image. Summing the proposed a�nity

between a given patch and all training patches could be used for detection.

This can be seen in Fig. 8.4. The first column displays the original side-scan
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(a) (b) (c)

(d) (e) (f)

Figure 8.4: (a),(d) Side-scan-sonar image containing a sea-mine indicated
by the right arrow. (b),(e) Each pixel associated with the sum of the a�nity
between its patch and the training patches, S

i

. (c),(f) Each pixel associated
with the norm of the low-dimensional embedding, ke 

d

(i)k2. For a simple
image (top row), both measures are suitable for separating the target from
the background. For a more complex image (bottom row), the a�nity in
itself is insu�cient to separate the target from the background, yet the low-
dimensional embedding provides meaningful representation.

sonar images, the second column displays the a�nity sum S for each pixel in

the image and the third column displays the embedding norm ke 
d

(i)k2 for

each pixel in the image. For the simple case of the sea-mine in Fig. 8.4(a),

it is easily seen that thresholding S results in a detection of the sea-mine.

However, for more complex images, such as Fig. 8.4(d), the a�nity in

itself does not give a good enough indication of whether a patch contains

a sea-mine. In Fig. 8.4(e) it is di�cult to determine whether a patch con-

taining a sea-mine exists and if so, which patches contain a sea-mine as

the S values have a high variance and in addition many patches scattered

throughout the image have a high a�nity sum. However, in Fig. 8.4(f), the

norm of the embedding clearly separates the sea-mine from the background.

This demonstrates that the proposed a�nity in itself is insu�cient to deter-

mine the existence of a sea-mine and the embedding is required to provide
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a meaningful representation of the data. In the next section we show that

for the embedding to provide a meaningful representation, the a�nity used

in the graph construction needs to be appropriate to the application.

8.5 A�nity measure using PCA-based local model

We compare the a�nity defined using the proposed weighted distance to the

a�nity proposed in [65, 144]. There, the a�nity kernel is defined by means

of a linear projection operator onto local models of the training set. This

local data-driven model for the training set is used to enhance the connection

between nodes who correspond to the same training model.

First, an a�nity measure is defined to measure the similarity between

two data-points, for example using a Gaussian kernel:

A[i, j] = exp{�kZ
i

� Z
j

k2/✏2
euc

}, (8.24)

where ✏
euc

> 0 is a scale parameter.

As in the a�nity proposed in Sec. 8.2, the local neighborhoods of each

training patch are used to define a local model. Each training patch is

represented by its mean, (8.6), and its tangent space, calculated using Prin-

cipal component analysis (PCA). Using the local covariance matrix for each

patch, C
j

, which characterizes the tangent space at µ
j

, the first few princi-

pal components define a model for each patch. The local covariance matrix

is estimated using the local neighborhood by

Ĉ
j

=
1

k

X

Z

i

2N
Z

j

(Z
i

� µ̂
j

)T (Z
i

� µ̂
j

). (8.25)

Let {v
j,l

}L
l=1

be the set of L normalized principal components of the

training patch Z
j

. A linear projection operator onto the local PCA model

of the Z
j

is defined by:

P
j

(Z
i

) = µ̂
j

+
L

X

l=1

hZ
i

� µ̂
j

, v
j,l

iv
j,l

. (8.26)

This projection is used in the graph construction by defining a pairwise
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Figure 8.5: The first two principal components calculated for the patch
shown in Fig. 8.2(c) based on its local neighborhood. The dominant values in
the principal components correspond to the perturbations in the orientation
and shape of the target. The pixels corresponding to the central parts of
the target equal zero.

metric between the image patches and the training patches, based on the

linear projection onto the local models. The metric is given by

a2
P

j

(Z
i

, Z
j

) = kP
j

(Z
i

)� µ̂
j

k2 =
L

X

l=1

(hZ
i

� µ̂
j

, v
j,l

i)2, (8.27)

where we used the fact the principal components are orthonormal.

Following [65,144], a non-symmetric kernel is defined between the train-

ing set and all patches of a test image as

A[i, j] = exp

⇢

�kZi

� Z
j

k2
✏2
euc

� kPj

(Z
i

)� µ̂
j

k2
✏2
PCA

�

, (8.28)

where ✏
euc

and ✏
PCA

are scale parameters, which we set based on the training

set. The scale ✏
euc

was set as the mean of the Euclidean distances between

each patch and its 32 closest neighbors. Similarly, ✏
PCA

was set as the mean

of the projection distances between each patch and its 32 closest neighbors.

This enabled an automatic method to set the scale parameters. Given the

PCA-based a�nity, the graph-based embedding and detection are carried

out as explained in Sections 8.3 and 8.4, respectively. In the following section

we discuss the advantages and disadvantages of both this approach and our

approach. In Sec. 8.7.2, both methods are applied to the real-world task of

sea-mine detection in side-scan sonar images.
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8.6 Discussion

In related work, two metrics have been proposed in constructing the a�n-

ity between data-points in supervised graph-based frameworks. The first,

reviewed in the previous section, proposes constructing a projection-based

metric between the training and test sets [65, 144]. In this approach, the

principal components are calculated in local neighborhoods of the training

sets. The metric consists of projecting the di↵erence between the test patch

and the empirical mean of the training patch onto the principal compo-

nents. E↵ectively, this means weighting the pixel di↵erences Z(x)� µ̂(x) by

the values of the entries of the principal components {v
l

}L
l=1

. Yet, in the

application of target-detection, the principal components of a given local

neighborhood in the training set, correspond to the factors which vary the

most in the neighborhood. These tend to be the outline of the target, or

areas in the background, both of which are less important in terms of signal

content than the main body of the target. Thus, instead of penalizing dif-

ferences due to dissimilarity in the central regions of the target, this metric

penalizes for di↵erences due to perturbations between the model and the

test patch.

This is shown in Fig. 8.5, which displays the first two principal com-

ponents, v
1

and v
2

, of the training patch in Fig. 8.2(c). Both principal

components correspond to perturbations in the orientation and shape of the

target. On the other hand, the entries of the principal components corre-

sponding to pixels on the central parts of the highlight and shadow equal

zero. Thus di↵erences in the important part of the signal, the central regions

of the target, will be weighted by zero, whereas di↵erences on the outlines

will be enhanced.

The use of the projection operator is appropriate for comparing distances

within the same model. It is also useful in canceling the orthogonal compo-

nent to a training patch when comparing between patches, as in the problem

of intersecting textures described in [65]. However, for the purpose of tar-

get detection, we want to determine whether a given patch belongs to the

training model. Yet, this projection enhances the di↵erence between a test

patch and a training patch due to the variability of the appearance of the

model. Consider a test patch which belongs to the model described by the

j-th training patch, for example Z
i

= µ̂
j

+ v
j,1

. Then, a2
P

j

(Z
i

) = 1, which
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results in lowering the a�nity between this patch and the training patch,

and that is the opposite of our purpose. For patches which do not belong to

the model, such as background patches, the result of the projection is arbi-

trary, so that di↵erent background patches will receive a range of values in

the projection distance, regardless of their true association with the model.

Thus, this operator is also not useful in separating the background from the

target. On the other hand, our proposed a�nity represses the di↵erence be-

tween the patches, arising from the variability in the appearance of the test

patch as compared to µ̂
j

. This is demonstrated in our results in Sec. 8.7.2.

A second metric used in graph-based processing is a Mahalanobis-based

metric [78, 135,146]:

a2
C

j

(Z,Z
j

) = (Z � µ̂
j

)TC�1

j

(Z � µ̂
j

), (8.29)

where the covariance matrix C
j

is calculated using the local neighborhood

of the training point Z
j

as in (8.25). The covariance matrix is low-rank and

therefore, the inverse is typically calculated via the principal components:

C�1

j

=
L

X

l=1

��1

j,l

v
j,l

vT
j,l

, (8.30)

where �
j,l

are the eigenvalues of the covariance matrix. Thus, in this metric,

as opposed to the PCA-based metric, the principal components are weighted

inversely so that the dominant principal components have the lowest weight.

This counteracts the disadvantage of PCA as the components that account

for the most variability in the covariance matrix are assigned low weights,

essentially repressing them. This is similar to our method where the pixels

with the highest variance are assigned the lowest weights. However, our main

requirement was to assign high weights to the pixels that have low variance

or do not vary at all. The disadvantage of using the Mahalanobis metric is

that the factors representing very low variability in the data are not evident

in the principal components. There is essentially no way to distinguish these

components which are meaningful from the components which are due to the

covariance matrix being low-rank. This was the motivation for the metric

we proposed, which was inspired by the Mahalanobis metric.

To summarize, when applying manifold learning in a supervised frame-

work, the choice of metric should be appropriate to the application and
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expected measurements. One needs to decide, for example, whether it im-

portant to repress the tangent space of the training points or to allow for

perturbations in the data in comparison to the training set.

In this chapter, we have focused on local models for metric learning,

whose common property is to construct a metric which is invariant to cer-

tain properties of the target in the training set. We remark that there are

other transform-based methods that construct invariants, such as the scale-

invariant feature transform (SIFT) [88] and histogram of oriented gradients

(HOG) [44]. The recently introduced scattering transform, computed with

a deep convolutional network [85], provides provides a stable translation-

invariant representation and has achieved state-of-the-art results in texture

classification [22, 133]. These transforms provide predefined invariance to

certain properties such as dilation, orientation, changes in illumination and

translations. Our approach, on the other hand, builds a data-adaptive in-

variant metric, where the invariance implicitly arises by the notion of sim-

ilarity within the training set. Regarding target detection, this enables to

suppress the background pixels when comparing patches, and compare only

the relevant signal content. On the other hand, a general predefined in-

variant transform will incorporate the background pixels into its feature

vector, and not weight them di↵erently than the target pixels. In the spe-

cific case of sea-mines in side-scan sonar, it should be noted that orientation

invariant features are problematic. Only the highlight appears at di↵er-

ent orientations, whereas due to the acquisition process the accompanying

shadow is always along the range direction, regardless of the orientation an-

gle of the sea-mine. In light of the results of our research, an interesting

future direction is to explore the scattering transform and features learned

by convolutional networks for the purpose of sea-mine detection.

8.7 Experimental Results

8.7.1 Toy Problem

We demonstrate our method on the following toy problem. Consider a family

of exponential one-dimensional signals: f(x) = exp{�(x � b)2/2a2}. Two

parameters control the signal, the location of its center-of-mass b and its

scale a, thus ✓ = (a b)T . The signal is measured by 20 sensors located at
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Figure 8.6: Comparison of the scale-invariant distance (left), the shift-
invariant distance (center) and the Euclidean distance (right) for pertur-
bations in scale (green squares) and shift (blue circles). The figure plots the
distance between the training measurement and test measurements where
we set the shift and vary the scale (green squares, �b = 0,�a = � > 0) or
set the scale and vary the shifts (blue circles, �a = 0,�b = � > 0).

x = {1, 2, ..., 20} and each sensor has an independent noise with standard

deviation equal to 0.001. Such a model is similar to the one presented

in [149] for a biological target acquired by a 1-d sensor array. We design

two invariant distances by controlling the local neighborhood of the training

measurements. An analysis of these distances is provided in Appendix 8.C.

We examine a training measurement with b = 10 and a = 1.2, and we

design two invariant distances for this training measurement. The first is

a scale-invariant distance. We set b = 10 and take 10 other measurements

with various scale parameters a 2 [0.58, 2.45]. Calculating the model follow-

ing (8.3) and (8.6), and plugging them into (8.12) yields a scale-invariant

distance. The second distance we design is a shift-invariant distance. We

set a = 1.2 and take 10 other measurements with various scale parameters

b 2 [9.3, 10.8]. This yields a shift-invariant distance.

Figure 8.6 displays the distances calculated from the training measure-

ment to two sets of test measurements. In the first set, we set the shift

parameter, �b = 0, and vary the scale �a = � > 0 (green squares). In

the second set, we set the scale parameter, �a = 0, and vary the shift

parameter �b = � > 0 (blue circles). In Fig. 8.6 (left) the distances are

calculated using the scale-invariant metric. Measurements corresponding to

di↵erences in the shift parameter have a greater distance from the training

measurement than measurements corresponding to di↵erences in the scale

parameter. Thus, this distance is indeed scale-invariant, penalizing di↵er-
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ences in shifts while repressing di↵erences in scale. In Fig. 8.6 (center)

the distances are calculated using the shift-invariant metric. Here we see

the inverse trend: measurements corresponding to di↵erences in the scale

parameter have a greater distance from the training measurement than mea-

surements corresponding to di↵erences in the shift parameter. Thus, we have

indeed obtained a shift invariant distance as intended. In Fig. 8.6 (right)

the distances are calculated using the Euclidean distance between measure-

ments. Here the sensitivity to di↵erences in the parameters is similar, with

di↵erences in scale having a slightly larger impact on the distance. This

follows the result we obtained in our analytical derivation in Appendix 8.C:

the Euclidean distance is more similar to the shift-invariant distance.

8.7.2 Sea-mine detection

We demonstrate the proposed method for sea-mine detection in real side-

scan sonar images, achieving a high detection rate. The sea-mines in the

images are the required targets and the reflections from the seabed are con-

sidered normal background clutter.

We evaluated our method on a set of 44 side-scan sonar images with

sea-mines, where we cropped the image to size 200 (range) ⇥ 200 (cross-

range) cells with a region containing a sea-mine. The ratio of a cell’s range

dimension to cross-range dimension is 15:15 (cm) and the images were en-

coded in 8-bit gray scale. Typical dimensions of a sea-mine in these images

are approximately 15 pixels by 3 pixels for the highlight and the length of

the shadow in the range direction is roughly about 15 pixels. These images

were collected by the Naval Surface Warfare Center Coastal System Station

(Panama City, FL), and exhibit drastic changes in background clutter.

The size of the patch N in the algorithm should be determined by prior

knowledge on the expected typical size of the target and the sonar resolution.

The patch size should be such that it covers a significant portion of the

target, but does not necessarily have to contain the entire target. Based on

the expected size of the target in our experiments, we used patches of size

10⇥ 10. Using small patches of size 5⇥ 5 did not properly capture the joint

“signature” of the highlight and shadow, resulting in a high false alarm rate.

Using a larger patch size results in longer running time.

The images we used for our training set are shown in Figure 8.1. Three
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images were used and two of the images were flipped vertically and also

added to the set, to gain more variation in the possible orientations of the

sea-mine in the image. More variation could be achieved by adding more

images, if available. The training examples mostly di↵er in orientation and

size of the shadow. Note that the size of the training set should be applica-

tion dependent, as it depends on the expected variability of the appearance

of the target and the parameters one wants to be invariant to. The size of

the sea-mine images were roughly 25 ⇥ 25 pixels. All overlapping patches

were extracted from these images, however not all patches contain a signifi-

cant portion of the sea-mine. The patches extracted from the borders of the

images, for example, contain mostly background pixels. Thus the relevant

signal content in such patches is low. After discarding the irrelevant patches,

we obtained a training set {Z
i

} of M = 277 patches of size 10⇥ 10 pixels.

The number of overlapping patches for each test image is M = 36481.

A great advantage of the supervised graph is that the eigenfunctions for the

test image { e 
j

} can be e�ciently calculated using the eigenfunctions {e�
j

}
obtained using the a�nity between the training and test set, averting the

need to perform an eigen-decomposition of a M⇥M matrix. The dimension

for the low-dimensional embedding was set to d = 9. We set this value

empirically based on typical values of the spectral gap in the given images.

We compared the performance of the proposed method with three com-

peting approaches:

• the local PCA-based method described in Sec. 8.5,

• a graph-based approach in which the a�nity kernel between patches

is based on the Euclidean distance as in (8.24),

• an anomaly detection algorithm presented in a previous work [99,100].

We calculate a ROC curve for each method to analyze their performance.

Detections are found by assigning each pixel the norm of its embedding

coordinates (8.23) and spatially smoothing the detection score image to

repress small detections which are due to noise, using a Gaussian filter of

size 3 and standard deviation of 0.5. The detection score is then thresholded,

resulting in a binary image. A detection on the sea-mine is considered to be

a true positive (TP) for a given image, and any other detections are false

alarms (FA). Thus, there may be more than one FA per image, but only one
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Figure 8.7: True positive percentage vs. false alarm rate. Blue,’circle’ -
Proposed method, Green,’diamond’ - local PCA, Red,’square’ - Euclidean-
distance-based a�nity, Purple,’x’ - Anomaly Detection.

TP. Each threshold gives us a (TP,FA) pair plotted in the ROC curve. For

each method, we plot the percentage of TPs per number of FAs.

Results are shown in the graph in Fig. 8.7. The graph shows that the

proposed approach (blue-circles plot) is superior to calculating the a�n-

ity using the Euclidean distance between patches (red-squares plot). This

demonstrates that the a�nity defined by our weighted distance is better at

comparing the test and training sets, and separating the target from the

background. In addition, our method is superior to the local PCA method

(green-diamonds plot) described in Sec. 8.5, especially for a low FA rate.

Comparing the Euclidean distance a�nity to the local PCA method, it is

shown that adding the projection operator to the a�nity actually hinders

the performance of the algorithm when applied to target detection. This

result a�rms our analysis in Sec. 8.5 that the projection operator used in

the PCA method enhances the di↵erence between a test patch and a train-

ing patch due to the variability of the appearance of the model, e↵ectively

lowering the a�nity between them.

In comparison to the anomaly detection algorithm (purple-x plot), it

shows better results for number of FAs greater than 3, and then it gives

slightly poorer results. For zeros FAs the di↵erence is 2% in favor of the

anomaly detection algorithm. Overall, the algorithms are very similar in

their performance, with a di↵erence of at most 7%. Note that the results

of a supervised method can be improved by extending the training set, as



8.7. EXPERIMENTAL RESULTS 149

the set we used was rather limited (based on five images). In addition, the

advantages of a supervised approach is that the detections found by the

algorithm will necessarily be similar to the required target. On the other

hand, the anomaly detection approach which is unsupervised, will output

anomalous objects which may have no resemblance to the required target.

The computational complexity of the detection process is as follows. Cal-

culation of the matrix eA (8.19) requires O(MMN+M
2

M) operations. The

complexity of the eigedecomposition of the matrix eP (8.13) is O(M
3

), but

in practice depends on the algorithm used and the structure of the matrix

and its sparsity. The complexity of the out-of-sample extension used to cal-

culate the embedding e 
d

(8.21) is O(MMd) operations. Calculation of the

detection score requires O(Md) operations. Thus the overall computational

complexity of the detection process is O(MM(N +M + d) +M
3

).

We compared the average running time of the four algorithms: Our

metric - 13.93 seconds per image, Euclidean a�nity - 7.77 seconds per im-

age, PCA-based a�nity - 15.50 seconds per image and Anomaly detection

- 33.88 seconds per image. The four algorithms have been implemented in

Matlab and the numerical experiments have been carried out on a Lenovo

ThinkCentre M series desktop, with an Intel Core i5-3570 QuadCore CPU

3.40 GHz and 4.0GB RAM. It should be noted that these are Matlab im-

plementations and have not been optimized for running time. The target

detection approach is computationally more e�cient than the anomaly de-

tection approach for several reasons. First, the anomaly detection algorithm

is a multiscale algorithm which performs an embedding and detection pro-

cess for several scales of the image. The supervised approach presented here

uses a single scale. Second, the calculation of the embedding is faster in

the supervised approach. The anomaly detection algorithm employs an out-

of-sample extension method [119] to calculate the embedding for the entire

image. This method is computationally more intensive than the extension

from the training set to the image in the proposed approach, which is based

on a simple matrix multiplication (8.18). Third, calculation of the anomaly

detection score requires finding nearest-neighbors in the embedding coordi-

nates for each pixel, whereas the target detection score is a norm calculation,

which is a much simpler operation.

Note that typically in the detection stage of sea-mine hunting, a TP

is any mine-like object, whether it is a mine or not, and FAs are noise or
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(a) (e)(b) (c) (d)

(g) (h)(f) (j)(i)

Figure 8.8: Result of target detections applied to eight side-scan sonar im-
ages containing sea-mines. Thresholding the target detection score by 0.76
gives the detections indicated by the circles. All sea-mines were detected
successfully, indicated by the white circles, and two FAs are indicated by
red circles.

seabed scattering [55]. Here we treat only the sea-mines as TPs and all other

detections are FAs, as the purpose of this experiment is to evaluate the per-

formance of the three supervised metrics and the unsupervised method in

their ability to extract the target from the cluttered background. We intend

to examine the potential of our approach to produce a smaller number of

MLOs for classification than other detection methods, which are not data-

adaptive. Since application of our method should be complemented by an

appropriate classification algorithm, we note that the new embedding pro-

vides a data-driven invariant set of features based on the intrinsic parameters

of the data, which may prove to be useful in the classification procedure.

Figure 8.8 shows eight side-scan sonar images with sea-mines. Each im-

age contains one sea-mine on a highly cluttered seabottom background. The

background patterns are diverse. Some appear as noise (Fig. 8.8(c) and(e))

whereas others contain relatively slow changing backgrounds (Fig. 8.8(a)).

Images with a rapidly changing background (Figs. 8.8(b), (d), (h) and (j))

or images that contain many shadows from seabed reflections (Figs. 8.8(f),

(g) and (i)) are especially di�cult. Also, the size of the sea-mine and its

shadow di↵er from one image to another. For example, in Fig. 8.8(a) the

sea-mine is quite large, whereas in Figs. 8.8(e) and (f) the sea-mine is small.

The orientation of the sea-mine is also subject to variation, (Figs. 8.8(b),
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(a) (e)(b) (c) (d)

(g) (h)(f) (j)(i)

Figure 8.9: Detection score corresponding to the images displayed in Fig. 8.8.
Each pixel is colored according to the embedding norm.

(c) and (d)).

Figure 8.9 displays the detection score of each of the eight side-scan sonar

given in Fig. 8.8. The sea-mines in all images receive a high detection score.

There are areas in the background which have a non-negligible score and

can therefore be detected if the threshold is too low.

The detections results indicated by a white circle in Fig. 8.8 are achieved

by applying a threshold of 0.76 to the detection score in Fig. 8.9. This

threshold corresponds to 93% percent TP with a total of 3 FAs. In Fig. 8.9(i)

and(j), two FAs are indicated by a red circle. Although using a limited

training set of five images, a positive detection of the sea-mines is achieved

in all displayed images. The algorithm was able to detect the sea-mine even

when there was a large di↵erence in the size and orientation of the target

compared to the training set, and under variable background clutter.

8.8 Conclusions

We have introduced a new metric for constructing local models for super-

vised target detection. The proposed method enables the user to design a

local metric between a training set of target patches and patches from a

test image. We show that this metric has an intuitive meaning in the patch

space: determining a weight vector for the pixels in the patch enables to

emphasize certain similarities to the constructed model, while also allowing
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for perturbations in its appearance. We also show that by controlling the

notion of locality within the training set, this procedure creates invariant

metrics to certain implicit factors in the parameter space, such as the ori-

entation of the target and its background. Thus, this metric enables correct

target detection despite variations in the target appearance.

The metric is used to define an a�nity kernel between the given training

set and the test set. A graph-based framework based on this kernel is used

for dimensionality reduction. We have also proposed a detection score in

the reduced dimensionality based on the properties of the a�nity kernel.

We demonstrate that both the newly proposed metric and the graph-based

embedding are required for successful target detection. Experimental results

for MLO detection in a set of real side-scan sonar images demonstrated the

successful performance of the algorithm, in comparison to competing meth-

ods. The results show the capability of the proposed model and algorithm

to cope with a variety of targets and background clutter patterns.

8.A Local Statistics in the Parameter Space

The measurement Z at a sensor x is a scalar function of the parameter vector

✓. Ignoring the measurement noise ⌘ so that Z(x) = f(x;✓), and writing a

neighboring point using the Taylor expansion

Z 0(x) = f(x;✓0) = f(x;✓) +r✓f
T (x;✓)(✓0 � ✓) +O(k✓0 � ✓k2), (8.31)

yields that the Euclidean distance between the two measurements, calculated

over all sensors is

(Z 0�Z)2 =
X

x

(✓0�✓)Tr✓f(x;✓)r✓f
T (x;✓)(✓0�✓)+O(k✓0�✓k3). (8.32)

The empirical mean of Z(x) in (8.6) can be written in terms of m̂✓, the

empirical mean of ✓:

µ̂
Z

(x) =
1

k

X

Z

02N
Z

Z 0(x) (8.33)

= f(x;✓) +
1

k

X

(r✓f
T (x;✓)(✓0 � ✓) +O(k✓0 � ✓k2))
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= f(x;✓) +r✓f
T (x;✓)(m̂✓ � ✓) +O(k✓0 � ✓k2)

⇡ f(x; m̂✓).

The empirical variance of Z(x) in (8.3) can be written in terms of the em-

pirical covariance of ✓:

�̂
Z

(x)2 =
1

k

X

Z

02N
Z

�

Z 0(x)� µ̂
Z

(x)
�

2

= r✓f
T (x;✓)

1

k

X

(✓0 � m̂✓)(✓
0 � m̂✓)

Tr✓f(x;✓)

= r✓f
T (x;✓)Cov(✓)r✓f(x;✓),

(8.34)

where Cov(✓) is the empirical covariance of ✓ in the neighborhood of Z.

Assuming that the parameters are independent, this matrix is diagonal with

the empirical variances on the diagonal. We denote the diagonal as the

vector �2✓,. i.e. a vector containing the variances of each parameter ✓.

Therefore, (8.34) can be rewritten as

�̂2
Z

(x) = r✓f
T (x;✓)diag(�2✓)r✓f(x;✓). (8.35)

Finally, the distance in (8.11) can be written in terms of the parameter

vector :

a2(Z 0, Z) =
X

x

�r✓f
T (x;✓)(�✓)

�

2

r✓fT (x;✓)diag(�2✓)r✓f(x;✓)
, (8.36)

where�✓ = ✓0�m̂✓. Note that controlling the local neighborhood of a train-

ing point e↵ectively controls the empirical variance of the parameter vector,

which in turn enables us to create invariants to certain perturbations of these

parameters. To create an invariance to a certain parameter, the neighbor-

hood should be determined such that the variance of all other parameters

approaches zero, and the only variability is in the required parameter. We

demonstrate this for one-dimensional functions in Appendix 8.C.



154 8. GRAPH-BASED SUPERVISED TARGET DETECTION

8.B Proof of Eq. (8.14)

In (8.13), we have a discrete sum over all points in the test set:

W[i, j] =
M

X

l=1

exp{�a2(Z
l

, Z
i

)} exp{�a2(Z
l

, Z
j

)}, (8.37)

where we omit the parameter ✏ for compactness sake. For a large enough

test set, summing over all points is equivalent to summing over all possible

values of Z. Therefore, this sum can be replaced by an integral over all

possible values of Z 2 RN :

W (Z
i

,Z
j

) =

Z

RN

exp

(

�
N

X

x=1

(Z(x)� µ
i

(x))2

�2
i

(x)
+

(Z(x)� µ
j

(x))2

�2
j

(x)

)

dZ.

(8.38)

Using the separability of the integral and the exponential functions, this can

be rewritten as a product of one-dimensional integrals

W (Z
i

,Z
j

) =
N

Y

x=1

Z

R
exp

(

�(Z(x)� µ
i

(x))2

�2
i

(x)
� (Z(x)� µ

j

(x))2

�2
j

(x)

)

dZ

(8.39)

For compactness sake, we neglect the notation of the pixel x in the calcula-

tion of the one-dimensional integral.

The integral can be rewritten as a convolution of Gaussians using the

change of variables Ẑ = Z � µ
i

.

⇣

g(�
i

) ⇤ g(�
j

)
⌘

(µ
i

� µ
j

) =

Z

R
exp

(

� Ẑ2

�2
i

)

exp

(

�(Ẑ � (µ
j

� µ
i

))2

�2
j

)

dZ

(8.40)

where g(�) = exp{�x2/�2}. Using the convolution theorem and the Fourier

Transform of the Gaussian function:

F{g(�
i

) ⇤ g(�
j

)} = ⇡�
i

�
j

exp{�⇡2k2(�2
i

+ �2
j

)}. (8.41)

Applying the inverse Transform yields
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⇣

g(�
i

) ⇤ g(�
j

)
⌘

(µ
i

� µ
j

) =

s

⇡�2
i

�2
j

�2
i

+ �2
j

exp{�(µ
i

� µ
j

)2/(�2
i

+ �2
j

)}. (8.42)

Plugging this back into (8.39) yields

W (Z
i

,Z
j

) / exp

(

�
N

X

x=1

(µ
i

(x)� µ
j

(x))2

(�2
i

(x) + �2
j

(x))

)

, (8.43)

which is the symmetric matrix given in (8.14).

8.C Designing Shift and Scale Invariant Distances

Consider a family of one-dimensional functions that are given by dilations

and shifts of one another:

Z(x) = f(x;✓) = f

✓

x� b

a

◆

, (8.44)

so the parameter vector is ✓ = (a b)T . A first-order Taylor expansion of a

neighbor point as in (8.31), using the chain rule yields

Z 0(x) = f(x;✓) +
df

du

�

�

�

�

�

u=

x�b

a

r✓u
T�✓

= f(x; a, b)� df

du

�

�

�

�

�

u=

x�b

a

✓

x� b

a2
�a+

1

a
�b

◆

.

(8.45)

Plugging this into (8.36) yields:

a2(Z 0, Z) =

Z

b+L

b�L

 

df

du

�

�

�

�

u=

x�b

a

�

x�b

a

2 �a+ 1

a

�b
�

!

2

 

df

du

�

�

�

�

u=

x�b

a

!

2

⇣

�

x�b

a

2

�

2

�2
a

+
�

1

a

�

2

�2
b

⌘

dx

=

Z

L

�L

(x�a+ a�b)2

x2�2
a

+ a2�2
b

dx,

(8.46)
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We replace the discrete sum with an integral in the continuous domain

and integrate over a symmetric interval of length 2L surrounding the shift

parameter b. We compare this distance to the Euclidean distance in (8.32)

kZ 0 � Zk2 =
Z

L

�L

 

df

du

�

�

�

�

u=

x

a

!

2

✓

x

a2
�a+

1

a
�b

◆

2

dx, (8.47)

where again we used a change of variables x = x�b in evaluating the integral.

Note that the proposed distance (8.46) calculated for two close measurement

points does not depend on the mapping f between the parameter vector

and the measurements Z and Z 0. Thus, calculating the distance between

two measurements is essentially a calculation in the parameter space, i.e.

this distance depends only on the unknown parameters. This holds for any

family of one-dimensional functions which represent a change of variables.

The Euclidean distance on the other hand, does depend on the mapping f .

To obtain a scale-invariant distance, a, we set �
b

= 0:

a2(Z 0, Z) =
1

�2
a

Z

L

�L

✓

(�a)2 +
(a�b)2

x2

◆

dx

=
2L

�2
a

(�a)2 +
a�b2

�2
a

Z

L

�L

1

x2
dx.

(8.48)

The second term is an integral which approaches infinity. Therefore, for

�b = 0, |�a| > 0 we have finite distances, whereas a slight perturbation in

�b yields infinite distances. Thus we have achieved an invariance to dilations

�a in comparison to shifts �b.

To obtain a shift-invariant distance, we set �
a

= 0:

a2(Z 0, Z) =
1

�2
b

Z

L

�L

✓

x
�a

a
+�b

◆

2

dx

=
1

�2
b

✓

2L3

3a2
(�a)2 + 2L(�b)2

◆

=
2L3

�2
b

✓

(�a)2

3a2
+

(�b)2

L2

◆

,

(8.49)

where the cross-terms are canceled out due to the symmetry of the integral

interval. This result shows that if the interval of the integral 2L follows 2L >
p

(12)a, then a perturbation in dilations, �a = �, causes a larger increase
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in distance than an identical perturbation in shifts, �b = �, providing a

certain shift-invariance:

a2(Z 0, Z)

�

�

�

�

�a=�>0

�b=0

/ L2

a2
a2(Z 0, Z)

�

�

�

�

�a=0

�b=�>0

. (8.50)

If the variance of the shift parameter in the local neighborhood of the mea-

surement Z, �
b

! 1, then a2(Z 0, Z) ! 0. This means this distance is

meaningful for a reasonable limited variance, which depends on the inte-

gral interval. Comparing this result to the scale-invariant distance, shift

invariance achieved via this metric is less e�cient than scale invariance.

Compared to the Euclidean distance, we can see that if f(u) is a poly-

nomial in u, the ratio between distances due to a perturbation in dilations

to distances due to a perturbation in shifts is proportional to L

2

a

2 as in the

shift-invariant case. In such cases, the distances are similar in terms of their

shift invariance and other methods, specifically designed for shift invari-

ance, might achieve better performance. In the toy example presented in

Sec. 8.7.1, f(u) is an exponential function and the designed shift-invariant

distance has meaningful shift-invariance compared to the Euclidean distance.



Chapter 9

Local Neighborhood
Composition for Data-Driven
Invariants with Application
to Hyperspectral Imagery

Manifold learning methods are commonly used for analysis of high-dimensional

data and are mostly employed in unsupervised settings. In this chapter,

from a manifold learning viewpoint in a supervised setting, we propose a

new method to encode prior information in designing a data-adaptive a�n-

ity. The available training data are organized into local neighborhoods,

where the notion of locality is determined by prior knowledge or meta-data

available to the user in the supervised setting. Defining the local neigh-

borhoods enables to design a metric that is invariant to nuisance factors

in the data which are irrelevant to the true underlying model. Through

the spectral decomposition of an a�nity kernel incorporating this metric,

we obtain a global representation of test data. Based on this approach, we

propose a method for supervised target detection. Specifically, we focus on

hyperspectral imagery and explore priors available in this application.

158
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9.1 Introduction

In many machine learning tasks, training data is used to fit a model or learn a

classifier, which can then be extended to new, unseen data. In contrast, man-

ifold learning methods are commonly used for analysis of high-dimensional

data and are mostly employed in unsupervised settings [10, 38, 48, 126, 151].

In particular, kernel-based methods in manifold learning are based on con-

structing an a�nity kernel between points in the data, where a popular

choice is the radial basis function (RBF) kernel. The supervised setting

provides an opportunity to design a data-adaptive a�nity, instead of us-

ing a generic kernel, as has been previously proposed in the unsupervised

setting in [18, 135]. We propose to combine the two approaches in a mani-

fold learning framework for data analysis, by designing a supervised metric

with invariance properties based on local neighborhood composition. Our

work falls within recent research in manifold learning for supervised appli-

cations [65, 142,145].

Our setting is one of high-dimensional data, in which not all of the dimen-

sions are of consequence to the task at hand, and the relevant dimensions

depend on the data itself. This is problematic when trying to associate

data-points together, for example in calculating nearest neighbors, since

similarities in the irrelevant dimensions can overshadow the important ones

and lead to spurious connections. This problem manifests itself in statistical

modeling, when estimating parameters in local neighborhoods, or clusters

of the data. To correctly model the data, the empirical estimates need to

be calculated in neighborhoods that are determined by the true, underlying

model.

In [102], we presented a novel metric for supervised target detection given

a training set representing the target. The metric is based on calculating a

local model for each training point using its local neighborhood within the

training set. By controlling the measure of locality defining these neighbor-

hoods, one can construct a metric that is invariant to perturbations in the

appearance of the target, as defined by the variability of the target in the

neighborhood. The proposed approach was successfully applied to sea-mine

detection in side-scan sonar images.

In this chapter, we extend this approach and propose a new method to

encode prior information in the local models via the neighborhood compo-
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sition. In the supervised setting, the available training set is organized into

local models, where the notion of locality is determined by prior knowledge

or meta-data available to the user. Defining the local neighborhoods based

on this knowledge enables the user to design a metric that is invariant to nui-

sance factors in the measurements which are irrelevant to the true model of

the data. We show that the empirical models implicitly infer which dimen-

sions in the high-dimensional data are relevant for connecting data-points.

Based on these models, we define a metric to associate new data-points to

the learned models, and provide a probabilistic interpretation of this met-

ric. Kernel-based manifold learning techniques provide us with a manner

to integrate the new metric and local models stemming from training data

into a global representation of test data. Based on this approach for data

analysis, we propose a method for supervised target detection. Specifically,

we focus on hyperspectral imagery (HSI) and explore priors available in the

HSI setting. This method can be used in other applications, such as target

detection in images and videos using shape statistics [102, 121], temporal

neighborhoods in dynamical systems [147,148], and using auditory features

in speech processing [145].

Material classification and man-made target detection are two impor-

tant applications in hyperspectral imagery, in which the goal is to separate

the target material from the background. Automatic detection is impor-

tant for practical reasons, given the large amount of acquired data in these

applications. Since di↵erent materials produce di↵erent spectra, ideally,

materials can be identified in HSI based on their spectrum. However, a

major challenge in HSI is that spectral measurements of the same mate-

rial exhibit random variability termed spectral variability such that there

is no unique deterministic spectral signature for any given material. Spec-

tral variability is due to variations in atmospheric conditions, sensor noise

and calibration, surface contaminants, variation in the material, reflections

from surrounding materials, the spatial resolution of the sensor, and other

factors [91, 92, 140]. Typically, global models are used to model the in-

herent variability of the measurements, such as a Gaussian-mixture-model

where each Gaussian represents a di↵erent material, or a linear-mixture-

model with end-members representing the various materials [91, 92, 140].

Manifold learning methods have been proposed for di↵erent tasks in HSI,

including target detection, anomaly detection, change detection, and mate-
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rial classification [7, 8, 37, 67, 164, 167]. In our approach, integrating priors

available in the HSI setting in constructing local models leads to a metric

that is invariant to spectral variability. This is achieved via weighting the

spectral bands in terms of their contribution to characterizing the required

material, as implicitly learned from the training data.

This section is organized as follows: in Section 9.2 we introduce a method

for supervised local neighborhood composition. Based on the local neigh-

borhoods, Section 9.3 presents local probabilistic modeling of the training

set. In Section 9.4, these models are employed in a supervised graph-based

framework and Section 9.5 presents the detection score. Section 9.6 presents

experimental results in clay and quartz detection in real HSI.

9.2 Local Neighborhoods

Our method addresses a supervised framework where a training set of pixels,

all of a specific material, has been extracted from one or more hyperspectral

images with verified material classification. Denote the spectrum of a pixel

by x = [x(1), x(2), ..., x(B)]T , where B is the number of spectral bands,

and let eX = {ex
i

}N
i=1

2 RB⇥N be the training set of N pixels. Our goal is

to detect the required material in a test image, given the training set, i.e.

determine which pixels in the test image contain the target material. Let

X = {x
i

}M
i=1

2 RB⇥M be a test image of M pixels, where the image has been

reordered by column-stack as a set of B-dimensional vectors. We assume the

spectral measurement at pixel j and spectral band b is a function of a set of

intrinsic independent parameters ✓, such as atmospheric conditions, temper-

ature, location, surrounding materials, calibration, illumination, etc. [91]:

ex
j

(b) = f(b,✓
j

) + ⌘
j

(b), (9.1)

where ⌘
j

(b) is the additive sensor noise at band b.

The training set is a high-dimensional point cloud of measurements of

the required material. We propose modeling this set by calculating a lo-

cal Gaussian model for each training point ex
j

, thus “covering” the point

cloud with multivariate Gaussians. Local empirical estimates of statistical

parameters, such as the mean and covariance matrix of a Gaussian model,

are typically calculated using the k-nearest neighbors of a data-point.
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Definition 9.2.1 (k-nearest neighbors) Consider a point ex
j

, a dataset
eX, an integer k, and a distance measure d(·, ·) between two points. The set

of k-nearest neighbors of ex
j

in eX, denoted by N
j

, is a set of k points in eX,

such that

8ex
i

2 N
j

, 8ex
l

2 eX \N
j

: d(ex
i

, ex
j

)  d(ex
l

, ex
j

). (9.2)

Note that for the sake of compactness we omit the dependence on k and d(·, ·)
in the notation of the neighborhood N

j

. Typically, the distance measure

used in the nearest neighbor search is the Euclidean distance d(ex
i

, ex
j

) =

kex
i

� ex
j

k
2

, so that the local neighborhood is composed of the Euclidean

nearest neighbors. However, we propose to use prior information to define

a data-adaptive neighborhood.

In our approach, instead of setting d(ex
i

, ex
j

) to be the Euclidean dis-

tance, the user can define a new distance measure within the training set
eX, based on the data and the application at hand. Calculating the local

neighborhoods based on this distance measure implicitly separates the in-

trinsic parameter vector ✓
j

into two subsets: ✓
j

=
⇣

✓c

j

,✓v

j

⌘

T

, where ✓c

j

are

the parameters that are consistent within N
j

, and ✓v

j

are the parameters

that have high variability. We will show that the separation of the parame-

ter vector via the neighborhood construction provides an invariance to the

inconsistent parameters ✓v

j

.

An important question is what distance measure should be used and

what e↵ect this choice has on the model, as di↵erent choices will yield dif-

ferent invariant metrics. In [102], we used a patch-based approach for target

detection in 2-D side-scan sonar images. The measurements of the target

training data were determined by intrinsic geometric parameters of the tar-

get. These geometric parameters could be estimated for the target in each

training point, or determined beforehand if simulating synthetic training

data, which is common in side-scan sonar. The parameters were then used

in our supervised method to determine the neighborhoods N
j

. By defining

the distance measure d(ex
i

, ex
j

) in the training set based on a subset of the

parameters ✓, it was possible to obtain an invariance to the parameters that

exhibited variability in N
j

, implicitly setting ✓v

j

. This resulted in a met-

ric whose invariance was interpretable in terms of the intrinsic geometric

parameters controlling the target appearance.

This approach is not applicable for all signal types. In some applications,
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such as in audio enhancement [145], it is not possible to estimate the complex

underlying intrinsic parameters, and in other applications, such as in HSI,

these parameters are not necessarily related to the target, but to other

nuisance factors of the measurement process. As opposed to the previous

scenario in which the intrinsic parameters were directly related to the target,

in HSI the intrinsic parameters of the measurements are mostly random

variables, which are independent of the target material. Therefore, the

neighborhoods cannot be determined using a distance measure within the

intrinsic parameter space. To overcome this limitation and achieve a model

that is invariant to the spectral variability of the measurements, we propose

to take advantage of prior information available in the HSI setting.

Let eY = { ey
j

}N
j=1

be a set of features of length L in a Riemannian

space, accompanying the spectral measurements eX. For example, eY can be

available meta-deta information acquired during the multispectral imaging

process. Our goal is to choose eY such that the distance between points

in eY corresponds to similarity between measurements in eX in terms of the

material content in the measurements. Available prior information can be

encoded in the local models via the neighborhood construction, where a

correct choice of prior will ensure that the consistent intrinsic parameters in

the neighborhood are meaningful for the detection of the required material.

The distance measure used to calculate the local neighborhoods is

d(ex
i

, ex
j

) = key
i

� ey
j

k
2

. (9.3)

Note that we choose a Euclidean metric, but more complex Riemannian

metrics can be used, dependent on the chosen features. The distance mea-

sure based on the given prior should be such that the consistent parameters

are related to the material, thus achieving an invariance to the indepen-

dent random variability. In the following, we provide a few possibilities of

choosing eY in the HSI setting.

In HSI, a given material may have spectral features that are more dis-

tinct in some bands than in others [155], i.e. not all spectral bands are

equally informative in the characterization of a certain material. This prior

knowledge can be used to define the local neighborhood using the bands
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that are known to be indicative of the required material. Thus, setting

ey = (ex(b
1

), ex(b
2

), ..., ex(b
L

))T ,

where {b
1

, b
2

, ..., b
L

} ⇢ {1, ..., B}, L < B are a subset of the measured spec-

tral bands, results in a model that indicates which other bands are consis-

tently associated with the target material. Thus, it is invariant to deviations

in the spectral bands that are irrelevant for identifying the material.

A second possibility is to use spatial information. This can be done when

the training pixels are extracted from a single training image and their pixel

coordinates in the image are known and available as meta-data. Based on

these coordinates, the neighborhood N
j

is set to be the k nearest spatial

neighbors of ex
j

in the training set. Denoting the spatial coordinates (row

and column) of a pixel ex in the given training image by (m,n), set the

features to be

ey = (m,n)T .

Assuming the material composition of spatially close pixels is very similar, it

is therefore consistent in a pixel’s spatial neighborhood, whereas the variabil-

ity in the neighborhood is due to the nuisance factors of spectral variability.

Thus, using a spatial prior provides an invariance to these factors. Note that

only pixels in the training set are used, i.e. this local neighborhood adapts

to the spatial shape of the training pixels within the image, such as if it is

a long thin strip.

Finally, a temporal prior can be used when multiple images of the same

scene are captured over time. Let ex
j,t

be a set of multispectral measurements

of the point ex
j

taken at L di↵erent times t 2 t
1

, t
2

, ..., t
L

. Within a temporal

neighborhood, the consistent factor is the surface material itself, whereas

as the variability is due to temporal changes in atmosphere, illumination,

temperature, etc. Setting the local neighborhood N
j

to be the temporal

neighborhood of each training pixel ex by setting

ey = (t
1

, t
2

, ..., t
L

)T ,

yields an invariance to temporal variability. This prior ignores spatial in-

teraction between pixels and only uses the temporal history of each pixel

separately to compose the neighborhood for that pixel. Other priors can be
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considered dependent on the information available in acquiring the training

data. Each possible prior defines a di↵erent distance measure within the

training set that implicitly determines a di↵erent invariance. It is possible

to combine priors together, however this requires an appropriate weighting

of the features eY in the nearest neighbors search, which is beyond the scope

of this chapter. In Sec. 9.6, we present experimental results for spectral and

spatial priors.

9.3 Local Gaussian Models

The statistical model for each training point ex
j

is estimated using its local

neighborhood N
j

, where the points in N
j

can be seen as perturbations of

the given pixel due to spectral variability. We propose modeling each point

by its local empirical mean µ̂
j

= [µ̂
j

(1), ..., µ̂
j

(B)]T and the local empirical

variance of each spectral band, �̂
j

= [�̂
j

(1), ..., �̂
j

(B)]T . The mean and

variance vectors are estimated for each band b 2 {1, ..., B} separately by:

µ̂
j

(b) =
1

|N
j

|
X

e
x

i

2N
j

ex
i

(b),

�̂2
j

(b) =
1

|N
j

|
X

e
x

i

2N
j

(ex
i

(b)� µ̂
j

(b))2 ,
(9.4)

where |N
j

| is the cardinality of the set. Note that the feature set eY is used

only in the distance measure (9.3) to calculate the neighbors in N
j

, whereas

the statistical estimations (9.4) are calculated in the measurement space eX.

The mean will be used to represent the pixel, and the inverse of the variance

vector will be seen as a weight for each spectral band: a spectral band b

with consistent values in N
j

has low variance (high weight), whereas bands

that have inconsistent values have high variance (low weight).

We then define the a�nity between a test pixel x
i

and a training pixel

ex
i

as the conditional probability of a test pixel x
i

given it has been sampled

from a Gaussian distribution defined by the model of the training pixel ex
j

:

a(x
i

, ex
j

) = Pr(x
i

|x
i

⇠ N (µ̂
j

, diag {�̂
j

})) = 1

c
j

exp

(

�
B

X

b=1

(x
i

(b)� µ̂
j

(b))2

✏2�̂2
j

(b)

)

,

(9.5)
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where c
j

is a normalization constant. The scale factor ✏ is calculated using

the training set as the median of the distances
P

b

(ex
i

(b)� µ̂
j

(b))2/�̂2
j

(b) for

all ex
i

2 eX. This factor enhances the locality of the model as pixels whose

weighted distance from µ̂
j

is larger than ✏ have negligible probability of

belonging to the model associated with ex
j

. Note that our model assumes

the observed spectra have uncorrelated components, therefore the covari-

ance matrices are diagonal with the diagonal elements equaling the local

empirical variance for each spectral band. The choice of a diagonal covari-

ance matrix has an intuitive interpretation in that it yields a weighting of

the spectral bands via the inverse local variance in the kernel (9.5). This

weighting reflects how important each spectral band is in terms of its signal

content. Thus, when comparing pixels, only relevant bands are compared.

We remark that in HSI, spectral bands are correlated, however estimating a

stable numerically invertible covariance matrix requires a very large number

of pixels (typically, 10 to 100 times the number of bands) [90]. Thus, an

additional advantage of using a diagonal matrix in the local Gaussian model

is estimation stability.

The Gaussian model enables an invariance to perturbations, and specif-

ically in the HSI setting, an invariance to the spectral variability of the

measurements. A band b with small �̂2
j

(b) is significant in the overall proba-

bility calculation (9.5), since only pixels x
i

for which |x
i

(b)� µ̂
j

(b)| is small

will attain high probability. On the other hand, if �̂2
j

(b) is large, then this

band is assigned a low weight, such that perturbations in this band do not

a↵ect the probability. Thus, encoding available prior information via the

neighborhood construction enables the user to implicitly emphasize bands

that are informative in the material detection, while suppressing bands that

are irrelevant, or that su↵er from high spectral variability.

The model inferred in the proposed data-driven approach implicitly de-

termines an invariance to the inconsistent intrinsic parameters [102]. The

empirical local variance written in the terms of the intrinsic parameters is

given by

�̂2
j

(b) = r✓vfT (b;✓
j

)⌦v

j

r✓vf(b;✓
j

) + �2
⌘

(b),

where ⌦v

i

is a diagonal matrix with the empirical variance vectors of the pa-

rameter set ✓v

i

as its diagonal, r✓vf(b;✓
j

) is the partial derivatives vector

of f(b;✓
j

) by the parameter set ✓v, and �2
⌘

(b) is the sensor noise variance
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at band b. This result is based on the empirical variances of the parameter

set ✓c

j

tending to zero by definition. Thus, the empirical local variance �̂
j

depends on perturbations of ✓
j

within N
j

, i.e. it depends on the variabil-

ity of the inconsistent parameters ✓v

j

. Therefore, in terms of the intrinsic

parameters, a good choice of prior information ensures that the consistent

intrinsic parameters in the neighborhood are meaningful for the detection

of the required material, while the inconsistent parameters relate to the

spectral variability.

9.4 Graph-based Intrinsic Embedding

The local probabilistic models are integrated into a global model, using

a graph-based method to embed the test set X in a low-dimensional space

Rd, d < B [65,78,145,147]. In this new representation, the required material

can be separated from the background pixels. Let A be an M ⇥N a�nity

matrix between the test set X and the training set eX defined using the

likelihood function (9.5) as A[i, j] = a(x
i

, ex
j

) = Pr(x
i

|x
i

⇠ N (µ̂
j

, �̂
j

)).

Defining the symmetric matrixWtrain = ATA of sizeN⇥N , its elements

can be interpreted as the a�nity between two training pixels via all the pixels

in the test image [65,145]. This symmetric kernel on the training set, defined

via the test image, approximates the direct a�nity between the training set

pixels [78, 102]. We also define the symmetric M ⇥M matrix

W = eAeAT = D�1AATD�1, (9.6)

where eA = D�1A and D is a diagonal matrix whose elements are the row

sums of A: D[i, i] =
P

j

A[i, j]. This symmetric kernel can be interpreted

as an a�nity measure between any two pixels x
i

and x
j

in the test set X,

defined relative to the training set eX [65, 147]. The eigen-decomposition of

a�nity matrices such as Wtrain and W provides a representation of high-

dimensional datasets via a non-linear embedding the data.

The modeling of the training set defines a probabilistic model of the tar-

get material as a mixture of local Gaussian models. Each local multivariate

Gaussian model is defined by its statistical parameters, µ̂
j

and �̂
j

(9.4).

Assume that the sample domain of the target material is given by a union

of N disjoint subsets that are represented by the training points ex
j

, and
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that the probability of the training models is uniform. Also assume that

given a Gaussian training model, the measurements are sampled i.i.d.

Proposition 9.4.1 The elements of the row-normalized matrix eA are the

posterior probabilities of the training models given the test pixels:

eA[i, j] = Pr(x
i

⇠ N (µ̂
j

, �̂
j

)|x
i

). (9.7)

Proof 1 Using the assumption that the probability of the training models is

uniform and Bayes Theorem,

eA[i, j] =
Pr(x

i

|x
i

⇠ N (µ̂
j

, �̂
j

))
P

j

Pr(x
i

|x
i

⇠ N (µ̂
j

, �̂
j

))

=
Pr(x

i

|x
i

⇠ N (µ̂
j

, �̂
j

))Pr(x
i

⇠ N (µ̂
j

, �̂
j

))
P

j

Pr(x
i

|x
i

⇠ N (µ̂
j

, �̂
j

))Pr(x
i

⇠ N (µ̂
j

, �̂
j

))

=
Pr(x

i

|x
i

⇠ N (µ̂
j

, �̂
j

))Pr(x
i

⇠ N (µ̂
j

, �̂
j

))

Pr(x
i

)

= Pr(x
i

⇠ N (µ̂
j

, �̂
j

)|x
i

)

⌅

Proposition 9.4.2 (Theorem 6, [147]) If the pixels in X are statistically

independent, then the matrix element W[i, j] is the conditional probability

that the pixels x
i

and x
j

are associated with the same arbitrary training

model defined by µ,�:

W[i, j] = Pr(x
i

⇠ N (µ,�),x
j

⇠ N (µ,�)|x
i

,x
j

). (9.8)

Thus, two test pixels that have similar probabilities of belonging to the train-

ing models have high a�nity, whereas test pixels with di↵erent distributions

have low a�nity.

The eigen-decomposition of W yields a set of decreasing eigenvalues {�
l

}
and eigenvectors { 

l

} 2 RM . The spectrum of a�nity matrices such as W

typically exhibits a spectral gap, with only a few dominant eigenvalues and

the rest quickly tending to zero. Thus, the leading d ⌧ M eigenvectors

{ 
l

}d
l=1

, corresponding to the d largest eigenvalues {�
l

}d
l=1

, provide a lower-

dimensional embedding of the test image X, as seen via the training set eX.
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The pixels of the test image are embedded onto the first d eigenvectors:

 
d

: X
i

! �

 
1

(i), 
2

(i), ..., 
d

(i)
�

. (9.9)

This embedding is expected to reveal which pixels in the image are similar

to the training set, i.e. belong to the target material.

Due to the typical size of hyperspectral images, M is usually very large

and the eigen-decomposition of W is computationally intensive. Instead,

these eigenvectors and eigenvalues can be e�ciently calculated by a singular

value decomposition (SVD) of the matrix eA [78, 147]:

 
l

=
1p
�
l

eA�
l

, (9.10)

where { 
l

} and {�
l

} are the left-singular and right-singular vectors of eA,

respectively. The right-singular vectors provide a lower-dimensional em-

bedding of the training set eX. Note that when the test image exhibits

non-uniform sampling of the required material, such as in target detection

of small man-made targets, it is advised to use the Laplace-Beltrami nor-

malization of W, as in [65, 102,146].

9.5 Detection Score

We define a target detection score in the low-dimensional embedding. Calcu-

lation of the eigenvector  
l

via the a�nity matrix Ã shows that each element

in  
l

is proportional to a weighted mean of the elements of �
l

, which are

the embedding of the training set. Consider an ideal background pixel x
bg

,

which is equally distant from all training pixels.

Lemma 1 The embedding of an ideal background pixel xbg is at the origin:

 (xbg) = 0.

Proof 2 The point xbg is equally distant from all training pixels, 8ex
j

2
eX, a(xbg, exj

) = 1

N

, therefore the row vector eA[xbg, :] = �T
0

. Since the

eigenvectors {�
l

}
l

are orthonormal, the embedding of xbg is given by

 
l

(xbg) =
1p
�
l

eA[xbg, :]�l =
1p
�
l

�T
0

�
l

= 0, l 6= 0.
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Figure 9.1: (a)-(b) Embedding of the test image in Fig. 9.2(b). Points
are colored by the embedding norm. (c) Test image colored according to
embedding norm of each pixel.

⌅

The low dimensional embedding (9.9) maps all background pixels to a

d-dimensional ball around the origin, whereas pixels of the target material

have a meaningful embedding that is removed from the origin. Therefore,

calculating the norm of the embedding

k 
d

(i)k2 =
d

X

l=1

 2

l

(i) (9.11)

for every pixel i provides a detection score for the desired material. Back-

ground pixels have a norm close to zero, whereas the target material pixels

have a meaningful norm. This is demonstrated in Fig. 9.1. The first six

eigenvectors { 
l

}6
l=1

are plotted in (a) and (b), where each point is colored

according to the detection score k 
d

(i)k2. Fig. 9.1(c) presents the test im-

age in Fig. 9.2(b) where each pixel is colored according to detection score.

The regions with a high score correspond to the target material as shown in

the ground truth map in Fig. 9.2(c). Algorithm 4 details the training and

test stages of our approach.

A practical question is how to set the threshold so the number of false

alarms is small and the number of positive detections is high. Thus, the sys-

tem can function automatically, without user intervention. One possibility is

to calculate the detection score for the training set and set a threshold that

gives a required level of true detections. Another possibility, when given a
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training image containing both target and background materials, is to set a

threshold based on a required false alarm rate in the training image.

Algorithm 4 Supervised Target Detection Algorithm

Training phase:
Input Training set eX, feature set eY, size of neighborhood k, distance

measure d(ex
i

, ex
j

) = key
i

� ey
j

k2
for j = 1 to N do

set N
j

=
n

ex
n

| d(ex
n

, ex
j

) = d(ex
i

, ex
j

) 8ex
i

2 eX \N
j

, |N
j

| = k
o

µ̂
j

(b) 1

|N
j

|
P

e
x

i

2N
j

ex
i

(b) 8b 2 {1, .., B}
�̂2
j

(b) 1

|N
j

|
P

e
x

i

2N
j

(ex
i

(b)� µ̂
j

(b))2 8b 2 {1, .., B}
end for

Test phase:
Input Training models {µ̂

j

, �̂
j

}
j

, test image X
for i = 1 to M , j = 1 to N do

A[i, j] = exp{�a2(x(i), ex(j))/✏2} = 1

c

j

exp

⇢

�PB

b=1

(x

i

(b)�µ̂

j

(b))

2

✏

2
�̂

2
j

(b)

�

end for
D[i, i] =

P

j

A[i, j]

calculate SVD of matrix eA = D�1A yielding d singular left vectors
{ 

l

}d
l=1

detection score: 8i 2 {1, ...,M} , k 
d

(i)k2 =Pd

l=1

 2

l

(i)

9.6 Experimental Results

We test our algorithm on images acquired in an airborne acquisition over the

Sokolov basin in northwestern Bohemia, Czech Republic, in 2011 using the

Airborne Hyperspectral Scanner (AHS) sensor [27] developed by Sensytech

Inc. Eleven bands were selected from the VNIR spectrum in the range of

0.5 � 0.796µm and 9 bands from the LWIR sensor in the range of 8.20 �
12.70µm, resulting in B = 20 bands. For full details of the acquisition and

preprocessing of the data see [1]. We use a subset of the spectral image

over the east side of Medard lake sized 200 rows by 200 columns, and divide

this image into two equally-sized right and left images (sized 200 rows by

100 columns), both containing quartz and clay minerals. The left and right

images are presented in true color in Fig. 9.2(a) and (b). Ground truth maps



172 9. LOCAL NEIGHBORHOOD COMPOSITION

50
o 1
1'
15
'N

12o37'0''E

(b) (c) (e)(d)

12o36'35''E

(a)

Figure 9.2: Medard train (a) and test (b) image in true color. (c) Ground
truth for quartz in test image. Binary detection masks for p

FA

= 5% for
(d) Mahalanobis distance to global model, p

D

= 57% and (e) our method
with spectral prior, p

D

= 95%.

for these materials (validated with a ground team survey) are used for both

composing a training set and for validation. A quartz mineral map for the

right-side image is provided in Fig. 9.2(c). For a given material, a training set

of pixels is extracted from one image, based on the ground truth locations.

The local models for these pixels are calculated as described in Sec. 9.2.

The material is then detected in the second image using the embedding and

detection score described in Sec. 9.4- 9.5.

The performance of the detection approach is quantified using a receiver

operating characteristic (ROC) curve, calculated for varying thresholds on

the embedding norm. The false alarm probability p
FA

is calculated as the

number of pixels that were mistakenly detected as quartz/clay pixels di-

vided by the total number of non-quartz/non-clay pixels. The true detection

probability p
D

is calculated by dividing the number of correctly identified

quartz/clay pixels by the total number of quartz/clay pixels. We present

ROC curves for three of our experiments in Fig. 9.3, comparing four models

for the graph-based detection framework and a traditional global probabilis-

tic method.

Three possibilities are examined for defining the local neighborhoods.

First, when no prior information exists, the local neighborhoods are calcu-

lated using the given spectral measurements, i.e. they are the B-dimensional

local Euclidean neighborhood of each training point (purple ⇥ curve). Sec-

ond, when the training data is accompanied by spatial data, the local neigh-
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Figure 9.3: ROC curves. (a) Quartz detection in the right image with
training set taken from the left image. (b) Clay detection in the left image
with training set taken from the right image. (c) Clay detection in the right
image with training set taken from the left image using only 8.77µm and
9.68µm bands in all methods. Purple ⇥ - proposed method, no prior. Yellow
diamond - proposed method, spatial prior. Red circle - proposed method,
spectral prior. Green star - Euclidean distance. Blue square - Mahalanobis
distance to global Gaussian model.

borhoods are determined by the pixel locations in the training image (yellow

diamonds curve). A third approach is using a spectral prior by calculating

the local neighborhood using only specific spectral bands that are informa-

tive in determining the material (red circles curve). The emissivity values

in the LWIR spectral bands 8.77µm and 9.68µm are informative in charac-

terizing clay and quartz [1, 155].

A fourth approach (green stars curve) we examine is using the training

set directly in the graph-based embedding, without modeling the training

set. In terms of our algorithm, this means there is no training phase, and

in step 7 in Algorithm 4, the matrix elements are calculated as A[i, j] =

exp{�kx(i) � ex(j)k2/✏2}. A comparison to this method indicates the im-

portance of the training phase and estimation of the local models. Finally,

we evaluated the performance of a traditional approach by calculating the

Mahalanobis distance to a global Gaussian model derived from the training

set (blue squares curve). The score for each test pixel x
i

is based on the
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Mahalanobis distance given by

(x
i

� µ̂
train

)T Ĉ�1

train

(x
i

� µ̂
train

), (9.12)

where µ̂
train

and Ĉ
train

are the empirical average and empirical covariance

matrix of all the training pixels in eX, respectively.

The spectral prior obtained the best results in the experiments, with the

spatial prior yielding the next best detection results, on average. Overall,

the Mahalanobis distance yielded results comparable to the local models

with spatial prior, yet for quartz detection it performed poorly for low p
FA

values. The results of the local models without prior and the Euclidean-

based a�nity were generally poor. Comparing these to the performance of

the local models with prior demonstrates that a good prior yields a model

that is invariant to the spectral variability in the measurements, achieved via

meaningful weighting on the spectral bands of the measurements. When no

prior is available, statistical estimation of the local models, does not provide

much advantage to using no model at all.

To examine the e↵ect of incorporating the prior knowledge on the LWIR

spectral bands in all compared methods, in Fig. 9.3(c) all methods are lim-

ited to using only the LWIR bands 8.77µm and 9.68µm in both the training

and test phase, so that B = 2 in this scenario. For example, the covariance

matrix Ĉ
train

estimated in the global Gaussian model (9.12) is 2 ⇥ 2 and

all mean and variance vectors in the local models 9.4 are of length 2. In

this case, the spectral prior (red circles curve) and using no prior (purple ⇥
curve) is identical, so we have omitted the purple curve. Even when both

methods take advantage of this prior information, our method with spectral

prior still out-performs the global Gaussian model.

Binary detection maps can be obtained by thresholding the detection

score for a required false alarm probability. We compare two detection

maps for p
FA

= 5%: Fig. 9.2(d) presents a map for the Mahalanobis distance

(corresponding to the blue squares curve in Fig. 9.3) with p
D

= 57% and

Fig. 9.2(e) presents a map for our method with spectral prior (corresponding

to the red circle curve) with p
D

= 95%. The global Gaussian model misses

entire regions compared to our local models approach.

The distance in the local Gaussian kernels (9.5) can be interpreted as

a weighting of the spectral bands, where the di↵erence in each band b is
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Figure 9.4: Estimated models for clay detection. (a) Logarithmic scale plot
of average 1/�(b) in the training set for VIS bands. (b) Logarithmic scale
plot of average 1/�(b) in the training set for LWIR bands. Purple ⇥ - no
prior. Yellow diamond - spatial prior. Red circle - spectral prior.

weighted by the inverse variance 1/�̂(b). Figure 9.4 plots the values of the

inverse variance 1/�̂(b), estimated for a training set of clay hyperspectral

measurements, in the visible spectrum Fig. 9.4(a) and in the LWIR spec-

trum, Fig. 9.4(b). The plot compares three di↵erent possibilities for incor-

porating priors in calculating the local neighborhoods N
j

: using no prior

information (purple ⇥), using spatial meta-data (yellow diamond) and us-

ing spectral prior knowledge (red circle). A first important result is that

measurements in the visible spectrum receive low weights given prior infor-

mation. This is meaningful since the measurements in the visible spectrum

are indeed not consequential for detection of clay. On the other hand, when

no prior is used, the k-nearest neighbor calculation resorts to the Euclidean

neighborhood, and there is no preference for either part of the spectrum.

Second, in the LWIR spectrum, most weights achieved via the spatial prior

closely approximate the weights estimated via the spectral prior. Thus, both

priors yield a similar “signature” for the detected material. In the 8.77µm

and 9.68µm bands the weights are higher when using the spectral prior due

to the nature of the calculation. These results verify that the empirical

model implicitly infers physical information on the nature of the material.

Bands that are informative in characterizing the desired material are em-

phasized, while bands that are irrelevant to the detection are suppressed.

The promising results of our experiments in this scenario indicate that

our method can be successfully applied to the detection of other minerals and

materials in hyperspectral data, incorporating available priors as presented
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here.

9.7 Conclusions

Manifold learning for data analysis is typically based on kernels with generic

metrics. In this chapter, we proposed replacing the generic metric with a

new, data-adaptive metric stemming from neighborhood composition. In

the supervised setting, organizing the training data in local neighborhoods,

i.e. by designating the nearest-neighbors for each training point, allows

to incorporate prior knowledge. We showed that using di↵erent priors in

defining the neighborhood composition implicitly allows us to control the

invariance to di↵erent factors in the data. Based on this new approach, we

presented an algorithm for supervised target detection. We explored di↵er-

ent priors available in the HSI setting and presented successful experimental

results for quartz and clay detection in real hyperspectral images. Our ap-

proach out-performed both a global statical model and a manifold learning

framework with the generic Euclidean metric. Future work includes extend-

ing this approach to a general multi-class setting, combining the non-linear

embedding with modern classification techniques, and applications of our

method to other data analysis problems.



Chapter 10

Data-Driven Tree
Transforms and Metrics

In this chapter we address the analysis of high-dimensional data, where the

data does not lie on a regular grid, but rather on a graph. We consider the

problem of high dimensional data analysis given in the form of a matrix with

columns consisting of observations, and rows consisting of features. Often,

in such data the observations do not reside on a regular grid or in a Eu-

clidean space, and the order of the features is arbitrary and does not convey

a notion of locality. Therefore, traditional transforms and metrics cannot

be used for data organization and analysis. In this paper, our goal is to or-

ganize the data by defining an appropriate representation and metric, both

for the observation and the features, such that they respect the smoothness

and structure underlying the data. For this purpose, we propose multiscale

data-driven transforms and metrics based on trees. The construction of the

transforms and metrics is implemented in an iterative refinement procedure

that exploits the co-dependencies between features and observations. Be-

yond the organization of a single dataset, our approach enables us to apply

the organization learned from one dataset to another and to integrate several

datasets together. We present an application to breast cancer gene expres-

sion analysis: learning metrics on the genes to cluster the tumor samples

into cancer sub-types, validating the joint organization of both the genes

and the samples, and combining information from multiple gene expression

cohorts acquired by di↵erent profiling technologies.

177
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10.1 Introduction

High-dimensional datasets are typically analyzed as a two-dimensional ma-

trix where, for example, the rows consist of features and the columns con-

sist of observations. Signal processing addresses the analysis of such data

as residing on a regular grid, such that the rows and columns are given

in a particular order, indicating smoothness. For example, the ordering

in time-series data indicates temporal-frequency smoothness, and the order

in 2D images indicating spatial smoothness. Non-Euclidean data that do

not reside on a regular grid, but rather on a graph, raise the more general

problem of matrix organization. In such datasets, the given ordering of the

rows (features) and columns (observations) does not indicate any degree of

smoothness.

However, in many applications, for example, analysis of gene expression

data, text documents, psychological questionnaires and recommendation

systems [4,15,24,33,34,57,73,86,150,160], there is an underlying structure

to both the features and the observations. For example, in gene expression

subsets of samples (observations) have similar genetic profiles, while subsets

of genes (features) have similar expressions across groups of samples. Thus,

as the observations are viewed as high-dimensional vectors of features, one

can swap the role of features and observations, and treat the features as high-

dimensional vectors of observations. This dual analysis reveals meaningful

joint structures in the data.

The problem of matrix organization considered here is closely related to

biclustering [33, 34, 77, 86, 150, 160], where the goal is to identify biclusters:

joint subsets of features and observations such that the matrix elements in

each subset have similar values. Matrix organization goes beyond the ex-

traction of joint clusters. By recovering the smooth joint organization of

the features and observations, one can apply signal processing and machine

learning methods such as denoising, data completion, clustering and clas-

sification, or extract meaningful patterns for exploratory analysis and data

visualization.

The application of traditional signal processing transforms to data on

graphs is not straightforward, as these transforms rely almost exclusively

on convolution with filters of finite support, and thus are based on the as-

sumption that the given ordering of the data conveys smoothness. The
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emerging field of graph signal processing adapts classical techniques to sig-

nals supported on a graph (or a network), such as filtering and wavelets in

the graph domain [52, 58, 127, 129, 131, 132]. Consider for example signals

(observations) acquired from a network of sensors (features). The nodes

of the graph are the sensors and the edges and their weights are typically

dictated by a-priori information such as physical connectivity, geographical

proximity, etc. The samples collected from all sensors at a given time com-

pose a high-dimensional graph signal supported on this network. The signal

observations, acquired over time, are usually processed separately and the

connectivity between the observations is not taken into account.

To address this issue, in this chapter we propose to analyze the data in a

matrix organization setting as represented by two graphs: one whose nodes

are the observations and the other whose nodes are the features, and our

aim is a joint unsupervised organization of these two graphs. Furthermore,

we do not fix the edge weights by relying on a predetermined structure or

a-priori information. Instead, we calculate the edge weights by taking into

account the underlying dual structure of the data and the coupling between

the observations and the features. This requires defining two metrics, one

between pairs of observations and one between pairs of features.

Such an approach for matrix organization methodology was introduced

by Gavish and Coifman [36,57], where the organization of the data relies on

the construction of a pair of hierarchical partition trees on the observations

and on the features. In previous work [103], we extended this methodology to

the organization of a rank-3 tensor (or 3D database). Here, following [36,57]

we propose new transforms on the data induced by partition trees, which

yield a multiscale representation of both the observations and the features.

These transforms can be seen as data-driven multiscale filters on graphs,

where in contrast to classical signal processing, the support of the filters

is non-local and depends on the structure of the data. From the trans-

forms, we derive a new metric in the transform space that incorporates the

multiscale structure revealed by the trees [40]. The trees and the metrics

are incorporated in an iterative bi-organization procedure. We demonstrate

that beyond the organization of a single dataset, our metric enables us to

apply the organization learned from one dataset to another and to integrate

several datasets together. This is achieved by generalizing our transform to

a new multi-tree transform and to a multi-tree metric, which integrate a set
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of multiple trees on the features.

The remainder of the chapter is organized as follows. In Section 10.2,

we formulate the problem and present an overview of our solution. In Sec-

tion 10.3, we present the new tree-induced transforms and their properties.

In Section 10.4, we derive the metric in the transform space and propose

di↵erent extensions of the metric. We also propose a local refinement of the

bi-organization approach. Section 10.5 presents experimental results in the

analysis of breast cancer gene expression data.

10.2 Bi-organization

10.2.1 Problem Formulation

Let Z be a high-dimensional dataset and let us denote its set of nX features

by X and denote its set of nY observations by Y. For example, in gene

expression data, X consists of the genes and Y consists of individual sam-

ples. The element Z(x, y) is the expression of gene x 2 X in sample y 2 Y.

We assume there exists a reordering of the features and a reordering of the

observations such that Z is smooth as defined by the mixed Hölder condi-

tion [57], which states that the value of element Z(x, y) can be estimated by

its three adjacent neighbors:

Z(x, y) = Z(x, y0) + Z(x0, y)� Z(x0, y0) + ✏, (10.1)

where x0 and y0 are the immediate neighbors of x and y, respectively, after

reordering, and ✏ is bounded by constants relying on the tree structure.

Note that we do not impose smoothness as an explicit constraint; instead it

manifests itself implicitly in our data-driven approach.

The given ordering of the dataset is not smooth, yet the organization of

the observations and the features by partition trees following [57] constructs

both local and global neighborhoods of each feature and of each observation.

Thus, the structure of the tree organizes the data in a hierarchy of smooth

nested clusters. Our aim is to define a transform on the features and on

the observations that conveys the hierarchy of the trees, thus recovering the

smoothness of the data. We define a new metric in the transform space

that incorporates the hierarchical clustering of the data via the trees. The

notations in this chapter follow these conventions: matrices are denoted by
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bold uppercase and sets are denoted by uppercase calligraphic.

10.2.2 Method Overview

The construction of the tree that relies on a metric, and our metric that is

derived from a tree, lead to an iterative bi-organization algorithm [36, 57].

Each iteration updates the pair of trees and metrics on the observations and

features as follows. First, an initial partition tree on the features, denoted

TX , is calculated based on an initial pairwise a�nity between features. This

initial a�nity is application dependent. Based on a coarse-to-fine decompo-

sition of the features implied by the partition tree on the features, we define

a new metric between pairs of observations: dTX (y, y
0) based on a coarse-

to-fine decomposition of the features as defined by the tree. The metric is

then used to construct a new partition tree on the observations TY . Thus,

the construction of the tree on the observations TY is based on a metric

induced by the tree on the features TX . The new tree on the observations

TY then defines a new metric between pairs of features dTY (x, x
0). Using this

metric, a new partition tree is constructed on the features TX , and a new

iteration begins. Thus, this approach exploits the strong coupling between

the features and the observations. This enables an iterative procedure in

which the pair of trees are refined from iteration to iteration, providing in

turn a more accurate metric on the features and on the observations. We

will show that the resulting tree-based transform and corresponding metric

enable a multiscale analysis of the dataset, reordering of the observations

and features, and detection of meaningful joint clusters in the data.

10.2.3 Partition trees

Given a dataset Z, we construct a hierarchical partitioning of the observa-

tions and features defined by a pair of trees. Without loss of generality, we

define the partition trees in this section with respect to the features.

Let TX be a partition tree on the features. The partition tree is composed

of L+1 levels, where a partition P
l

is defined for each level 0  l  L. The

partition P
l

= {I
l,1

, ..., I
l,n(l)

} at level l consists of n(l) mutually disjoint

non-empty subsets of indices in {1, ..., n
X

}, termed folders and denoted by

I
l,i

, i 2 {1, ..., n(l)}. Note that we define the folders on the indices of the

set and not on the features themselves.
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The partition tree TX has the following properties:

• The finest partition (l = 0) is composed of n(0) = nX singleton folders,

termed the “leaves”, where I
0,i

= {i}.
• The coarsest partition (l = L) is composed of a single folder, P

L

=

I
L,1

= {1, ..., nX }, termed the “root”.

• The partitions are nested such that if I 2 P
l

, then I ✓ J for some

J 2 P
l+1

, i.e., each folder at level l � 1 is a subset of a folder from

level l.

The partition tree is the set of all folders at all levels T = {I
l,i

| 0  l 
L, 1  i  n(l)}, and the number of all folders in the tree is denoted by

N = |T |. The size, or cardinality, of a folder I, i.e. the number of indices

in that folder, is denoted by |I|.
Given a dataset, there are many methods to construct a partition tree,

including deterministic, random, agglomerative (bottom-up) and divisive

(top-down) [21, 34, 58]. For example, in a bottom-up approach, we begin

at the lowest level of the tree and cluster the features into small folders.

These folders are then clustered into larger folders at higher levels of the

tree, until all folders are merged together at the root of the tree. Some ap-

proaches take into account the geometric structure and multiscale nature of

the data by incorporating a�nity matrices defined on the data, and manifold

embeddings [4, 58].

Ankenman [4] proposed “flexible trees”, whose construction requires an

a�nity kernel defined on the data, and is based on a low-dimensional di↵u-

sion embedding of the data [38]. Given a metric between features d(x, x0), a

local pairwise a�nity kernel k(x, x0) = exp{�d(x, x0)/�2} is integrated into

a global representation on the data via a manifold embedding representation

 , which minimizes

min
X

x,x

0

k(x, x0)k (x)� (x0)k2
2

. (10.2)

The clustering of the folders in the flexible tree algorithm is based on the

Euclidean distance between the embedding  of the features (the di↵usion

distance), which integrates the original metric d(x, x0). We briefly review

the algorithm in Sec. 10.A.
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The construction of the tree does not rely directly on the high-dimensional

features but on the low-dimensional geometric representation underlying the

data. The quality of this representation, and therefore, of the constructed

tree depends on the metric d(x, x0), since the metric is derived from the

partition trees. Since our approach is based on an iterative procedure, the

tree construction is refined from iteration to iteration, as both the tree and

the metric on the features are updated based on the organization of the

observations, and vice versa. This also updates the a�nity kernel between

observations and the a�nity kernel between features, therefore updating the

dual graph structure of the dataset.

10.3 Tree transforms

Given partition trees TX and TY , defined on the features and observations,

respectively, we propose several transforms induced by the partition trees,

which are defined by a linear transform matrix and generalizes the method

proposed in [4]. In the following we focus on the feature set X , but the same

definitions and constructions apply to the observation set Y.

The proposed transforms project the data onto a high dimensional space

whose dimensionality is equal to the number of folders in the tree, denoted by

NX , i.e. the transform maps T : X ! RNX . Each transform is represented

as a matrix of size NX ⇥nX , where nX is the number of features. We denote

the row indices of the transform matrices by i, j 2 {1, 2, ..., NX } indicating

the unique index of the folder in TX . We denote the column indices of

the transform matrices by x, x0 2 X (y, y0 2 Y), which are the indices of the

features (observations) in the data. We define 1I to be the indicator function

on the features x 2 {1, ..., nX } belonging to folder I 2 TX . Note that tree

transforms obtained from TX are applied to the dataset as ẐX = TXZ and

tree transforms obtained from TY are applied to the dataset as ẐY = ZTT

Y .

We begin with transforms induced by a tree in a single dimension (features or

observations) analogously to a typical one-dimensional linear transform. We

then extend these transforms to joint-tree transforms induced by a pair of

trees {TX , TY} on the observations and the features, analogously to a two-

dimensional linear transform. Finally, we propose multi-tree transforms

in the case that we have more than one tree in a single dimension, for

example we have constructed a set of trees {TX } on the features X , each
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constructed from a di↵erent dataset consisting di↵erent observations with

the same features.

10.3.1 Averaging transform

Let S be an NX ⇥ nX matrix representing the structure of a given tree

TX , by having each row i of the matrix be the indicator function of the

corresponding folder I
i

2 TX :

S[i, x] = 1I
i

(x) =

(

1, x 2 I
i

0, otherwise
(10.3)

Applying S to an observation vector y 2 RnX yields a vector of length NX
where each element i 2 {1, ..., NX } is the sum of the elements y(x) for x 2 I

i

:

(Sy)[i] =
X

x2X
y(x)1I

i

(x) =
X

x2I
i

y(x) (10.4)

The sum of each row of S is the size of its corresponding folder:

X

x

S[i, x] =
X

x

1I
i

(x) = |I
i

|. (10.5)

The sum of each column is the number of levels in TX :
X

i

S[i, x] =
X

I
i

2TX

1I
i

(x) = L+ 1, (10.6)

since the folders are disjoint at each level such that each feature belongs

only to a single folder at each level.

From S we derive the averaging transform denoted by M. Let D 2
RNX⇥NX be a diagonal matrix whose elements are the cardinality of each

folder: D[i, i] = |I
i

|. We calculate M 2 RNX⇥nX by normalizing the rows of

S, so the sum of each row is 1:

M = D�1S. (10.7)

Thus, the rows i of M are uniformly weighted indicators on the indices of
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X for each folder I
i

:

M[i, x] = (D�1S)[i, x] =
1

|I
i

|1I
i

(x)

=

(

1

|I
i

| , x 2 I
i

0, otherwise.

(10.8)

Note that the matrix S and the averaging transform M share the same

structure, i.e. they di↵er only in the value of the their non-zero elements.

Alternatively if we denote by m(y, I) the average value of y(x) in folder

I:
m(y, I) = 1

|I|
X

x2I
y(x), (10.9)

then applying the averaging transform M to y yields a vector ŷ of length

NX such that each element i is the average value of y in folder I
i

(10.9):

ŷ[i] = (My)[i] = m(y, I
i

), 1  i  NX . (10.10)

The averaging transform reinterprets each folder in the tree as apply-

ing a uniform averaging filter, whose support depends on the size of the

folder. Applying the feature-based transform MX to the dataset Z yields

ẐX = MXZ 2 RNX⇥nY , a data-driven multi-scale representation of the

data. As opposed to a multiscale representation defined on a regular grid,

here the representation at each level is obtained via non-local averaging of

the coe�cients from the level below. The finest level of the representation is

the data itself, which is then averaged in increasing degree of coarseness and

in a non-local manner according to the clusters defined by the hierarchy in

the partition tree. The columns of ẐX are the multiscale representation ŷ of

each observation y. The rows of ẐX are the centroids of the folders I 2 TX
and can be seen as multiscale meta-features of length nY :

C
i

(y) =
X

x

M[i, x]Z[x, y], 1  y  nY . (10.11)

In a similar fashion denote by ẐY = ZMT

Y the application of the observation-

based transform to the entire dataset. Additional properties of S and M

appear in Appendix 10.B.

In Fig. 10.1, we display an illustration of a partition tree and the resulting
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=
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(a)

(b)

Figure 10.1: (a) Partition tree T . (b) Averaging transform matrix M in-
duced by the tree and applied to column vector y(x). The color of the
elements in the output correspond to the color of the folders in the tree.

averaging transform. Fig. 10.1(a) is a partition tree TX constructed on X
where nX = 8. Fig. 10.1(b) is the averaging transform M corresponding to

the partition tree TX . For visualization purposes we construct M as having

columns whose order correspond to the leaves of the tree TX (level 0). This

reordering also needs to be applied to the data vectors y, and is essentially

one of the aims of our approach. The lower part of the transform is just the

identity matrix, as it corresponds to the leaves of the tree. The number of

rows in the transform matrix is NX = |T | = 14, as the number of folders in

the tree. The transform is applied to a (reordered) column y 2 R8, yielding

the coe�cient vector ŷ = My 2 R14. The coe�cients are colored according

to the corresponding folders in the tree.

To further demonstrate and visualize the transform, we apply the av-

eraging transform to an image in Fig. 10.2. We treat a grayscale image

as a high-dimensional dataset where X is the set of rows and Y is the set

of columns. We calculate a partition tree TY on the columns displayed in

Fig. 10.2(a). We then calculate the averaging transform and apply it to the

image yielding ẐY = ZMT

Y . The result is presented in Fig. 10.2(b). Each

row x has now been extended to a higher dimension NY , where we separate
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the levels of the tree with red lines for visualization purposes. Each of the

columns ẐY is the centroid of folder I in the tree. The right-most sub-matrix

is the original image and as we move left we have coarser and coarser scales.

The averaging is non-local and the folder sizes vary, respecting the structure

of the data. Thus on the second level of the tree, the building on the right

is more densely compressed compared to the building on the left.

(a)

(b)

(c)

level 
0

level 
1

level 
2

le
ve

ls

Figure 10.2: (a) Column tree of an image. (b) Application of averaging
transform to the image. (c) Application of di↵erence transform to the image.



188 10. DATA-DRIVEN TREE TRANSFORMS AND METRICS

10.3.2 Di↵erence transform

The goal of our approach is to organize the data in smooth nested folders.

Thus, it is of value to determine how smooth is the hierarchical structure

of the tree, i.e. does the merging of folders on one level into a single folder

on the next level preserve the smoothness. Let � be an NX ⇥ nX matrix,

termed the multiscale di↵erence transform. This transform yields the dif-

ference between ŷ[i] and ŷ[j] where j is the index of the immediate parent

of folder i.

The matrix � is obtained from the averaging matrix M as:

�[i, x] = M[i, x]�M[j, x], I
l,i

⇢ I
l+1,j

(10.12)

Therefore, � = RM, where R 2 RNX⇥NX is defined on the folders of TX
as:

R[i, j] =

8

>

<

>

:

1, I
i

= I
j

�1, I
l,i

⇢ I
l+1,j

0, I
l,i

* I
l+1,j

. (10.13)

Applying� to observation y yields a vector of length NX whose element

i is the di↵erence between the average value of y in folder I
l,i

and the average

value in its immediate parent folder I
l+1,j

:

(�y)[i] =

(

m(y, I
L,1

), I
i

= I
L,1

m(y, I
l,i

)�m(y, I
l+1,j

), I
l,i

⇢ I
l+1,j

,
(10.14)

where for the root folder, we define (�y)[i] to be the average over all features.

This choice leads to the definition of an inverse transform below. Thus, the

rows i of � are given by:

�[i, x] =

8

>

>

>

>

<

>

>

>

>

:

1

|I
i

| , I
i

= I
L,1

1

|I
l,i

| � 1

|I
l+1,j | , x 2 I

l,i

⇢ I
l+1,j

� 1

|I
l+1,j | , x /2 I

l,i

⇢ I
l+1,j

, x 2 I
l+1,j

0, x /2 I
l,i

, x /2 I
l+1,j

(10.15)
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The sum of the rows of �:

�[i, x] =

(

1, I
i

= I
L,1

0, otherwise
(10.16)

The di↵erence transform can be seen as revealing “edges” in the data, how-

ever these edges are non-local. Since the tree groups features together based

on their similarity and not based on their adjacency, the di↵erence between

folders is not restricted to the given ordering of the features. This demon-

strated in Fig. 10.2(c) where the di↵erence transform of the column tree has

been applied to the 2D image as Z�T

Y .

The data can be recovered from the di↵erence transform by:

y = ST (�y) (10.17)

Proof 4 An element (ST�y)[x] is given by

(ST�y)[x] =
X

I
l,i

2TX
I
l,i

⇢I
l+1,j

l<L

1I
i

(x) (m(y, I
l,i

)�m(y, I
l+1,j

)) +m(y, I
L,1

) =

=
X

I
l,i

2TX
0lL

1I
i

(x)m(y, I
l,i

)�
X

I
l,i

2TX
1lL

1I
i

(x)m(y, I
l,i

)

=

n(0)

X

i=1

m(y, I
0,i

) = y(x) ⇤

(10.18)

The first equality is due to the folders on each level being disjoint such

that if x 2 I
l,i

and I
l,i

⇢ I
l+1,j

then x 2 I
l+1,j

, and I
l+1,j

is the only

folder containing x on level l+1. This enables us to process the data in the

tree-based transform domain and then reconstruct using the sum transform:

ŷ = ST f(�y), (10.19)

where f : RN

X ! RN

X is a function in the domain of the tree folders. For

example, we can threshold coe�cients based on their energy or the size of

their corresponding folder.
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10.3.3 Joint-tree transforms

Given the matrix Z on X ⇥Y , and the respective partition trees TX and TY ,
we now define joint-tree transforms that operate on the features and obser-

vations of Z simultaneously. This is analogous to typical 2D transforms.

The joint-tree averaging transform is applied as

ẐX ,Y = MXZM
T

Y .

The resulting matrix of size NX ⇥NY provides a multiscale representation

of the data matrix, admitting a block-like structure corresponding to the

folders in both trees. On the finest level we have Z and then on coarser

and coarser scales we have smoothed versions of Z, where the averaging

is performed under the joint folders at each level. The coarsest level is of

size 1 ⇥ 1 corresponding to the joint root folder. This matrix is analogous

to a 2D Gaussian pyramid representation of the data, popular in image

processing [23]. However, as opposed to the 2D Gaussian pyramid in which

each level is a reduction of both dimensions, applying our transform yields

all combinations of fine and coarse scales in both dimensions. The joint-

tree averaging transform yields a result similar to the directional pyramids

introduced in [170], however the “blur” and “sub-sample” operations in our

case are data-driven and non-local.

The joint-tree di↵erence transform is applied as �XZ�T

Y . This matrix

is analogous to a 2D Laplacian pyramid representation of the data, reveal-

ing “edges” in the data. As in applying a 1D transform, the data can be

recovered from the joint-tree di↵erence transform as

Z = ST

X�XZ�
T

YSY . (10.20)

Figure 10.3 presents applying the joint-tree averaging transform and

joint-tree di↵erence transform to the 2D image. Within the red border

we display “zooming in” on level l � 1 in both trees TX and TY .

10.3.4 Multi-tree transforms

At each level of the partition tree, the folders are grouped into disjoint

sets. A limitation of using partition trees, therefore, is that each folder

is connected to a single “parent”. However, it can be beneficial to enable
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(a) (b)

Figure 10.3: (a) Joint-tree averaging transform applied to image. (b) Joint-
tree di↵erence transform applied to image.

a folder on one level to participate in several folders at the level above,

such that folders overlap, as in [2]. We propose an approach that enables

overlapping folders in the bi-organization framework by constructing more

than one tree on the features X , and we extend the single tree transforms

to multi-tree transforms. This generalizes the partition tree such that each

folder can be connected to more than one folder in the above level, i.e. this

is no longer a tree because it is now cyclic but still a bipartite graph. In

Sec. 10.4.3, we derive from these transforms a new multi-tree metric. Note

that in contrast to the joint-tree transform, which incorporates a joint pair

of tree over both the features and the observations, here we are referring to

a set of trees defined for only the features, or only the observations.

Given a set of nT di↵erent partition trees on X , denoted {T
t

}nT
t=1

, we

construct the multi-tree averaging transform. Let fMX be an eNX ⇥ nX
matrix, constructed by concatenation of the averaging transform matrices

MT induced by each of the trees {T
t

}nT
t=1

. The number of rows in the multi-

tree transform matrix is denoted by eNX and equal to the number of folders

in all of the trees
P

t

|T
t

|. Yet since all trees {T
t

}nT
t=1

contain the same

root and leaves folders, we remove the multiple appearance of the rows

corresponding to these folders and include them only once (then eNX =
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(a)

(b)

(c)

(d)

Figure 10.4: (a) Multiple partition trees (b) merged into “generalized tree”
(bi-partite hierarchical graph). (c) Top is hierarchical clustering for left tree,
bottom is hierarchical clustering for right. The two contain overlapping and
redundant clusters. The colors of the borders outlining the clusters corre-
spond to the color of the nodes in the trees. (d) Final merged “generalized
tree”.

P

t

|T
t

| � (nT � 1)(1 + nX )). Thus, the matrix of the multi-tree averaging

transform now represents a decomposition via a single root, a single set of

leaves and many multiscale folders that are no longer disjoint. This implies

that instead of considering multiple “independent” trees, we have a single

“generalized” tree where at each level we do not have disjoint folders, but

instead overlapping folders. Additional properties of multi-tree transforms

appear in Appendix 10.C.

Such a multi-tree is demonstrated in Fig. 10.4. Figure 10.4(a) presents

two di↵erent partition trees that are merged into a “generalized tree” with

overlapping folders in Fig. 10.4(b). The hierarchical clustering of the nodes

in each tree is shown in Fig. 10.4(c), indicating overlapping and redundant

clusters. These are reduced in the final tree in Fig. 10.4(d). Yet, an advan-

tage of our tree transform framework is circumventing the need to actually

calculate the bipartite graph and remove the redundant clusters. Instead,

this is handled implicitly by applying the multi-tree transforms to the data.
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10.4 Tree-based metric

The success of the data organization and the refinement of the partition

trees depends on the metric used to construct the trees. We assume that

a true reordering of the data recovers smooth joint clusters of observations

and features. Therefore, a metric for comparing pairs of observations should

not only compare their values for individual features (as in the Euclidean

distance), but also across clusters of features, which are expected to have

similar values. Thus, we present a metric dT in the multiscale representation

yielded by the tree transforms. Using this metric, the construction of the

tree on the features takes into account the structure of the underlying graph

on the observations as represented by its partition tree. The partition tree

on the observations in turn relies on the graph structure of the features.

In each iteration a new tree is calculated based on the metric from the

previous iteration, and then a new metric is calculated based on the new

tree. This can be seen as updating the dual graph structure of the data

in each iteration. The iterative bi-organization algorithm is presented in

Alg. 5.

10.4.1 Tree-based EMD

Coifman and Leeb [40] define a tree-based metric approximating the Earth

Mover’s Distance (EMD) in the setting of hierarchical partition trees. Given

a 2D matrix Z, equipped with a partition tree on the features TX , consider
two observations y, y0 2 Y. The tree-based metric between the observations

is defined as

dTX (y, y
0) =

X

I2TX

✓ |I|
nX

◆

�

|m(y � y0, I)|, (10.21)

where � is a parameter that weights the folders in the tree based on their

size. Following our formulation of the trees inducing linear transforms, this

tree-based metric can be seen as a weighted l
1

distance in the space of the

averaging transform.

Theorem 10.4.1 Given a partition tree on the features TX , define the NX⇥
NX diagonal weight matrix W[i, i] =

⇣

|I
i

|
nX

⌘

�

. Then the tree metric (10.21)

between two observations y, y0 2 RnX is equivalent to the weighted l
1

distance
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between the averaging transform coe�cients:

dTX (y, y
0) = kW(ŷ � ŷ0)k

1

. (10.22)

Proof 5 An element of the vector W(ŷ � ŷ0) is

(WM(y � y0))[i] =
X

j

W[i, j](M(y � y0))[j]

= W[i, i](M(y � y0))[i]

=

✓ |I
i

|
nX

◆

�

m(y � y0, I
i

).

(10.23)

Therefore:

kW(ŷ � ŷ0)k
1

=
X

I2T

✓ |I
i

|
nX

◆

�

|m(y � y0, I)| ⇤ (10.24)

Note that the proposed metric is equivalent to the l
1

distance between vec-

tors of higher-dimensionality than the original dimension of the vectors.

However, by weighting the coe�cients with W, the e↵ective size of the new

vectors is smaller than the original dimensionality, as the weights rapidly

decrease to zero based on the folder size.

This interpretation of the metric as the l
1

distance between multiscale

transforms has two computational advantages. First, it enables us to ap-

ply approximate nearest-neighbor search algorithms suitable for the l
1

dis-

tance [6,162]. Second, we can relax the l
1

norm to other norms such as l
2

or

l1. Formulating the l
2

distance between the averaging transform coe�cients

yields

d̃TX (y, y
0) = (y � y0)TMTM(y � y0) = kŷ � ŷ0k2

2

, (10.25)

where the elements of the nX ⇥ nX matrix MTM are

MTM[x, x0] =
X

I:x,x02I

1

|I|2 . (10.26)

It also us enables to generalize the metric to a joint-tree metric defined for

a joint pair of trees {TX , TY}, to incorporate several trees over the features
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{TX }nT in a multi-tree metric via the multi-tree transform, and to seamlessly

introduce weights on the coe�cients by setting the elements of W.

10.4.2 Joint-tree Metric

In [103] we proposed a 2D metric given a pair of partition trees in the

setting of organizing a rank-3 tensor. Here we reformulate this metric in the

transform space by generalizing the tree-based metric to a joint-tree metric

using the coe�cients of the joint-tree transform. The joint-tree averaging

transform induces a joint-tree metric between two 2D matrices, for example

when comparing two 2D slices of rank-n tensors for n > 2. Given a partition

tree TX on the features and a partition tree TY on the observations, the

distance between two matrices Z
1

and Z
2

is defined as

dTX ,TY (Z1

,Z
2

) =
X

I2TX
J2TY

|m(Z
1

� Z
2

, I ⇥ J )| |I|
�X |J |�Y

n�XX nY�Y
. (10.27)

The value m(Z, I ⇥ J ) is the mean value of a matrix Z on the joint folder

I ⇥ J = {(x, y) | x 2 I, y 2 J }:

m(Z, I ⇥ J ) =
1

|I||J |
X

x2I,y2J
Z[x, y]. (10.28)

Theorem 10.4.1 can be generalized to a 2D transform applied to 2D matrices.

Corollary 10.4.2 The joint-tree metric (10.27) between two matrices given

a partition tree TX on the features and a partition tree TY on the observations

is equivalent to the l
1

distance between the weighted 2D multiscale transform

of the two matrices:

dTX ,TY (Z1

,Z
2

) = kWXMX (Z1

� Z
2

)MT

YWYk1. (10.29)

10.4.3 Multi-tree Metric

The definition of the metric in the transform domain enables a simple ex-

tension to a metric derived from a multi-tree composition. Given a set of

multiple trees {T
t

}nT
t=1

defined on the features X as described in Sec. 10.3.4,

we define a multi-tree metric using the multi-tree averaging tree transform
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as:

d{T }(y, y
0) = kfWfM(y � y0)k

1

, (10.30)

where fW is a diagonal matrix whose elements are
⇣

|I
i

|
nX

⌘

�

for all I 2 T and

for all trees in {T
t

}nT
t=1

. This metric is equivalent to averaging the single tree

metrics:

d{T }(y, y
0) = kfWfM(y � y0)k

1

=
1

nT

X

T
kWT MT (y � y0)k

1

=
1

nT

X

T
dT (y, y

0).

(10.31)

Note that in contrast to the joint-tree metric, which incorporates a pair of

trees over both the features and the observations, here we are referring to a

set of trees defined for only the features, or only the observations.

A question that arises is how to construct multiple trees? For matrix

denoising in a bi-organization setting, Ankenman [4] applies a spin-cycling

procedure: constructing many trees by randomly varying the parameters

in the partition tree construction algorithm. Multiple trees can also be

obtained by initializing the biorganization with di↵erent metric choices for

d
(0)

X (x, x0) (step 2 in Alg. 5), e.g., Euclidean, correlation, etc. Another option,

which we demonstrate experimentally on real data in Sec. 10.5, arises when

we have multiple data sets of observations with the same set of features, or

multiple data sets with the same observations but di↵erent features as in

multi-modal settings. In such cases, we construct a partition tree for each

dataset separately and then combine them using the muti-tree metric.

10.4.4 Local Refinement

We propose a new approach to constructing multiple trees, leveraging the

partition of the data during the bi-organization procedure itself. This ap-

proach is based on a local refinement of the partition trees, which results in a

smoother organization of the data. The bi-organization method is e↵ective

when correlations exist among both observations and features, by reveal-

ing a hierarchical organization that is meaningful for all the data together.
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Algorithm 5 Bi-organization Algorithm

Init
Input Dataset Z of features X and observations Y

Starting with features X
Calculate initial metric d

(0)

X (x, x0)

Calculate initial flexible tree T (0)

X .
Iterative analysis

Input Flexible tree on features T (0)

X , weight function on tree folders
W[i, i] = !(I

i

)
for n � 1 do

Given tree T (n)

X , calculate multiscale tree metric between observa-

tions d(n)TX (y, y
0) = kWM(y � y0)k

1

Calculate flexible tree on the observations T (n)

Y .

Repeat steps 5-6 for the features X given T (n)

Y and obtain T (n+1)

X .
end for

Yet, since the bi-organization approach is global and takes all observations

and all features into account, it needs to achieve the best organization on

average. However, the correlations between features may di↵er among sub-

populations in the data, i.e. the correlations between features depend on

the set of observations taken into account (and vice-versa).

For example, consider a dataset of documents where the observations Y
are documents belonging to di↵erent categories, the features X are words

and Z(x, y) indicates whether a document y contained a word x. Grouping

the words into disjoint folders forces a single partition of the vocabulary that

disregards words that belong to more than one conceptual group of words.

These connections could be revealed by taking into account the context, i.e.

the subject of the documents. By diving the documents into a few contex-

tual clusters, and calculating a local tree on the words TX for each such

cluster, the words are grouped together conceptually according to the local

category. The word “field” for example will be joined with di↵erent neigh-

bors, depending on whether the analysis is applied to documents belonging

to “agriculture”, “mathematics” or “sports”.

Therefore, we propose to take advantage of the unsupervised cluster-

ing obtained by the partition tree on the observations TY , and apply a

localized bi-organization to folders of observations. Formally, we apply the
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Algorithm 6 Bi-organization local refinement

Input Dataset Z, observation tree TY
Choose level l in tree
for i 2 {1, ..., n(l)} do

Set !(I
j

) = 1 8!(I
j

) ✓ I
l,i

, otherwise !(I
j

) = 0.
Calculate initial a�nity on features for subset of observations as
weighted tree-metric d(0)(x, x0) = dTY (x, x

0;!(I
j

))

Calculate initial flexible tree on features T (0)

X
Perform iterative analysis (steps 4-8 in Alg. 5) for Z on X and eY.

end for
Merge observation trees {T eY}n(l) back into global tree TY

Output Refined observation tree TY , Set of feature trees {TX }n(l)
i=1

bi-organization algorithm to a subset of Z containing all features X and a

subset of observations belonging to the same folder eY = {y | y 2 J 2 TY}.
This local bi-organization results in a pair of trees: a local tree T eY orga-

nizing the subset of observations eY, and a feature tree TX that organizes

all the features X based on this subset of observations that share the same

local structure, rather than the global structure of the data. This reveals

the correlations between features for this sub-population of the data, and

provides a localized visualization and exploratory analysis for subsets of the

data discovered in an unsupervised manner. This is meaningful when the

data is unbalanced and a subset of the data di↵ers drastically from the rest

of the data, e.g., due to anomalies.

Thus, by performing a separate localized organization for each folder J
from a single layer l in the observations tree TY , we can then merge the

obtained local observation trees {T eY}n(l) back into one global tree, with

refined partitioning. In addition, we obtain a set of several corresponding

trees on the features {TX }n(l), which we can use to calculate a multi-tree

metric (10.30). Our local refinement algorithm is presented in Alg. 6. Ap-

plying this algorithm to refine the global structures of both the observations

tree TY and the features tree TX results in a smoother bi-organization of the

data.

Note that this approach is unsupervised and relies on the data-driven

organization of the data. However, this approach can also be used in a

supervised setting, when there are labels on the observations. Then we
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calculate a di↵erent partition tree on the features for each separate label (or

sets of labels) of the observations, revealing the hierarchical structure of the

features for each label. This will be explored in future work.

10.4.5 Weight Selection

The calculation of the metric depends on the weight attached to each folder.

We generalize the metric such that the weight is W[i, i] = !(I
i

), where

!(I
i

) > 0 is a weight function associated with folder I
i

. The weights can

incorporate prior smoothness assumptions on the data, and also enable to

enhance either coarse or fine structures in the similarity between samples.

The choice !(I
i

) =
⇣

|I
i

|
nX

⌘

�

in [40] makes the tree metric (10.21) equiv-

alent to EMD, i.e., the ratio of EMD to the tree-based metric is always

between two constants. The parameter � weights the folder by its relative

size in the tree, where � > 0 emphasizes coarser scales of the data, while

� < 0 emphasizes di↵erences in fine structures.

Ankenman [4] proposed a slight variation to the weight also encompass-

ing the tree structure:

!(I
i

) = 2�↵l(Ii)
✓ |I

i

|
nX

◆

�

, (10.32)

where ↵ is a constant and l(I
i

) is the level at which the folder I
i

is found

in T . The constant ↵ weights all folders in a given level equally. Choosing

↵ = 0 resorts to the original weight. In analogue to signal processing, setting

↵ > 0 corresponds to putting a higher weight on low frequencies whereas

↵ < 0 corresponds to enhancing high frequencies. In an unbalanced tree,

where a small folder of features remains separate for all levels of the tree (an

anomalous cluster of features), ↵ can be used to enhance the importance of

this folder, as opposed to �, which would decrease its importance based on

its size.

We propose a di↵erent approach. Instead of weighting the folders based

on the structure of the tree, which requires a-priori assumptions on the

optimal scale of the features or the observations, we set the folders weights

based on their content. By applying the di↵erence transform to the data,

we obtain a measure for each folder defining how homogeneous it is. This

reduces the number of parameters in the algorithm, which is advantageous



200 10. DATA-DRIVEN TREE TRANSFORMS AND METRICS

in the unsupervised problem of bi-organization. We calculate for each folder,

the norm of its di↵erence on the dataset Z:

!(I
i

) =

 

X

y

((�XZ)[i, y])
2

!

1/2

=

0

@

X

y

 

X

x

(m(y(x), I
l,i

)�m(y(x), I
l+1,j

)

!

2

1

A

1/2

,

(10.33)

where I
l,i

⇢ I
l+1,j

. This weight is high when I
l,i

⌧ I
l+1,j

. This means that

the parent folder joining I
l,i

with other folders contains non-homogeneous

“populations”. Therefore, assigning a high weight to I
l,i

places importance

on di↵erentiating these di↵erent populations.

The localized refinement procedure in Alg. 6 can also be formalized as

assigning weights !(I) in the tree metric. We set all weights containing a

branch of the tree (a folder and all its sub-folders) to 1 and set all other

weights to zero:

!(I
i

) =

(

1, I
i

✓ I
j

0, otherwise,
(10.34)

where I
j

is the root folder of the branch. Thus, using these weights, the

metric is calculated based only on a subset of the observations Ỹ. This

metric can initialize a bi-organization procedure of a subset of Z containing

X and Ỹ.

10.5 Experimental Results

Analysis of cancer gene expression data is of critical importance in jointly

identifying subtypes of cancerous tumors and genes that can distinguish the

subtypes or indicate a patient’s long-term survival. Identifying a patient’s

tumor subtype can determine the course of treatment, such as recommen-

dation of hormone therapy in some subtypes of breast cancer, and is a an

important step toward the goal of personalized medicine. Bi-clustering of

breast cancer data has identified sets of genes whose expression levels cate-

gorize tumors into five subtypes with distinct survival outcomes [137]: Lumi-

nal A, Luminal B, Triple negative/basal-like, HER2 type and “Normal-like”.

Related work has aimed to classify samples into each of these subtypes or
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Figure 10.5: Global bi-organization of the METABRIC dataset. The sam-
ples (columns) and genes (rows) have been reordered so they correspond to
the leaves of the two partition trees. Below the organized data are clinical
details for each of the samples: two types of breast cancer subtype labels (re-
fined [98] and PAM50 [114]) hormone receptor status (ER, PR) and HER2
status.

identify other types of significant clusters based on gene expression, clinical

features and DNA copy number analysis [26,43,98,114]. The clustered den-

drogram obtained by agglomerative hierarchical clustering of the genes and

the subjects is widely used in the analysis of gene expression data. However,

in contrast to our approach, hierarchical clustering is usually applied with a

metric, such as correlation, that is global and linear, and does not take into

account the structure revealed by the multiscale tree structure of the other

dimension. Conversely, our approach enables us to iteratively update both

the tree and metric of the subjects based on the metric for the genes, and

update the tree and metric of the genes based on the metric for the subjects.

We analyze three breast cancer gene expression datasets, where the fea-

tures are the genes and the observations are the tumor samples. The first
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1

4 5

2 3

Figure 10.6: (top) Histograms of folders in sample tree of METABRIC. The
color of the border corresponds to the circles in the tree. (bottom) Survival
curves for each folder.

dataset is the METABRIC dataset, containing gene expression data for 1981

breast tumors [43] collected with a gene expression microarray. We denote

this dataset Z
M

, and its set of samples Y
M

. The second dataset, Z
T

, is

taken from The Cancer Genome Atlas (TCGA) Breast Cancer cohort [25]

and consists of 1218 samples, Y
T

. This dataset was profiled using RNA se-

quencing, which is a newer and more advanced gene expression technology.

The third dataset Z
B

(BRCA-547) [26], comprising of 547 samples Y
B

, was

acquired with microarray technology. These 547 samples are also included

in the TCGA cohort, but the genes expression was profiled using a di↵erent

technology.

We selected X to be the 2000 genes with the largest variance in METABRIC

from the original collection of ⇠ 40000 gene probes. In related work, the

analyzed genes were selected in a supervised manner based on prior knowl-

edge or statistical significance in relation to patient survival time [43, 98,

114, 115, 137]. Here we present results of a purely unsupervised approach

aimed at exploratory analysis of high-dimensional data, and we do not use

the survival information or subtypes labels in either applying our analysis

or for gene selection, but only in evaluating the results. In the remainder of

this section we present three approaches in which the tree transforms and

metrics are applied for the purpose of unsupervised organization of gene
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expression data.

Regarding implementation, in this application we use flexible trees [4]

to construct the partition trees in the bi-organization. We initialize the bi-

organization with a correlation a�nity on the genes (d(0)X (x, x0) in Step 2 in

Alg. 5), which is commonly used in gene expression analysis.

10.5.1 Subject Clustering

We begin with a global analysis of all samples of the METABRIC data

using the bi-organization algorithm presented in Alg. 5. We perform two

iterations of the bi-organzation using the tree-based metric with the data-

driven weights defined in (10.33). The organized data and corresponding

trees on the samples and on the genes are shown in Fig. 10.5. The samples

and genes have been reordered such that they correspond to the leaves of the

two partition trees. Below the organized data we provide clinical details for

each of the samples: two types of breast cancer subtype labels, refined [98]

and PAM50 [114], hormone receptor status (ER, PR) and HER2 status.

We analyze the folders of level l = 5 on the samples tree, which divides

the samples into five clusters (the corresponding folders are marked with

numbered colored circles).

In Fig. 10.6 we present histograms of the refined subtype labels for each

of the numbered folders in the samples tree, and plot the disease-specific

survival curve of each folder in the bottom graph. The histograms of each

folder is surrounded by a colored border corresponding to the colored circle

indicating the relevant folder in the tree in Fig. 10.5. Note that the folders

do not just separate data according to subtype as in the dark blue and light

blue folders (Basal and Her2 respectively), but also separate data according

to the survival rates. If we compare the orange and green folders that are

grouped in the same parent folder, both contain a mixture of Luminal A

and Luminal B, yet they have distinctive survival curves. The p-value of

this separation using the log-rank test was 4.35⇥ 10�21.

We next compare our weighted metric (10.33) to the original EMD-like

metric (10.21), using di↵erent values of � and ↵ in (10.32), which represent

di↵erent emphasis of the transform coe�cients depending on the support of

the corresponding folders or the level of the tree. We evaluate our approach

by both measuring how well the obtained clusters represent the cancer sub-
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Table 10.1: METABRIC Self organization

RI ARI VI p-value
weighted 0.79 0.45 1.48 4.35⇥ 10�21

� = 0, ↵ = 0 0.72 0.30 1.77 1.11⇥ 10�17

� = �1,↵ = 0 0.72 0.23 1.98 8.48⇥ 10�10

� = 1, ↵ = 0 0.69 0.20 1.94 1.46⇥ 10�12

� = 0, ↵ = �1 0.74 0.30 1.84 1.11⇥ 10�16

� = 0, ↵ = 1/2 0.72 0.26 1.90 5.23⇥ 10�11

Table 10.2: BRCA-547 Self organization

RI ARI VI p-value
weighted 0.75 0.38 1.38 0.0004
� = 0, ↵ = 0 0.75 0.37 1.39 0.0073
� = �1,↵ = 0 0.74 0.36 1.37 0.0028
� = 1, ↵ = 0 0.72 0.35 1.33 0.0773
� = 0, ↵ = �1 0.74 0.34 1.56 0.0010
� = 0, ↵ = 1/2 0.74 0.35 1.45 0.0130

types, and estimating the statistical significance of the survival curves of the

clusters. We compare the clustering of the samples relative to the refined

subtype labels [98] using three measures: the Rand index (RI) [120], the

adjusted Rand index (ARI) [71], and the variation of information (VI) [93].

The RI and ARI measure the similarity between two clusterings (or par-

titions) of the data. Both return values between 0, no agreement, and 1,

perfect agreement between the two partitions. The third measure is an in-

formation theoretic criterion, where 0 indicates perfect agreement between

two partitions. Finally, we apply Kaplan-Meier analysis of disease-specific

survival rates of the samples, reporting the p-value of the log-rank test.

We select clusters by partitioning the samples into the folders J of the

samples tree TX , at a single level l of the tree which divides the data into 4-6

clusters (typically level L�2 in our experiments). This follows the property

of flexible trees that the level at which folders are joined is meaningful across

the entire dataset, as for each level the distances between joined folders are

similar. For other types of tree construction algorithms, alternative methods

can be used to select clusters in the tree, such as SigClust used in [26].

Results are presented in Table 10.1 for the METABRIC dataset and in
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Table 10.2 for the BRCA-547 dataset. For the METABRIC dataset using the

weighted metric achieves the best results in terms of both clustering relative

to the ground-truth labels and the survival curves of the di↵erent clusters

(note these two criteria do not always coincide). For the BRCA-547 dataset

the weighted metric achieves the best clustering in terms of the RI and ARI

measures and has the lowest p-value. For the VI measure, the clustering by

the weighted metric was slightly larger but comparable to that of two other

parameter choices. These results show that the weighted metric provides a

more accurate organization of the data, while alleviating the need to perform

an exhaustive parameter search for setting the appropriate parameter values

in the metric.

10.5.2 Local refinement

To assess the smoothness of the bi-organization stemming from the con-

structed partition trees, a coherency criterion was proposed in [57]. The

coherency criterion is given by

C(Z; TX , TY) = 1

nXnY
k XZ 

T

Yk1, (10.35)

where  is a Haar-like orthonormal basis proposed by Gavish et. al [58] in

the settings of partition trees, and it depends on the structure of a given

tree. This criterion measures the decomposition of the data in a bi-Haar-like

basis induced by two partition trees TX and TY :  XZ T

Y . The lower the

value of C(Z; TX , TY), the smoother the organization is in terms of satisfying

the mixed Hölder condition (10.1).

In Table 10.3 we demonstrate the improvement gained in the organiza-

tion by applying the local refinement to the partition trees, after performing

bi-organization for di↵erent values of � as well as the weighted metric. We

compare 4 organizations:

• Global organization

• Refined organization of the genes tree TX .
• Refined organization of the samples tree TY .
• Applying a refined organization to both the features and the samples

(refined TX and TY).
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Table 10.3: Coherency of refined bi-organization

Global
TX and TY

Refined
TX

Refined
TY

Refined
TX and TY

weighted 0.7148 0.6093 0.6023 0.5467
� = 0 0.7165 0.6119 0.6030 0.5488
� = �1 0.7150 0.6117 0.6009 0.5482
� = 1 0.7204 0.6103 0.6039 0.5622

Applying the refined local organization to both the genes and the samples,

yields the best result with regard to the smoothness of the bi-organization.

This improvement does not depend on the weights used in the bi-organization.

10.5.3 Bi-organization with multiple datasets

Following the introduction of gene expression profiling by RNA sequencing,

an interesting scenario is that of two datasets profiled using di↵erent tech-

nologies, one using microarray and the other RNA sequencing. Consider,

for example, the METABRIC dataset Z
M

and the TCGA dataset Z
T

, which

share the same features X (in this case genes), but collected for two di↵er-

ent sample sets, Y
M

and Y
T

respectively. In this case, the gene expression

profiles have di↵erent dynamic range and are normalized di↵erently, and the

samples cannot be analyzed together simply by concatenating the datasets.

However, the hierarchical structure we learn on the genes, which defines a

multiscale clustering of the genes, is informative regardless of the technique

used to acquire the expression data.

Thus, the gene metric learned from one dataset can be applied seamlessly

to another dataset and used to organize its samples due to the coupling

between the genes and the samples. We term this “external-organization”,

and demonstrate how it organizes the METABRIC dataset Z
M

using the

TCGA dataset Z
T

. We first apply the bi-organization algorithm to organize

Z
T

, and then we derive the gene tree-based metric dTX from the constructed

tree on the genes TX . This metric is then used to a construct a new tree TY
on the samples set Y

M

of Z
M

.

In Table 10.4 we compare the external organization of METABRIC using

our weighted metric to the original EMD-like metric for di↵erent values of
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Table 10.4: METABRIC External organization

RI ARI VI p-value
weighted 0.74 0.30 1.77 3.71⇥ 10�19

� = 0, ↵ = 0 0.73 0.29 1.87 7.78⇥ 10�16

� = �1,↵ = 0 0.72 0.26 1.87 1.77⇥ 10�16

� = 1, ↵ = 0 0.73 0.28 1.83 4.25⇥ 10�14

� = 0, ↵ = �1 0.72 0.27 1.89 7.02⇥ 10�6

� = 0, ↵ = 1/2 0.73 0.25 1.98 3.33⇥ 10�16

� and ↵. Our results show that the data-driven weights achieve the best

results, reinforcing that learning the weights in a data-adaptive way is more

beneficial than setting the weights based on the size of the folders or the

level of the tree. Applying external organization enables us to assess which

bi-organization of the external dataset and corresponding learned metric

were the most meaningful. Note that for some of the parameter choices,

the external organization of Z
M

using a gene tree learned from the dataset

Z
T

was better than the internal organization. Thus, via the organization of

the dataset Z
M

, we validate that the hierarchical organization of the genes

in Z
T

, and therefore, the corresponding metric, are e↵ective in clustering

samples into cancer subtypes. This also demonstrates that the hierarchical

gene organization learned from one dataset can be successfully applied to

another dataset to learn a meaningful sample organization, even though the

two were profiled using di↵erent technologies. This provides motivation to

integrate information from datasets together.

In our final evaluation, we divide the METABRIC dataset into its two

original subsets: the discovery set comprising 997 tumors and the validation

set comprising 995 tumors. Note that the two sets have di↵erent sample dis-

tributions of cancer subtypes. We compare three approaches for organizing

the data. We begin with the self-organization as in Sec. 10.5.1. We organize

each of the two datasets separately and report their clustering measures in

the first row in Table 10.5 for the discovery cohort and in Table 10.6 for the

validation cohort. Note that the organization achieved using half the data

is less meaningful in terms of the survival rates compared to using all of the

data. This is due to the di↵erent distribution of subtypes and survival times

between the discovery and validation datasets, and in addition, the p-value
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calculation itself is dependent on the sample size used.

One of the important aspects in a practical application is the ability to

process new samples. Our approach naturally allows for such a capability.

Assume we have already performed bi-organization on an existing dataset

and we acquire a few new test samples. Instead of having to reapply the

bi-organization procedure to all of the data, we can instead insert the new

samples into the existing organization. We demonstrate this by using each

subset of the METABRIC dataset to organize the other. In contrast to

the external organization example, here we have two datasets profiled with

the same technology. We can treat this as a training and test set scenario:

construct a sample tree on the training set Y
train

and use the learned metric

on the genes dTX to insert samples from the test set Y
test

into the training

sample tree TYtrain . First, we calculate the centroids of the folders Jj

of level

l = 1 (the level above the leaves) in the samples tree TYtrain :

C
j

(x) =
X

y

MY [j, y]Z[x, y], 1  x  nX , l(J
j

) = 1 (10.36)

These can be considered the representative sample of each folder. We then

assign each new sample y 2 Y
test

to its nearest centroid using the metric

dTX (y, Cj

) derived from the gene tree TX . Thus, we reconstruct the sample

hierarchy on the test dataset Y
test

by assigning each test sample to the

hierarchical clustering of the low-level centroids from the training sample

tree. This approach, therefore, validates the sample organization as well

as the gene organization, whereas the external organization only enables to

validate the gene organization.

We perform this once treating the validation set as the training set and

the discovery set as the test set, and then vice-versa. We report the clus-

tering measures in the second row of Table 10.5 and Table 10.6. Note that

the measures are reported only for the samples belonging to the given set

in the table. Inserting samples from one dataset into the sample tree of an-

other demonstrates an improved organization in some measures compared

to performing self-organization. For example, the organization of the dis-

covery set via the validation tree results in a clustering with improved ARI

and VI measures. This serves as additional evidence for the importance of

integrating information from several datasets together.

Thus far in our experiments, we have gathered substantial evidence for
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the importance of information stemming from multiple data sets. Here, we

harness the multiple tree metric (10.30) to perform integration of datasets in

a more systematic manner. We generalize the external organization method

to several datasets, where we integrate all the learned trees on the genes

{TX } into a single metric via the multi-tree metric.

In addition to the gene tree from both METABRIC datasets, we also

obtain the gene trees from the TCGA and the BRCA-547 datasets, Z
T

and

Z
B

. We then calculate a multi-tree metric (10.30) to construct the sample

tree on either the discovery or validation sets. We report the evaluation mea-

sures in the third row of Table 10.5 and Table 10.6. Taking into account all

measures, the multi-tree metric incorporating four di↵erent datasets best or-

ganizes both the discovery and validation datasets. Integrating information

from multiple sources improves the accuracy of the organization, as aver-

aging the metrics emphasizes genes that are consistently grouped together,

representing the intrinsic structure of the data. In addition, since the metric

integrates the organizations from several datasets, it is more accurate than

the internal organization of a dataset with few samples or a non-uniform

distribution of subtypes.

Our results show that external organization, via either both single or

multi-tree metric, enables us to learn a meaningful multi-scale hierarchy on

the genes and apply it as a metric to organize the samples of a given dataset.

Thus, we can apply information from one dataset to another to recover a

multi-scale organization of the samples, even if they were profiled in a di↵er-

ent technique. In addition, we obtain a validation of the gene organization

of one dataset via another. This cannot be accomplished with traditional

hierarchical clustering in a clustered dendrogram as the clustering of the

samples does not depend on the hierarchical structure of the genes dendro-

gram. However, we can obtain an iterative hierarchical clustering algorithm

for biclustering using our approach. As our bi-organization depends on a

partition tree method, we can use hierarchical clustering instead of flexible

trees in the iterative bi-organization algorithm. Alternatively, as hierarchi-

cal clustering depends on a metric, this can also be formulated as deriving

a transform from the dendrogram on the genes and using its correspond-

ing tree-metric instead of correlation as the input metric to the hierarchical

clustering algorithm on the samples, and vice-versa.

In related work, Cheng, Yang and Anastassiou [32] analyzed multiple
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Table 10.5: METABRIC Discovery organization

discovery RI ARI VI p-value
Self-organization 0.75 0.33 1.81 1.82⇥ 10�11

Inserted into
validation tree

0.74 0.34 1.66 2.93⇥ 10�9

Multi-tree 0.75 0.35 1.63 3.18⇥ 10�13

Table 10.6: METABRIC Validation organization

validation RI ARI VI p-value
Self-organization 0.77 0.33 1.82 3.07⇥ 10�4

Inserted into
discovery tree

0.76 0.30 1.98 9.08⇥ 10�8

Multi-tree 0.76 0.34 1.73 4.24⇥ 10�9

datasets and identified consistent groups of genes across datasets. Zhou et

al. [166] integrate datasets in a platform independent manner to identify

groups of genes with the same function across multiple datasets. The multi-

tree transform can also be used to identify such genes, however this is beyond

the scope of this paper and will be addressed in future work.

10.5.4 Sub-type labels

In breast cancer, PAM50 [114] is typically used to assign intrinsic subtypes

to the tumors. However, Milioli et al. [98] recently proposed a refined set

of subtypes labels for the METABRIC dataset, based on a supervised iter-

ative approach to ensure consistency of the labels using several classifiers.

Their labels are shown to have a better agreement with the clinical markers

and patients’ overall survival than those provided by the PAM50 method.

Therefore, the clustering measures we reported on the METABRIC dataset

were with respect to the refined labels.

In addition, our unsupervised analysis demonstrated higher consistency

with the refined labels than with PAM50. Thus, our unsupervised approach

provides an additional validation to the labeling achieved in a supervised

manner. We divided the data into training and test sets and classified the

test set using k-NN nearest neighbors with majority voting using the tree-

based metric. For di↵erent parameters and increasing numbers of genes
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(nX = 500, 1000, 2000), we had higher agreement with the refined labels

than with PAM50, achieving a classification accuracy of 82% on average.

Classifying with the PAM50 labels had classification accuracy lower by an

average of 10% ± 2%. This is also evident when examining the labels in

Fig. 10.5. Note that whereas PAM50 assigns a label based on 50 genes and

the refined labels were learned using a subset of genes found in a supervised

manner, our approach is unsupervised using the nX genes with the highest

variance.

10.6 Conclusions

In this paper we proposed new data-driven tree-based transforms and met-

rics in a matrix organization setting. We presented partition trees as induc-

ing a new multiscale transform space that conveys the smooth organization

of the data, and derived a metric in the transform space. The trees and

corresponding metrics are updated in an iterative bi-organization approach,

organizing the observations based on the multiscale decomposition of the

features, and organizing the features based on the multiscale decomposi-

tion of the observations. In addition, we generalized the transform and the

metric to incorporate multiple partition trees on the data, allowing for the

integration of several datasets. We applied our data-driven approach to

the organization of breast cancer gene expression data, learning metrics on

the genes to organize the tumor samples in meaningful clusters of cancer

sub-types. We demonstrated how our approach can be used to validate the

hierarchical organization of both the genes and the samples by taking into

account several datasets of samples, even when these datasets were profiled

using di↵erent technologies. Finally, we employed our multi-tree metric to

integrate information from the organization of these multiple datasets and

achieved an improved organization of tumor samples.

In future work, we will explore several aspects of the multiple tree set-

ting. First, the multi-tree transform and metric can be incorporated in

the iterative framework for further refinement. Second, we will generalize

the coherency measure to incorporate multiple trees. Third, we will apply

the multi-tree framework to a multi-modal setting, where observations are

shared across datasets, as for example, in the joint samples shared by the

BRCA-547 and TCGA datasets. Finally, we will reformulate the iterative
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procedure as an optimization problem, enabling to explicitly introduce cost

functions. In particular, cost functions imposing the common structure of

the multiple trees across datasets will be considered.

10.A Flexible trees

We briefly describe the flexible trees algorithm, given the feature set X and

an a�nity matrix on the features denoted WX . For a detailed description

see [4].

1. Input: The set of features X , an a�nity matrix WX 2 RnX⇥nX , and

a constant ✏.

2. Init: Set partition I
0,i

= {i} 8 1  i  nX , set l = 1.

3. Given an a�nity on the data, we construct a low-dimensional embed-

ding on the data [38].

4. Calculate the level-dependent pairwise distances d(l)(i, j) 8 1  i, j 
nX in the embedding space.

5. Set a threshold p

✏

, where p = median
�

d(l)(i, j)
�

.

6. For each index i which has not yet been added to a folder, find its

minimal distance dmin(i) = min
j

{d(l)(i, j)}.

• If dmin(i) < p

✏

, i and j form a new folder if j also does not belong

to a folder. If j is already part of a folder I, then i is added

to that folder if dmin(i) < p

✏

2�|I|+1. Thus, the threshold on the

distance for adding an element to an existing folder is divided by

2 for each added element.

• If dmin(i) > p

✏

, i remains as a singleton folder.

7. The partition P
l

is set to be all the formed folders.

8. For l > 1 and while not all samples have been merged together in a

single folder, steps 4-7 are repeated. Instead of iterating over samples,

we iterate over all the folders I
l�1,i

2 P
l�1

. The distances between

folders depend on the level l, and on the samples in each of the folders.
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10.B Properties of Single-Tree Transforms

The symmetric matrix SST 2 RNX⇥NX is defined on the space of folders.

The elements of the matrix measure the amount of overlap between two

folders:

(SST )[i, j] = |I
i

\

I
j

|, (10.37)

and is bounded by 0  (SST )[i, j]  nX .

Property 10.B.1 For a single tree:

(SST )[i, j] =

(

min{|I
i

|, |I
j

|}, I
i

T I
j

6= ?
0, otherwise

(10.38)

Proof 6 If I
i

T I
j

6= ? then either I
i

✓ I
j

or I
j

✓ I
i

since the folders of

the partition tree are disjoint. Therefore, overlapping folders indicate they

are nested. ⇤

The symmetric matrix STS 2 RnX⇥nX is defined on the space of the

features X .

Property 10.B.2 The matrix element (STS)[x, x0] is the number of folders

containing both features x, x0.

Proof 7

(STS)[x, x0] =
X

i

S[i, x]S[i, x0] =
X

I
i

2TX

1I
i

(x)1I
i

(x0)

= |{I|x, x0 2 I, I 2 TX }|. ⇤
(10.39)

Properties of STS:

• 1  (STS)[x, x0]  L+ 1.

• (STS)[x, x0] = L+ 1 () x = x0.

• (STS)[x, x0] = 1 () x and x0 are joined only at the root of the tree.

The symmetric matrix MMT 2 RNX⇥NX is defined on the space of

folders.
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Property 10.B.3 The elements of the matrix measure the normalized over-

lap between two folders:

(MMT )[i, j] =
|I

i

T I
j

|
|I

i

||I
j

|

=

(

1

max{|I
i

|,|I
j

|} , I
i

T I
j

6= ?
0, otherwise

(10.40)

and is bounded by 0  (SST )[i, j]  1.

Proof 8

MMT [i, j] = D�1SSTD�1, (10.41)

therefore for I
i

T I
j

6= ?:

(MMT )[i, j] =
min{|I

i

|, |I
j

|}
|I

i

||I
j

| =
1

max{|I
i

|, |I
j

|} . ⇤ (10.42)

Property 10.B.4 Given a distance matrix on the features D(x, x0) 2 RnX⇥nX ,

used to construct the partition tree TX , the matrix MDMT 2 RNX⇥NX mea-

sures the average linkage between folders in the tree.

Proof 9

(MDMT )[i, j] =
X

x

X

x

0

1

|I
i

||I
j

|1I
i

(x)d(x, x0)1I
j

(x0)

=
1

|I
i

||I
j

|
X

x2I
i

X

x

02I
j

d(x, x0). ⇤
(10.43)

10.C Properties of Multi-tree transforms

Denote by eS 2 R e
N⇥nX the concatenation of the matrices ST induced by

each of the trees {T }, where the number of rows in the multi-tree transform

matrix eN =
P

nT
t=1

|T
t

| is the sum of all the folders in all the trees. Having

obtained several trees, we can examine the consistency of their construction

by simple matrix multiplication. The symmetric matrix eSeST 2 R e
N⇥ e

N is

defined on the space of the folders from all trees. This matrix is composed

of nT ⇥ nT blocks where each block is ST
t

ST

T
t

0 , t, t0 2 {1, ..., nT }. The



10.C. PROPERTIES OF MULTI-TREE TRANSFORMS 215

elements of each block matrix measure the amount of overlap between two

folders, from two trees:

(eSeST )[i, j] = |I
i

\

I
j

|, I
i

2 T
t

, I
j

2 T
t

0 . (10.44)

This is bounded by 0  (eSeST )[i, j]  nX .

On the other hand, we can measure the consistency between partition-

ing of the features, as performed by several trees. The symmetric matrix

(eST

eS)[x, x0] 2 RnX⇥nX is defined on the space of the features X . The ele-

ments of the matrix (eST

eS)[x, x0] count how many folders contain both fea-

tures x, x0 across all trees.

Proof 10

(eST

eS)[x, x0] =
X

i

eS[i, x]eS[i, x0] =
X

I
i

2{T
t

}nT
1

1I
i

(x)1I
i

(x0)

= |{I|x, x0 2 I, I 2 {T
t

}nT
1

}|. ⇤
(10.45)

Properties of eST

eS:

• 1  (eST

eS)[x, x0]  2 +
P

T (LT � 2).

• (eST

eS)[x, x0] = 1 +
P

T LT () x = x0.

• (eST

eS)[x, x0] = 1 () x and x0 are always joined only at the root

across all trees.

• (eST

eS)[x, x0] 2 Z.

This matrix can be seen as a similarity matrix. The higher (eST

eS)[x, x0] is,

the more joint folders x, x0 share across all trees. Thus despite the possi-

ble arbitrariness in the partitioning of the data via the partition tree al-

gorithm [4], high values of (eST

eS)[x, x0] indicate the features x and x0 are

consistently joined together, and therefore truly similar.



Chapter 11

Research Summary

In this thesis we have analyzed manifold learning for high-dimensional data

analysis, when outliers are present in the data. We focused on challenging

data analysis applications: anomaly detection, target detection and analysis

of data on graphs. We demonstrated that while geometric manifold learn-

ing enables an e�cient separation between an outlier signal and the normal

data, applying manifold learning with out-of-sample function extension in

large datasets has limitations when the data contains outliers. We proposed

a new general framework for out-of-sample extension of a manifold embed-

ding based on a deep learning architecture, which provides a confidence

score on the extended embedding for new data points. We also proposed

e�cient algorithms for anomaly detection in images, based on a multiscale

decomposition of the image and a di↵usion maps representation, in single

channel and multi-channel images. Our results on real world image datasets

demonstrate the robustness of the proposed approach and the advantage of

a data-driven methodology: application of the method is not dependent on

the imaging sensor, background or noise models. Finally, we proposed new

metrics for manifold learning in the supervised setting of target detection,

and in the setting of unsupervised analysis of data on graphs.

Our analysis regarding the limitations of out-of-sample-extension, though

addressing an unsupervised setting, has implications for using manifold

learning in a supervised setting, where out-of-sample extension methods are

used to extend the embedding from a training set to a test set. Our results

imply that if there is a drift in the data and newly arrived data-points (the

test set) do not follow the model/distribution of the training set, the ex-
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tended embedding to these points will not be meaningful in indicating this

drift. The extended embedding will represent the points as belonging to the

model of the training set. This is meaningful when a manifold embedding

is calculated as a pre-processing step with a signal processing or machine

learning framework relying on the low-dimensional embedding of the data.

The main contributions of the thesis chapters are as follows:

In Chapter 3, we presented a new framework employing deep learning

from a manifold learning perspective. We proposed designing an encoder and

decoder that learn the mapping between a given high-dimensional dataset

and low-dimensional embedding, and vice-versa. To this end, we proposed

a new constraint in training the encoder, which preserves the smoothness of

the points in the embedding. We demonstrated empirically that this con-

straint improves the approximation of the embedding. Our encoder enables

e�cient out-of-sample extension of the non-linear embeddings to new points,

with low memory costs. The decoder provides a solution to the pre-image

problem, enabling data visualization and augmentation. Finally, stacking

the two networks together as a deep autoencoder enables both denoising

and outlier detection of the data, as seen via the embedding. Calculating

the reconstruction error of the autoencoder for new points allows to evalu-

ate whether the out-of-sample extension provided by the encoder properly

represents these new points. We presented experimental results in noisy

scenarios for simulated and real data, demonstrating the properties of the

proposed architecture.

In Chapter 4, we introduced an anomaly detection algorithm using dif-

fusion maps. Based on the clustering properties of the di↵usion map, we

proposed to detect anomalies in the embedding space based on a nearest-

neighbor approach. To improve the detection process and ensure that the

normal pixels and the anomaly regions are separable in the lower dimen-

sional embedding of the data, we implemented a multiscale framework to

overcome the limitations in using di↵usion maps with out-of-sample exten-

sion in the presence of outliers. The algorithm was successfully applied to

sea-mine detection in side-scan sonar images, which is a challenging task

due to the high variability of the target and sea-bottom reverberation. The

results demonstrated the capability of the proposed approach to cope with

a variety of targets and background clutter patterns. The results also val-

idated the advantage of the multiscale framework over using only a single
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scale.

In Chapter 5 we proposed a new anomaly score for our multiscale anomaly

detection approach, combining a saliency measure with the noise-robust dif-

fusion distance. Experimental results on side-scan sonar images showed that

the proposed score improved both single and multi-scale anomaly detection.

Using the new score, our multi-scale method achieved superior results when

compared to competing methods, both single scale and multiscale.

Chapter 6 extended the multiscale detection algorithm to 3D data in

multichannel wafer defect detection. The proposed algorithm was tested on

a dataset of semiconductor wafer SEM images and demonstrated superior

performance when compared to single-scale and single-channel approaches.

Our method, based on the di↵usion map embedding, is especially suited to

this application as the di↵usion map provides a compact representation of

the repetitive geometry in the wafer image, obviating the need for a reference

image. In addition the di↵usion distance is robust to the dominant noise

in these images. These results, in addition to the results in Chapters 4- 5,

demonstrate the robustness of the proposed di↵usion-based multiscale ap-

proach and demonstrate the advantage of a data-driven methodology: ap-

plication of the method is not dependent on the imaging sensor, background

or noise models.

In Chapter 7, we presented a new iterative anomaly detection algorithm

using di↵usion maps. Based on a spectral clustering analysis, we proposed

a method that iteratively improves the sample set used to construct the

di↵usion map by including suspicious samples detected in the previous it-

eration. This leads to a representation that better separates the anomaly

from the background. In addition, we obtained an improved representation

by using an a�nity kernel that incorporates all the data and not just the

limited sample set. Our algorithm achieved successful performance in the

challenging task of automatic target detection in side-scan sonar images and

achieved superior results compared to competing methods.

In Chapter 8 we introduced a new metric for constructing local models

for supervised target detection. The proposed method enables the user to

design a local metric between a training set of target patches and patches

from a test image. We show that this metric has an intuitive meaning in the

patch space: determining a weight vector for the pixels in the patch enables

to emphasize certain similarities to the constructed model, while also allow-
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ing for perturbations in its appearance. We also show that by controlling

the notion of locality within the training set, this procedure creates invariant

metrics to certain implicit factors in the parameter space, such as the ori-

entation of the target and its background. Thus, this metric enables correct

target detection despite variations in the target appearance. The metric is

used to define an a�nity kernel between the given training set and the test

set, and is integrated in a graph-based framework for dimensionality reduc-

tion. We have also proposed a detection score in the reduced dimensionality

based on the properties of the a�nity kernel. We demonstrate that both

the newly proposed metric and the graph-based embedding are required for

successful target detection. Experimental results for sea-mine detection in a

set of real side-scan sonar images demonstrated the successful performance

of the algorithm, in comparison to competing methods. The results show

the capability of the proposed model and algorithm to cope with a variety

of targets and background clutter patterns.

In Chapter 9 we proposed replacing the generic metric typically used in

manifold learning with a new, data-adaptive metric stemming from neigh-

borhood composition. In the supervised setting, organizing the training

data in local neighborhoods, i.e. by designating the nearest-neighbors for

each training point, allows to incorporate prior knowledge. We showed that

using di↵erent priors in defining the neighborhood composition implicitly

allows us to control the invariance to di↵erent factors in the data. Based on

this new approach, we presented an algorithm for supervised target detec-

tion. We explored di↵erent priors available in the HSI setting and presented

successful experimental results for quartz and clay detection in real hyper-

spectral images. Our approach out-performed both a global statical model

and a manifold learning framework with the generic Euclidean metric.

In Chapter 10 we proposed new data-driven tree-based transforms and

metrics in a matrix organization setting. We presented partition trees as

inducing a new multiscale transform space that conveys the smooth organi-

zation of the data. We proposed a tree-based metric in the transform space,

thus incorporating the multiscale structure as represented by the tree. The

trees and corresponding metrics are updated in an iterative bi-organization

approach, organizing the observations based on the multiscale decomposition

of the features, and organizing the features based on the multiscale decom-

position of the observations. In addition, we generalized the transform and
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the metric to incorporate multiple partition trees on the data, allowing for

the integration of several datasets. We applied our data-driven approach to

the organization of breast cancer gene expression data, learning metrics on

the genes to organize the tumor samples in meaningful clusters of cancer

sub-types. We demonstrated how our approach can be used to validate the

hierarchical organization of both the genes and the samples by taking into

account several datasets of samples, even when these datasets were profiled

using di↵erent technologies. Finally, we employed our multi-tree metric to

integrate information from the organization of these multiple datasets and

achieved an improved organization of tumor samples.



Chapter 12

Future Research Directions

Our initial research connecting manifold learning with deep learning is promis-

ing and leads to many new research directions. Several directions may be

considered to extend the scheme proposed in Chapter 3. First, in di↵erent

applications, such as sequential signal processing, the nature of the data can

change over time. In manifold learning, the embedding is usually calculated

once for training points, and does not adapt over time for new incoming

points, in contrast to online dictionary learning, for example. This could

lead to the embedding not providing a good representation of the data as it

evolves, and requires re-calculating the embedding again and again, which is

a computationally expensive procedure. The di↵usion nets framework can

provide a solution to adapting the embedding to new points which do not fit

the model of the training data, by online “fine-tuning” of the autoencoder.

Fine-tuning consists of solving an optimization cost over the entire network,

i.e. jointly adjusting the weights of both the encoder and the decoder. New

constraints should be defined that maintain the middle layer of the net as

an approximation of the embedding for the training data. However, by also

applying online finetuning to new sequential data, the middle hidden layer of

the autoencoder should recover a new embedding for the evolving test data.

This will enable applying manifold learning to dynamic sequential data.

Second, our research focused on using Di↵usion Nets to solve problems

arising in manifold learning. However, preliminary results indicate that this

framework can also be used to improve performance in deep learning appli-

cations. This is motivated by previous work that have shown that implicitly

incorporating the manifold assumption in the construction of deep networks

221
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improves classification results. Therefore, explicitly including the embed-

ding in the network should also be beneficial. Instead of training an autoen-

coder, the encoder can be combined within a deep classification network,

and thus enables to use manifold learning as a regularizer for pre-training

deep networks. The decoder on the other hand can also be used within a

deep learning framework. As it recovers high-dimensional data-points from

coordinates in the embedding space, it can be used to perform data aug-

mentation, i.e. simulate new data, which is essential in deep learning when

the training data is limited.

Finally, the di↵usion nets framework can be used to address several image

processing applications. We have shown initial results on denoising and

anomaly detection in images. An additional problem is image inpainting, in

which corrupted areas in images, for example due to scratches, are restored.

Image editing can be performed, such as removing objects from the image

and filling in the background. In both cases the embedding can be used as

a smooth regularizer to fill in the missing areas, with the decoder applied to

produce image patches to fill in the data. A final application is performing

super-resolution by training an encoder to map low resolution image patches

to an embedding space, and training a decoder to map the embedding to

high-resolution patches.

The target detection scheme proposed in Chapters 8 and 9 may be ex-

tended to incorporating background training images. In our preliminary

work, we take advantage only of training examples of the target, calculating

an embedding of the test image via its a�nity to a training set of target

samples. However, in many cases a training set of the background is more

readily available, either in an unsupervised manner by randomly sampling

the test image, or in a supervised manner given training data. We can use

our approach to calculate a new embedding of the test image, as viewed via

the background. Then, given two embedddings, one from the target a�nity

and one from the background a�nity, relations arising from the two em-

beddings, can be used to better separate the target from the background.

A second possibility is to construct two symmetric a�nity kernels for the

test image, once via the target training set and the second through the

background training set. Treating these a�nities as two di↵erent views of

the data, recently proposed methods in multi-view manifold learning can

be applied to calculate a new embedding which separates the data into two
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clusters: target and background, based on the two di↵erent views of the

data. A final direction is to extend our approach to multi-class classifica-

tion, separating several types of targets.
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 תודות

 .ישראל כהן מהפקולטה להנדסת חשמל בטכניון' המחקר נעשה בהנחיית פרופ
 

על כך שדחף אותי להצליח , אני מודה לפרופ׳ ישראל כהן על הנחיותו המקצועית ותמיכתו
אני מודה לפרופ׳ רונן טלמון על כך שהיה עבורי מנטור וגם . לימודייך רועודד אותי לאו

אני אסירת תודה לפרופ׳ דוד מלאך על כך שהיה . ותמיד נתן את העצות הנכונות, חבר
. מנחה זמני יוצא דופן ועל כך שדלת משרדו תמיד הייתה פתוחה בפניי כאשר נזדקתתי לכך

אשר חשפו אותי אותי , נר ולטלי טרייביץאני רוצה להביע את הערכתי לפרופ׳ יואב שכ
אני , לבסוף. ועל תמיכתם במהלך הדוקטורט, לראשונה לתחום המרתק של עיבוד תמונה

שיתופי פעולה ועל ביקור , על שיחות מרתקות, אסירת תודה במיוחד לפרופ׳ רפי קויפמן
 .בייל ששינה את המסלול המקצועי שלי

 

, דנה, מירי, ילרובייחוד רוצה להודות לאו, לימודייתודה לחברים הרבים שהכרתי במהלך 
 . על הפסקות קפה  משותפות, יעל ואלעד

 .יובל וסיימון על שיתופי פעולה במהלך המחקר, אורי, אני מודה לאלכס

 

אני רוצה להביע את הערכתי לאורלי ודנית על עזרתן בכל העניינים האדמיניסטרטיביים 
 .תרחשולקרן שגרמה לכל זה לה, ותמיכתן

 

לבעלי אלון ושני . התמיכה והאהבה, אני רוצה להודות למשפחתי על הסבלנות, לבסוף
, זכרונה לברכה, לאמא שלי זהבית. בנינו נמרוד וברק על האושר הרב שהם מסבים לי

 . שתמיד עודדו אותי למצוינות ועל תמיכתם לאורך השנים, לאבא שלי שי ולאחי ירון

 

 

מענק )קוואלקום ולקרן הלאומית למדע -ייקובס'למלגת ג, ניאללקרן ד, אני מודה לטכניון
  .על התמיכה הכספית הנדיבה בהשתלמותי( 576/16' מס



  



 תקציר

 
העיבוד של . ניתוח ועיבוד נתונים ממימד גבוה הפכו לבעיה מרכזית בעשורים האחרונים

זו מתאפיינת  תופעה". קללת המימדיות"נתונים ממימד גבוה הוא מורכב בשל תופעה המכונה 
וכתוצאה מכך שיטות סטטיסטיות או המבוססות , בכך שהמרחב הרב מימדי מאוכלס בדלילות

למשל , ביישומים מסוימים, אולם. על למידה חישובית מתקשות להתמודד עם נתונים שכאלה
לפי (. manifold assumption" )הנחת היריעה"מתקיימת , בניתוח אותות שמע ותמונות

על אף שהם מיוצגים על ידי , נים שוכנים על או קרוב ליריעה ממימד נמוךהנתו, הנחה זו
" לימוד יריעות"שיטות גיאומטריות מתחום . ממימד גבוה יותר( features)מאפיינים 

(manifold learning ) ממפות את הנתונים ממרחב ממימד גבוה למרחב ממימד נמוך תוך
. וחשיפת תבניות משמעותיות, שכנות קרוביםשמירה על תכונות מסוימות כגון שימור יחסי 

לכן שיטות אלה משולבות . בייצוג החדש ממימד נמוך קל יותר לנתח ולארגן את הנתונים
אנו בחרנו . ראייה ממוחשבת ועוד, עיבוד אותות, במסגרת אלגוריתמים של למידה חישובית

 (. diffusion map)במסגרת התזה להשתמש בשיטת לימוד יריעות הנקראת מיפוי דיפוזיה 

בתזה זו אנו מנתחים את היישום של שיטות לימוד יריעות בניתוח נתונים המכילים דגימות 
התמקדנו בשתי . ומציעים שיטות חדשות לניתוח נתונים שכאלה(, outliers" )חריגות"

שיטות סטטיסטיות . גילוי חריגים וגילוי מטרות ברקע מורכב: משימות חשובות בהקשר זה
ואלגוריתמים של למידה חישובית לפתרון בעיות אלה מתבססים על שיערוך מודל סטטיסטי 

שיטות אלה נוטות להיכשל כאשר הנתונים החדשים . בהינתן קבוצת אימון, או לימוד מסווג
-data)לשיטה שהיא מונעת נתונים , בהשוואה. סוטים מהמודל הנלמד על אוסף האימון

driven ,) ההפרדה בין . יש יתרונות רבים בפתרון בעיות אלו, יריעותהמבוססת על לימוד
נלמדת ישירות מהנתונים עצמם בהתבסס על , לבין הרקע( החריג או המטרה)העצם הרצוי 

שיטות לימוד יריעות , בנוסף. הגיאומטריה המקומית ועל הפרמטרים החבויים של הנתונים
לעומת גישה (, multiclass)קות מתמודדות באופן טבעי עם נתונים המשתייכים למספר מחל

יתרון . סטטיסטית בה השערוך של נתונים המשתייכים למספר מחלקות הוא מרוכב יותר
חסין לרעשים ואינו תלוי במודל הרקע או , נוסף בגישה זו היא שהפתרון המוצע הוא גנרי

 .כך שניתן להתאים אותו בקלות ליישומים שונים, הרעש

שתי בעיות . וי מטרות עולה במגוון רחב של אותות ויישומיםהצורך בגילוי חריגים ובגיל
בגילוי חריגים . אלה דומות כאשר בשני המקרים מחפשים נתונים אשר שונים מסביבתם

לרוב מתבססים על מידול הנתונים הנורמליים ומחפשים את החריג בכך שהוא סוטה ממודל 
לתחום למידה מפוקחת  ולכן בעיה זו משתייכת, המטרה ידועה, בגילוי מטרות. זה
(supervised learning .)ניתן . היעד הוא למצוא את המטרה בתוך אוסף נתונים מורכב

בתזה אנחנו מדגימים . לראות את בעיית גילוי החריגים כגילוי מטרות במסגרת לא מפוקחת



בבקרת , שניהם אתגרים חשובים בתעשיות הביטחוניות, גילוי חריגים וגילוי מטרות בתמונות
אנו מתמקדים ביישומים של חישה מרחוק . איכות בפסי ייצור ובניתוח תמונות רפואיות

(remote sensing ,)אלא נרכשות בחיישנים שנוטים , בהם התמונות הנתונות אינן טבעיות
אנו מראים שהייצוג ממימד נמוך המתקבל מלימוד יריעות מתמודד היטב עם . להיות רועשים
 .הרעשים הללו

ההיבט הראשון הוא הרחבת המיפוי . אנו מתמקדים בשני היבטים של לימוד יריעותבתזה זו 
לא ( kernel)בשיטות לימוד יריעות מבוססת גרעין . מקבוצת נתונים נתונה לנתונים חדשים

ל "השיטות הנ, בניגוד לכך. מתקבלת פונקציה מפורשת הממפה בין המימד הגבוה לנמוך
נמוך בצורת פרמטריזציה חדשה של הנתונים  למימד( embedding)לומדות שיכון 

לשיטות אלה ישנה עלות חישובית גבוהה , לכן. המתקבלת מניתוח ספקטראלי של הגרעין
בתרחיש של . בשל חישוב הגרעין בין כל הנתונים וכן בשל הפירוק הספקטראלי של הגרעין

מקובל , מאדכאשר אוסף הנתונים שלנו הוא גדול (, unsupervised)למידה לא מפוקחת 
. קבוצה של הנתונים ואז להרחיב את הייצוג ליתר הנתונים-לחשב את הייצוג עבור תת

בעיבוד אותות סדרתי לא ישים לעדכן את הייצוג באמצעות חישוב מחדש של , לחילופין
שאלה זו גם עולה במסגרת של למידה מפוקחת . הגרעין בכל פעם שנרכשת דגימה חדשה

. הרחיב את המיפוי מקבוצת אימון לנתוני בדיקה חדשים שהגיעוכאשר אנחנו מעוניינים ל
 Out-of-sample)ההרחבה של המיפוי נעשית באמצעות שיטות להרחבת פונקציה 

function extension .) אנו מנתחים את המגבלות של שיטות אלה בהינתן שאוסף הנתונים
 . שלנו מכיל חריגים

מקובל ליישם לימוד יריעות על ידי , תוח תמונותלמשל בני, כאשר כמות הנתונים היא גדולה
מציאת ייצוג על תת הקבוצה שנדגמה ואז הרחבת הייצוג ליתר , דגימה אקראית של הנתונים

אנו מראים שגישה זו היא בעייתית כאשר הנתונים . הנתונים בשיטה של הרחבת פונקציות
גימות שלנו יכללו רק חריגים לפי הגדרתם הם נדירים ולכן סביר שהד. מכילים חריגים

כאשר נרחיב את הייצוג הזה . הייצוג הנלמד אם כך מייצג רק אותם". רגילים"נתונים 
הייצוג שיחושב עבורם , לנתונים שהם חריגים ואינם מקיימים את המודל של תת הקבוצה

זאת משום ששיטות להרחבת פונקציה מבצעות . לא יאפיין אותם וידגיש את עצם חריגותם
הייצוג של דגימה חריגה יחושב להיות הייצוג של . ינטרפולציה ולא אקסטרפולציהסוג של א

 .הדגימה הרגילה הכי קרובה אליה מתוך קבוצת הדגימות

י הצגת שיטה חדשה "ע, אנו מציעים פתרון כללי לבעיה זו של הרחבת ייצוג היריעה
רשתות "ומכונה (, deep learning)המתבססת על שילוב של לימוד יריעות ולמידה עמוקה 

שהגיעה , למידה עמוקה היא תחום פופולארי בלמידה חישובית(. Diffusion net" )דיפוזיה
במגוון רחב של יישומים ובהתמודדות עם אוספי ( state-of-the-art)להישגים יוצאי דופן 

ת בשלב זה שיטו, בעוד לימוד יריעות מבוסס על יסודות תיאורטיים מוכרים.  נתונים ענקיים
למידה עמוקה הן בעיקר יוריסטיות ומתבצע מחקר רב השואף לספק ניתוח והבנה תיאורטיים 

, רשתות למידה עמוקה מסוגלות ללמוד ייצוגים מופשטים של הנתונים. של השיטות האלו
אך ייצוגים אלה לרוב נלמדים באופן גלובאלי מבלי לקחת בחשבון שיקולים גיאומטריים או 



אנו מציעים . מה שמתקבל באופן טבעי בלימוד יריעות, נתוניםשיקולים של צפיפות ה
על ידי שילוב מפורש של , להשתמש ברשת למידה עמוקה מנקודת מבט של לימוד יריעות

ומפענח ( encoder)מקודד , אנו מאמנים שתי רשתות. ייצוג היריעה בתוך הרשת העמוקה
(decoder ,) למרחב , הנתונים ממימד גבוההלומדות את המיפוי הישיר וההפכי בין מרחב

, בנוסף. בכך הרשת פותרת את בעיית ההרחבה עבור נתונים חדשים. היריעה ממימד נמוך
אנו מציעים מדד לגילוי חריגים המהווה מדד איכות על הייצוג שהתקבל וקובע האם הוא 

 . מהווה ייצוג טוב עבור דגימה חדשה

י חריגים בתמונות כאשר המטרה היא בהמשך אנו מציעים גישה של לימוד יריעות לגילו
הגישה שלנו מתגברת . בתמונה שהוא חריג ביחס לרקע( אזור רציף)למצוא אוסף פיקסלים 

אנו מנסים לפתור בעיה . על המגבלות של השיטות להרחבת פונקציה בהתמודדות עם חריגים
אולם היעד , שכן היינו מעוניינים שקבוצת הדגימות תכיל גם חריגים", ביצה ותרנגולת"של 

אנחנו מציעים פתרון על ידי ייצוג , לשם כך. שלנו מלכתחילה הוא מציאת אותם חריגים
הפירמידה מורכבת . מרובה סקאלות לתמונה על ידי הפעלה של פירמידה גאוסיאנית

כאשר כל תמונה היא טשטוש ודגימה של התמונה ברמה , מתמונות ברזולוציה הולכת וקטנה
אוסף הדגימות שלנו כולל אחוז גדול יותר של , של הפירמידה ברמות הגסות. מתחתיה

יש סבירות גבוהה יותר , לכן. פיקסלים מהתמונה ברמה הנתונה שכן הרזולוציה נמוכה יותר
( anomaly score)אנחנו מחשבים בכל רמה ציון חריגות . לדגום את האזור החריג בתמונה

מה אחת לרמה מתחתיה עד לרמה ומפעפעים מידע על הפיקסלים החריגים שהתגלו מר
אנו מציעים שני מדדי גילוי חדשים המחושבים במרחב ממימד . העדינה ביותר בפירמידה

אנו מיישמים את . שהוא עמיד לרעש(, diffusion distance)נמוך על סמך מרחק דיפוזיה 
נר אחד של מוקשים ימיים בתמונות סו, הגישה שלנו בשני מאגרי תמונות מחיישנים שונים

(side-scan sonar )ושנייה של פגמים במוליכים למחצה בתמונות מיקרוסקופיה רב-
אנו משיגים אחוזי גילוי (. multi-channel scanning electron microscope)ערוציות 

התוצאות שלנו ממחישות שהייצוג הנלמד מהתמונה . גבוהים עם אחוז התרעות שווא נמוך
יתרון . במודל הרעש ובפילוג של הרקע הרגיל, וי בחיישןבלתי תל" מונחה נתונים"באופן 

כך , חסין לרעש ואינו תלוי בחיישן ההדמיה, נוסף בגישה זו הוא שהפתרון המוצע הוא גנרי
 . שניתן להתאים אותו בקלות ליישומים שונים

שיטות . או מטריקה, ההיבט השני של לימוד יריעות בו אנחנו מתמקדים הוא לימוד מרחק
. יריעות מבוססות על גרעין דמיון המבטא קירבה מקומית בין זוגות של נתוניםלימוד 

, שכן הוא שומר על דמיון בין זוגות נתונים קרובים, השימוש בגרעין גאוסי הוא מאד מקובל
הבחירה הטריוויאלית היא להשתמש במטריקה . ודועך מהר עבור זוגות של נתונים מרוחקים

אולם איכות הייצוג המתקבל תלוי במידה רבה במרחק בו , ןאוקלידית לצורך חישוב הגרעי
הצענו מטריקה חדשה במסגרת של גילוי מטרות ושילבנו , בהקשר זה. משתמשים בחישוב זה

המטרה היא לתכנן מטריקה . אותה באלגוריתם של לימוד יריעות בלמידה מפוקחת
כפי שנלמדת מאוסף במראה של המטרה ( perturbations)אינווריאנטית לשינויים קלים 

ההנחה היא שקיימים מספר פרמטרים חבויים שקובעים את מראה המטרה . של תמונות אימון



בתמונה ואנו לומדים מטריקה שהיא אינווריאנטית לפרמטרים שהם עקביים במודל המקומי 
ומדגישה חוסר דמיון הנובע מהבדלים בפרמטרים הלא עקביים , הנלמד של כל תמונת אימון

היתרון הוא שאינווריאנטיות זאת מתקבלת ללא צורך בהגדרה מפורשת או . מקומיבמודל ה
את המודלים המקומיים שילבנו . אלא באופן מנוע נתונים, גישה ישירה לפרמטרים החבויים

גרעין זה מאפשר שילוב למידה . בגרעין המחושב בין אוסף תמונות אימון לתמונות בדיקה
שלומדים מהייצוג הגלובאלי של אוסף האימון את הייצוג של כך , מונחת בלימוד יריעות

את הגישה שלנו יישמנו לגילוי מוקשים ימיים בתמונות סונר בהשוואה . אוסף נתוני הבדיקה
 .למטריקות מתחרות

בהמשך הרחבנו את הגישה לגילוי מטרות לשילוב מידע מקדים או חיצוני על הנתונים בתוך 
. סחנו את המטריקה ואת הגרעין מחדש כמודל סטטיסטי גאוסיבנוסף ני. המודלים המקומיים

יישמנו את השיטה הזאת בתמונות היפרספקטראליות והצענו מספר אפשרויות לשילוב של 
. הנחת חלקות זמנית והנחה ספקטרלית, הנחת חלקות מקומית: ידע מוקדם באפליקציה זאת

ונות היפרספקטראליות קווארץ וחימר בתמ: הדגמנו את השיטה בגילוי של מינרלים
 . בהשוואה לשיטות סטטיסטיות מתחרות ולמטריקות אחרות

אנו מציעים מטריקה חדשה בהקשר של אותות שלא שוכנים על סריג דגימה אוקלידי , לבסוף
בניתוח נתונים רב . אלא אותות השוכנים על גרף, כגון אותות שמע או תמונות, ורגולרי
מימדית בה השורות הן המאפיינים -במטריצה דוהנתונים לרוב מיוצגים , מימדיים

(features ) והעמודות הן התצפיות(observations .)כגון ביטוי גנים, ישנן אפליקציות ,
בהן הסדר בו (,  recommendation systems)ומערכות המלצה , ניתוח מסמכי טקסט

של ארגון מטריצות גישות . נתונים התצפיות והמאפיינים הוא שרירותי ולא מעיד על חלקות 
(matrix organization )נועדו לשחזר את הארגון החלק של המאפיינים ושל המדידות .

גרף בו הצמתים : אנו מציעים להתייחס לאוסף הנתונים בבעיה זו כמיוצג על ידי שני גרפים
את המשקולות בין הצמתים אנו לא קובעים . הם המאפיינים וגרף בו הצמתים הם התצפיות

אלא באופן מונע נתונים המתבסס על המבנה החבוי , ס מבנה רשת ידוע מראשעל בסי
אנו מציעים לארגן את המאפיינים ואת התצפיות . המשותף של המאפיינים והתצפיות

.  המחלקים את הנתונים במבנה היררכי המייצג חלקות מקומית וגלובלית, באמצעות עצים
אנו . ומטריקה חדשה במרחב ההתמרה, שהמן העצים אנו גוזרים התמרה מרובת סקאלות חד

מכלילים את המטריקה כך שתשלב מספר עצים ומציגים גישות לארגון של מספר אוספי 
 .בהתבסס על מטריקה זאת, נתונים במקביל

הגישות המוצעות . הצגנו בתזה זו גישות חדשניות לעיבוד נתונים ממימד גבוה, לסיכום
התוצאות שלנו מוכיחות את החסינות של . נתונים מתבססות על לימוד יריעות והן מונעות

אנו מציעים שני כיווני . ל להתמודדות עם רעשים ואת חוסר התלות שלהן במודל"השיטות הנ
המשך פיתוח רשתות הדיפוזיה ומחקר המשלב בין עקרונות , הראשון. המשך עיקריים

מטרות להתמודדות הכללת הגישה המוצעת לאיתור , שנית. מלימוד יריעות ללמידה עמוקה
 . עם מספר סוגי מטרות במקביל לצורך סיווג נתונים מפוקח


